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Abstract

This is the notes for STATS GR 5221 Time Series Analysis at Columbia
University. Course topics include but not limit to least squares smoothing
and prediction, linear systems, Fourier analysis, and spectral estimation,
impulse response and transfer function, fourier series, the fast Fourier
transform, autocorrelation function, and spectral density, univariate Box-
Jenkins modeling and forecasting.
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1 Introduction

Go back to Table of Contents. Please click TOC

This chapter we introduce some basic ideas of time series analysis and
stoachastic processes. Of particular importance are the concepts of sta-
tionarity and the autocovariance and sample autocovariance functions.

1.1 Examples of Time Series

Go back to Table of Contents. Please click TOC

A time series is a set of observations xt, each one being recorded at
a specific time t. A discrete-time time series (the type to which this
book is primarily devoted) is one in which the set T0 of times at which
observations are made is a discrete set, as is the case, for example, when
observations are made at fixed time intervals. Continuous-time time series
are obtained when observations are recorded continuously over some time
interval, e.g., when T0 = [0, 1].

Example 1.1. Figure 1 shows the monthly sales (in kiloliters) of red wine
by Australian winemakers from January 1980 through October 1991. In
this case the set T0 consists of the 142 times {(Jan. 1980), (Feb. 1980),
..., (Oct. 1991)}. In the present example this amounts to measuring time
in months with (Jan. 1980) as month 1. Then T0 is the set {1, 2, ...,
142}. it appears from the graph that the sales have an upward trend and
a seasonal pattern with a peak in July and a trough in January.

�

Figure 1: The Australian red wine sales, Jan. ‘80-Oct. ‘91.

Example 1.2. Figure 2 shows the results of the all-star games by plotting
xt, where

xt =

{
1 if the National League won in year t,
−1 if the American League won in year t.
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This is a series with only two possible values, ±1. It also has some missing
values, since no game was played in 1945, and two games were scheduled
for each of the years 1959-1962.

�

Figure 2: Results of the all-star baseball games, 1933-1995.

Example 1.3. The monthly accidental death figures show a strong seasonal
pattern, with the maximum for each year occuring in July and minimum
for each year occurring in February. The presence of a trend in the figure
below is less apparent than in the wine sales.

�

Figure 3: The monthly accidental deaths data, 1973-1978.

Example 1.4. Figure 4 shows simulated values of the series Xt = cos( t
10

)+
Nt, t = 1, 2, ..., 300, where {Nt} is a sequence of independent normal
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random variables, with mean 0 and variance 0.25. Such a series is often
referred to as signal plus noise, the signal being the smooth function, St =
cos( t

10
) in this case. Given only the data Xt, how can we determine the

unknown signal component? There are many approaches to this general
problem under varying assumptions about the signal and the noise. One
simply approach is to smooth the data by expressing Xt as a sum of sine
waves of various frequencies (see Section 4.2) and eliminating the high-
frequency components. If we do this to the values of {Xt} shown in Figure
4 and retain only the lowest 3.5% of the frequency components, we obtain
the estimate of the signal also shown in Figure 1.4. The waveform of the
signal is quite close to that of the true signal in this case, although its
amplitude is somewhat smaller.

�

Figure 4: The series {Xt} of Example 1.4.

Example 1.5. The population of the U.S.A., measured at ten-year inter-
vals, is shown in Figure 5. The graph suggests the possibility of fitting a
quadratic or exponential trend to the data. We shall explore in Section
1.3.

�
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Figure 5: Population of the U.S.A. at ten-year intervals, 1790-1990.

Example 1.6. The annual numbers of strikes in the U.S.A. for the years
1951-1980 are shown in Figure 6. They appear to fluctuate erratically
about a slowly changing level.

�

Figure 6: Strikes in the U.S.A., 1951-1980.

1.2 Objectives of Time Series Analysis

Go back to Table of Contents. Please click TOC

The examples considered in Section 1.1 are an extremely small sample
from the multitude of time series encountered in the fields of engineering,
science, socialogy, and economics. The purpose is to study techniques
for drawing inferences from such series. Before we do this, however, it is
necessary to set up a hypothetical probability model to represent the data.
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After an appropriate family of models has been chosen, it is then possible
to estimate parameters, check for goodness of fit to the data, and possibly
to use the fitted model to enhance our understanding of the mechanism
generating the series. Once a satisfactory model has been developed, it
may be used in a variety of ways depending on the particular field of
application.

1.3 Some Simple Time Series Models

Go back to Table of Contents. Please click TOC

Definition 1.7. A time series model for the observed data {xt} is
specification of the joint distributions (or possibly only the means and
covariances) of a sequence of random variables {Xt} of which {xt} is
postulated to be a realization.

Remark 1.8. We shall frequently use the term time series to mean both
the data and the process of which it is a realization.

�

A complete probabilistic time series model for the sequence of random
variables {X1, X2, ...} would specify all of the joint distributions of
the random vectors (X1, ..., Xn)′, n = 1, 2, ..., or equivalently all of the
probabilities

P [X1 ≤ x1, ..., Xn ≤ xn], −∞ < x1, ..., xn <∞, n = 1, 2, ...

We specify only the first- and second-order moments of the joint dis-
tributions, i.e. the expected values E(Xt) and the expected products
E(Xt+hXt), t = 1, 2, ..., h = 0, 1, 2, ..., focusing on properties of the se-
quence {Xt} that depend only on these. Such properties of {Xt} are
referred to as second-order properties.

Figure 7 shows one of many possible realizations of {St, t = 1, ..., 200},
where {St} is a sequence of random variables. In most practical problems
involving time series we see only one realization.
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Figure 7: One realization of a simple random walk {St, t = 0, 1, 2, ..., 200}.

1.3.1 Some Zero-Mean Models

Go back to Table of Contents. Please click TOC

Example 1.9. The simplest model for a time series is one in which there is
no trend or seasonal component and in which the observations are simply
independent and identically distributed (iid) random variables with zero
mean. We refer to sucha sequence of random variables X1, X2, ... as iid
noise. We can write, ∀n ∈ Z and x1, ..., xn ∈ R,

P [X1 ≤ x1, ..., Xn ≤ xn] = P [X1 ≤ x1] . . . P [Xn ≤ xn] = F (x1) . . . F (xn),

where F (·) is the cumulative distribution function of each of the iden-
ticallty distributed random variables X1, X2, .... In this model, there is
no dependence between observations. In particular, for all h ≥ 1 and all
x, x1, ..., xn,

P [Xn+h ≤ x|X1 = x1, ..., Xn = xn] = P [Xn+h ≤ x],

showing that knowledge of X1, ..., Xn is of no value for predicting the
behavior of Xn+h. Given the values of X1, ..., Xn, the function f that
minimizes the mean squared error E[(Xn+h − f(X1, ..., Xn))2] is in fact
identically zero. Although this means that iid noise is a rather uninter-
esting process for forecasters, it plays an important role as a building
block.

�

Example 1.10. Consider the sequence of iid random variables {Xt, t =
1, 2, ..., } with

P [Xt = 1] = p, P [Xt = −1] = 1− p,
where p = 1

2
. The time series obtained by tossing a penny repeatedly

and scoring +1 for each head and -1 for each tail is usually modeled as
a realization of this process. A priori we might well consider the same
process as a model for baseball games in previous example.
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�

Example 1.11. The random walk {St, t = 0, 1, 2, ...} (starting at zero) is
obtained by cumulatively summing (or “integrating”) iid random vari-
ables. Thus a random walk with zero mean is obtained by defining S0 = 0
and

St = X1 +X2 + · · ·+Xt, for t = 1, 2, ...,

where {Xt} is iid noise. If {Xt} is a binary process (just like the one
aboe), then {St, t = 0, 1, 2, ..., } is called a simple symmetric random
walk. This walk can be viewed as the location of a pedestrian who starts
at position zero at time zero and at each integer time tosses a fair coin,
stepping one unit to the right each time a head appears and one unit to
the left for each tail. A realization of length 200 of a simple symmetric
random is shown in Figure 3. Notice that the outcomes of the coin tosses
can be recovered from {St, t = 0, 1, ...} by differencing. Thus the result of
the tth toss can be found from St − St−1 = Xt.

�

1.3.2 Models with Trend and Seasonality

Go back to Table of Contents. Please click TOC

In examples of Section 1.1 there is a clear trend in the data. An increasing
trend is apparent in both the Australian red wine sales (Figure 1) and the
population of the U.S.A. (Figure 5). In both cases a zero-mean model
for the data is clearly inappropriate. The graph of the population data,
which contains no apparent periodic component, suggests trying a model
of the form Xt = mt + Yt, where mt is a slowly changing function known
as the trend component and Yt has zero mean. A useful technique for
estimating mt is the method of least squares.

In the least squares procedure we attempt to fit a parametric family
of functions, e.g.,

mt = a0 + a1t+ a2t
2,

to the data {x1, ..., xn} by choosing the parameters, in this illustration

a0, a1, and a2, to minimize
n∑
t=1

(xt−mt)
2. This method of curve fitting is

called least squares regression.
Many time series are influenced by seasonally varying factors such as

the weather, the effect of which can be modeled by a periodic component
with fixed known period. For example, the accidental deaths series (figure
3) shows a repeating annual pattern with peaks in July and troughs in
February, strongly suggesting a seasonal factor with period 12. In order
to represent such a seasonal effect, allowing for noise but assuming no
trend, we can use the simple model, Xt = st + Yt, where st is a periodic
function of t with period d(st−d = st). A convenient choice for st is a sum
of harmonics (or sine waves) given by

st = a0 +

k∑
j=1

(aj cos(λjt) + bj sin(λjt)),
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where a0, a1, ..., ak and b1, ..., bk are unknown parameters and λ1, ..., λk
are fixed frequencies, each being some integer multiple of 2π/d. For a sine
wave with period d, set f1 = n/d, where n is the number of observations
from beginning of the series to make it so.) The other k − 1 Fourier
indices should be positive integer multiples of the first, corresponding
to harmonics of the fundamental sine wave with period d. Thus to fit
a single since wave with period 365 to 365 daily observations we would
choose k = 1 and f1 = 1. To fit a linear combination of sine waves with
periods 365/j, j = 1, ..., 4, we would choose k = 4 and fj = j, j = 1, ..., 4.
Once k and f1, ..., fk have been specified, we run least squares regression
to obtain the required regression coefficients.

Example 1.12. A graph of the level in feet of Lake Huron (reduced by
570) in the years 1875-1972 is displayed in Figure 9. Since the lake level
appears to decline at a roughly linear rate. A form of model can be

Xt = a0 + a1t+ Yt, t = 1, ..., 98

Figure 8: One realization of a simple random walk {St, t = 0, 1, 2, ..., 200}.

The least squares estimates of the parameter values are

â0 = 10.202 and â1 = −0.0242.

(The resulting least squares line, â0 + â1t, is also displayed in Figure 9.)
The estimates of the noise, Yt, are the residuals obtained by subtracting
the least squares line from xt and are plotted in Figure 10. There are
two interesting features of the graph of the residuals. The first is the
absence of any discernible trend. The second is the smoothness of the
graph. Smoothness of the graph of a time series is generally indicative of
the existence of some form of dependence among the observations.
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Figure 9: One realization of a simple random walk {St, t = 0, 1, 2, ..., 200}.

Figure 10: One realization of a simple random walk {St, t = 0, 1, 2, ..., 200}.

Such dependence can be used to advantage in forecasting future values
of the series. If we were to assume the validity of the fitted model with
iid residuals {Yt}, then the minimum mean squared error predictor of the
next residual (Y99) would be zero. However, Figure 10 strongly suggests
that Y99 would be positive.

�

1.3.3 A General Approach to Time Series Modeling

Go back to Table of Contents. Please click TOC

We have seen, from above, general approaches to time series analysis that
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will form the basis for much of what is done in this document. Here we
outline the approach to provide the reader with an overview of the way
in which the various ideas of this chapter fit together.

• Plot the series and examine the main features of the graph, checking
in particular whether there is

(a) a trend,

(b) a seasonal component,

(c) any apparent sharp changes in behavior,

(d) any outlying observations.

• Remove the trend and seasonal components to get stationary resid-
uals (as defined in section 1.4). To do this, it may sometimes be
necessary to apply a preliminary transformation to the data. For ex-
ample, if the magnitude of the fluctuations appears to grow roughly
linearly with the level of the series, then the transformed series
{lnX1, ..., lnXn} will have fluctuations of more constant magnitude.

• Choose a model to fit the residuals, making use of various sample
statistics including the sample autocorrelation function to be defined
in section 1.4.

• Forecasting will be achieved by forecasting the residuals and then
inverting the transformations described above to arrive at forecasts
of the original series {Xt}.

• An extremely useful alternative approach touched on only briefly in
this book is to express the series in terms of its Fourier components,
which are sinusoidal waves of different frequencies.

1.4 Stationary Models and the Autocorrelation
Function

Go back to Table of Contents. Please click TOC

Definition 1.13. Let {Xt} be a time series with E(X2
t ) <∞. The mean

function of {Xt} is
µX(t) = E(Xt).

The covariance function of {Xt} is

γX(r, s) = Cov(Xr, Xs) = E[(Xr − µX(r))(Xs − µX(s))]

for all integers r and s.

Definition 1.14. {Xt} is (weakly) stationary if
(i) µX(t) is independent of t, and
(ii) γX(t+ h, t) is independent of t for each h.

Remark 1.15. Strict stationarity of a time series {Xt, t = 0,±1, ...} is
defined by the condition that X1, ..., Xn) and (X1+h, ..., Xn+h) have the
same joint distributions for all integers h and n > 0. It is easy to check that
if {Xt} is strictly stationary and E(X2

t ) < ∞ for all t, then {Xt} is also
weakly stationary. Whenever we use the term stationary we shall mean
weakly stationary as in Definition 1.14, unless we specifically indicate
otherwise.

15



�

Remark 1.16. In view of condition (ii), whenever we use the term co-
variance function with reference to a stationary time series {Xt} we shall
mean the function γX of one variable, defined by

γX(h) := γX(h, 0) = γX(t+ h, t).

The function γX(·) will be referred to as the autocovariance function and
γX(h) as its value at lag h.

�

Definition 1.17. Let {Xt} be a stationary time series. The autoco-
variance function (ACVF) of {Xt} at lag h is

γX(h) = Cov(Xt+h, Xt).

The autocorrelation function (ACF) of {Xt} at lag h is

ρX(h) ≡ γX(h)

γX(0)
= Cor(Xt+h, Xt).

In the folloiwng examples we shall frequently use the easily verified
linearity property of covariances, that if E(X2) < ∞, E(Y 2) < ∞,
E(Z2) <∞ and a, b, and c are any real constants, then

Cov(aX + bY + c, Z) = aCov(X,Z) + bCov(Y,Z).

Example 1.18. If {Xt} is iid noise and E(X2
t ) = σ2 < ∞, then the first

requirement of Definition 1.14 is obviously satisfied, since E(Xt) = 0 for
all t. By the assumed independence,

γX(t+ h, t) =

{
σ2, if h = 0,
0, if h 6= 0,

which does not depend on t. Hence iid noise with finite second moment
is stationary. We shall use the notation {Xt} ∼ IID(0, σ2) to indicate
that the random variables Xt are independent and identically distributed
random variables, each with mean 0 and variance σ2.

�

Example 1.19. If {Xt} is a sequence of uncorrelated random variables,
each with zero mean and variance σ2, then clearly {Xt} is stationary with
the same covariance function as the iid noise in Example 1.17. Such a
sequence is referred to as white noise (with mean 0 and variance σ2).
This is indicated by the notation {Xt} ∼ WN(0, σ2). Clearly, every
IID(0,σ2) sequence is WN(0,σ2) but not conversely.

�

Example 1.20. If {St} is the random walk defined in Example 1.11 with
{Xt} as in Example 1.18, then E(Xt) = 0, E(S2

t ) = tσ2 < ∞ for all t,
and, for h ≥ 0,

γS(th, t) = Cov(St+h, St)
= Cov(St +Xt+1 + · · ·+Xt+h, St)
= Cov(St, St)
= tσ2.

Since γS(t+ h, t) depends on t, the series {St} is not stationary.
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�

Example 1.21 (Moving Average or MA(1)). . Consider the series defined
by the equation

Xt = Zt + θZt−1, t = 0,±1, ...,

where {Zt} ∼ WN(0, σ2) and θ is a real-valued constant. From the
equation above, we see that E(Xt) = 0, E(X2

t ) = σ2(1 + θ2) <∞, and

γX(t+ h, t) =

{ σ2(1 + θ2), if h = 0,
σ2θ, if h = ±1,
0, if |h| > 1.

Thus the requirements of Definition 1.14 are satisfied, and {Xt} is sta-
tionary. The autocorrelation function of {Xt} is

ρX(h) =

{ 1, if h = 0,
θ/(1 + θ2), if h = ±1,
0, if |h| > 1.

�

Remark 1.22. For the above example, notice that E(Xt) = 0, thus we
have

V ar(X+t) = V ar(Zt + θZt−1

= σ2 + θ2Z2
t−1

= σ2 + θ2σ2

= (1 + θ2)σ2

Moreover, we have

Cov(Xt+1, Xt) = Cov(Zt+1 + θZt, Zt + θZt−1)
= 0 + 0 + θσ2 + 0
= θσ2

Thus, we can calculate ACF, i.e.

ρ(h)


1; h = 0

θσ2

(1+θ2)σ2 ; h = ±1

0; |h| > 1

⇒

ρX(h) =

{ 1, if h = 0,
θ/(1 + θ2), if h = ±1,
0, if |h| > 1.

�

Example 1.23 (Autoregression or AR(1).). Assume now that {Xt} is a
stationary series satisfying the equations

Xt = φXt−1 + Zt, t = 0,±1, ...,

where {Zt} ∼WN(0, σ2), |φ| < 1, and Zt is uncorrelated with Xs for each
s < t. (We show in Section 2.2 that there is exactly one such solution.)
By taking expectations on each side of equation above and using the fact
that E(Zt) = 0, we see that E(Xt) = 0.
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To find the autocorrelation function of {Xt} we multiply each side by
Xt−h (h > 0) and then take expectations to get

γX(h) = Cov(Xt, Xt−h)
= Cov(φXt−1, Xt−h) + Cov(Zt, Xt−h)

= φγX(h− 1) + 0 = · · · = φhγX(0).

Observing that γ(h) = γ(−h) and using Definition 1.16, we find that

ρX(h) =
γX(h)

γX(0)
= φ|h|, h = 0,±1, ...

It follows from the linearity of the covariance function in each of its argu-
ments and the fact that Zt is uncorrelated with Xt−1 that

γX(0) = Cov(Xt, Xt) = Cov(φXt−1 + Zt, φXt−1 + Zt) = φ2γX(0) + σ2

and hence that γX(0) = σ2/(1− φ2).

�

Remark 1.24. For the above example, we consider Xt to be a combination
of Xt−1 and Zt. Then we apply the same method for Xt−1. In doing so,
we have the following,

Xt = φXt−1 + Zt
= φ(φXt−2 + Zt−1) + Zt
= φ2Xt−2 + φZt−1 + Zt
= φ2(φXt−2 + Zt−2) + φZt−1 + Zt
= φ3Xt−3 + φ2Zt−2 + φZt−1 + Zt

= φkXt−k +
k−1∑
j=0

φjZt−j

Thus, we can conclude

lim
n→∞

Xt = φkXt−k +

k−1∑
j=0

φjZt−j <∞

if |φ| < 1. This is the reason why the assumption |φ| < 1 is essential for
theis argument to hold.

Taking a step further, we notice that γ(h) = Cov(Xt+h, Xt) = E
(
(Xt+h−

µ)(Xt − µ)
)

gives us estimates for ACVF, i.e., sample ACVF,

γ̂(h) =
1

n

n−h∑
t=1

(Xt+h − X̄)(Xt − X̄).

Moreover, we have

ρ̂(h) =
γ̂(h)

γ̂(0)
,

which gives us estimates for ACF, i.e., sample ACF.

�
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1.4.1 The Sample Autocorrelation Function
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In practice, we start with observed data {x1, x2, ..., xn}. To assess the
degree of dependence in the data and to select a model for the data that
reflects this, one of the important tools we use is the sample autocor-
relation function (sample ACF) of the data. If we beleive that the
data are realized values of a stationary time series {Xt}, then the sample
ACF will provide us with an estimate of the ACF of {Xt}. This estimate
may suggest which of the many possible stationary time series models is
a suitable candidate.

Definition 1.25. Let x1, ..., xn be observations of a time series. The
sample mean of x1, ..., xn is

x̄ =
1

n

n∑
t=1

xt.

The sample autocovariance function is

γ̂(h) := n−1

n−|h|∑
t=1

(xt+|h| − x̄)(xt − x̄), −n < h < n.

The sample autocorrelation function is

ρ̂(h) =
γ̂(h)

γ̂(0)
, −n < h < n.

Example 1.26. Figure 11 shows 200 simulated values of normall distributed
iid (0,1), denoted by IID N(0,1), noise. Figure 12 shows the corresponding
sample autocorrelation function at lags 0, 1, ..., 40. Since ρ(h) = 0 for
h > 0, one would also expect the corresponding sample autocorrelations
to be near 0. It can be shown, in fact, that for iid noise with finite vari-
ance, the sample auto correlations ρ̂(h), h > 0, are approximately IID
N(0,1/n) for n large. Hence, approximately 95% of the sample autocorre-
lations should fall between the bounds ±1.96/

√
n (since 1.96 is the 0.975

quantile of the standard normal distribution).

�
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Figure 11: 200 simulated values of iid N(0,1) noise.

Figure 12: The sample autocorrelation function for the data of the figure above
showing the bounds ±1.96/

√
n .

Remark 1.27. Note that γ̂(h) is approximately the sample covariance func-
tion of (x1, x1+h), ..., (Xn−h, Xn). The covariance matrix Γ̂n = [γ̂(i− j)],
for i, j = 1, ..., n is non-negative definite (positive definite). If data are
observations from IID noise, then we have ρ̂(h) ≈ N(0, 1/n) and are in-
dependent for all h ≥ 1. For IID noise, |ρ̂(h)| < 1.96n−.5 with probability
0.95.

Let us consider the following matrix data set, as an example, the
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sample covariance matrix takes the form

γ(0) γ(1) γ(2) . . . γ(n− 1)
γ(1) γ(0) γ(1) . . . γ(n− 2)
γ(2) γ(1) γ(0) . . . γ(n− 3)

...
...

. . .
...

γ(n− 2)
...

. . . γ(1)
γ(n− 1) . . . . . . . . . γ(0)


while i, jth -matrix = Cov(Xi, Xj) = γ(i− j). In this case, X1, ..., Xn ∼
WN(0, σ2) = Γ = σ2In. Then An×n is a positive definite if

0 < b′Ab = (b1, ..., bn) ·


a11 a12 . . . a1n
a21 a22 . . . a2n
a31
...

. . .

an1 . . . ann

 ·

b1
b2
...
bn


In this case, we have

0 < b′Ab = V ar(b′

X1

X2

...Xn

)

= b′(Cov(X)b
= b′Γb

�

1.5 Estimation and Elimination of Trend and Sea-
sonal Components
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The first step is to plot the data. If there are any apparent discontinuities
in the series, it may be advisable to analyze the series by first breaking
it into homogeneous segments. If there are outlying observations, they
should be studied carefully. inspection of a graph may also suggest the
possibility of representing the data as a realization of the process (the
classical decomposition model)

Xt = mt + st + Yt,

where mt is a slowly changing function known as a trend component, st
is a function with known period d referrred to as a seasonal component,
and Yt is a random noise component that is stationary in the sense of
Definition 1.3. If the seasonal and noise fluctuations appear to increase
with the level of the process, then a preliminary transformation of the
data is often used.

Our aim is to estimate and extract the deterministic components mt

and st in the hope that the residual or noise component Yt will turn out
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to be a stationary time series. We can use the theory of such processes
to find a satisfactory probabilistic model for the process Yt, to analyze its
properties, and to use it in conjunction with mt and st for purposes of
prediction and simulation of {Xt}.

Another approach, developed by Box and Jenkins (1976) [6], is to apply
differencing operators repeatedly to the series {Xt} until the differenced
observations resemble a realization of some stationary time series {Wt}.
We can then use the theory of stationary processes for the modeling,
analysis, and prediction of {Wt} and hence of the original process.

1.5.1 A General Approach to Time Series Modeling
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Definition 1.28. Nonseasonal Model with Trend:

Xt = mt + Yt, t = 1, ..., n,

where E(Yt) = 0.

(If E(Yt) 6= 0, then we can replace mt and yt in above equation with
mt + E(Yt) and Yt − E(Yt), respectively.)

Method 1: Trend Estimation
Moving average and spectral smoothing are essentially nonparametric

methods for trend (or signal) estimation and not for model building. Spe-
cial smoothing fitlers can also be designed to remove periodic components
as described under Method S1 below. The choice of smoothing fitler re-
quires a certain amoount of subjective judgment, and it is recommended
that a variety of filters be tried in order to get a good idea of the underly-
ing trend. Exponential smoothing, since it is based on a moving average
of past values only, is often used for forecasting, the smoothed value at
the present time being used as the forecast of the next value.

To construct a model for the data (with no seasonality) there are two
general approaches. One is to fit a polynomial trend (by least squares),
then to subtract the fitted trend from the data and to find an appropriate
stationary time series model for the residuals. The other is to eliminate
the trend by differencing as described in Method 2 and then to find an
appropriate stationary model for the differenced series. The latter method
has the advantage that it usually requires the estimation of fewer param-
eters and does not rest on the assumption of a trend that remains fixed
throughout the observation period.

(a) Smoothing with a finite moving average filter. Let q be a nonneg-
ative integer and consider the two-sided moving average

Wt = (2q + 1)−1
q∑

j=−q

Xt−j

of the process {Xt} defined by Nonseasonal Model. Then for q + 1 ≤ t ≤
n− q,

Wt = (2q + 1)−1
q∑

j=−q

Xt−j + (2q + 1)−1
q∑

j=−q

Yt−j ≈ mt,
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assuming that mt is approximately linear over the interval [t − q, t + q]
and that the average of the error terms over this interval is close to zero.

The moving average thus provides us with the estimates

m̂t = (2q + 1)−1
q∑

j=−q

, q + 1 ≤ t ≤ n− q.

Since Xt is not observed for t ≤ 0 or t > n, we cannot use the above
equation for t ≤ q or t > n− q.

It is useful to think of {m̂t} in the above equation as a process ob-
tained from {Xt} by application of a linear operator or linear fitler m̂t =
∞∑

j=−∞
ajXt−j with weights aj = (2q + 1)−1, −q ≤ j ≤ q. This particular

fitler is a low-pass filter in the sense that it takes the data {Xt} and
removes from it the rapidly fluctuating (or high frequency) component
{Ŷt} to leave the slowly varying estimated trend term {m̂t}.

The particular filter is only one of many that could be used for smooth-

ing. For large q, provided that (2q + 1)−1
q∑

j=−q
Yt−j ≈ 0, it not only will

attenuate noise but at the same time will allow linear trend functions
mt = c0 + c1t to pass without distortion. However, we must beware of
choosing q to be too large, since if mt is not linear, the filtered process,
although smooth, will not be a good estimate of mt. Be clever choise
of the weights {aj} it is possible to design a fitler that will not only be
effective in attenuating noise in the data, but that will also allow a larger
class of trend functions to pass through without distortion. The Spencer
15-point moving average is a filter that passes polynomials of degree 3
without distortion. Its weights are

aj = 0, |j| > 7,

with
aj = a−j , |j| ≤ 7,

and

[a0, a1, ..., a7] =
1

320
[74, 67, 46, 21, 3,−5,−6,−3].

Applied to the process with mt = c0 + c1t+ c2t
2 + c3t

3, it gives

7∑
j=−7

ajXt−j =
7∑

j=−7

ajmt−j +
7∑

j=−7

ajYt−j ≈
7∑

j=−7

ajmt−j = mt,

where the last step depends on the assumed form of mt.
(b) Exponential smoothing. For any fixed α ∈ [0, 1], the one-sided

moving averages m̂t, t = 1, ..., n, defined by the recursions

m̂t = αXt + (1− α)m̂t−1, t = 2, ..., n

and
m̂1 = X1

can be computed by specifying the value of α.
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(c) Smoothing by elimination of high-frequency components. We are
allowed to smooth an arbitrary series by elimination of the high-frequency
components of its Fourier series expansion.

(d) Polynomial fitting. We showed how a trend of the form mt =
a0 + a1t+ a2t

2 can be fitted to the data {x1, ..., xn} by choosing the pa-

rameters a0, a1, and a2 to minmize the sum of squares,
n∑
t=1

(xt−mt)
2. The

method of least squares estimation can also be used to estimate higher-
order polynomial trends in the same way.

Method 2: Trend Elimination by Differencing
Instead of attempting to remove the noise by smoothing as in Method

1, we now attempt to eliminate the trend term by differencing. We define
the lag-1 difference operator O by

OXt = Xt −Xt−1 = (1−B)Xt,

where B is the backward shift operator,

BXt = Xt−1,

Powers of the operators B and O are defined in the obvious way, i.e.,
Bj(Xt) = Xt−j and Oj(Xt) = O(Oj−1(Xt)), j ≥ 1, with O0(Xt) = Xt.
Polynomials in B and O are manipulated in precisely the same way as
polynomial functions of real variables. For example,

O2Xt = O(O(Xt)) = (1−B)(1−B)Xt = (1− 2B +B2)Xt
= Xt − 2Xt−1 +Xt−2

If the operator O is applied to a linear trend functionmt = c0+c1t, then we
obtain the constant function Omt = mt−mt−1 = c0+c1t−(c0+c1(t−1)) =
c1. In the same way any polynomial trend of degree k can be reduced to a
constant by application of the operator Ok. For example, if Xt = mt+Yt,

where mt =
k∑
j=0

cjt
j and Yt is stationary with mean zero, application of

Ok gives
OkXt = k!ck + OkYt,

a stationary process with mean k!ck. These considerations suggest the
possibility, given any sequence {xt} of data, of applying the operator O
repeatedly until we find a sequence {Okxt} that can plausibly be modeled
as a realization of a stationary process. It is often found in practice that
the order k of differencing required is quite small, frequently one or two.
(This relies on the fact many functions can be well approximated, on an
interval of finite length, by a polynomial of reasonably low degree.)

1.5.2 Estimation and Elimination of Both Trend and Sea-
sonality
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Definition 1.29. Classical Decomposition Model

Xt = mt + st + Yt, t = 1, ..., n,

where E(Yt) = 0, st+d = st, and
d∑
j=1

sj = 0.

Method S1: Estimation of Trend and seasonal Components
Suppose we have {x1, ..., xn}. The trend is first estimated by applying

a moving average fitler specially chosen to eliminate the seasonal compo-
nent and to dampen the noise. If the period d is even, say d = 2q, then
we use

m̂t = (0.5xt−q + xt−q+1 + · · ·+ xt+q−1 + 0.5Xt+q)/d, q < t ≤ n− q.

If the period is odd, say d = 2q+1, then we use the simple moving average.
The second step is to estimate the seasonal component. For each k =

1, ..., d, we compute the average wk of the deviations {(xk+jd−m̂k+jd), q <
k+ jd ≤ n− q}. Since these average deviations do not necessarily sum to
zero, we estimate the seasonal component sk as

ŝk = wk −
1

d

d∑
i=1

wi, k = 1, ..., d,

and ŝk = ŝk−d, k > d.
The deseasonalized data is then defined to be the original series with

the estimated seasonal component removed, i.e.,

dt = xt − ŝt, t = 1, ..., n.

Finally we reestimate the trend from the deseasonalized data {dt} us-
ing one of the methods already described. We can fit a least squares
polynomial trend m̂ to the deseasonalized series. in terms of this reesti-
mated trend and the estimated seasonal component, the estimated noise
series is then given by

Y 2
t = xt − m̂t − ŝt, t = 1, ..., n.

Method S2: Elimination of Trend and Seasonal Components by Dif-
ferencing par The technique of differencing that we applied earlier to
nonseasonal data can be adapted to deal with seasonality of period d by
intorducing the lag-d differencing operator Od defined by

OdXt = Xt −Xt−d = (1−Bd)Xt.

(This operator should not be confused with the operator Od = (1 − B)d

defined earlier.)
Applying the operator Od to the model

Xt = mt + st + Yt,

where {st} has period d, we obtain

OdXt = mt −mt−d + Yt − Yt−d,

which gives a decomposition of the difference OdXt into a trend component
(mt −mt−d) and a noise term (Yt − Yt−d). The trend, mt −mt−d, can
then be eliminated using the methods already described, inparticular by
applying a power of the operator O.
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1.6 Testing the Estimated Noise Sequence
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The next step is to model the estimated noise sequence (i.e., the residuals
obtained either by differencing the data or by estimating and subtracting
the trend and seasonal components). In this section we examine some
simple tests for checking the hypothesis that the residuals from Section
1.5 are observed values of independent and identically distributed random
variables.

(a) The sample autocorrelation function. For large n, the sample au-
tocorrelations of an iid sequence Y1, ..., Yn with finite variance are
approximately iid with distribution N(0,1/n). Hence, if y1, ..., yn is
a realization of such an iid sequence, about 95% of the sample auto-
correlations should fall between the bounds ±1.96/

√
n. If we com-

pute the sample autocorrelations up to lag 40 and find that more
than two or three values fall outside the bounds, or that one value
falls far outside the bounds, we therefore reject the iid hypothesis.
The bounds ±1.96/

√
n are automatically plotted when the sample

autocorrelation function is computed.

(b) The portmanteau test. Instead of checking to see whether sample
autocorrelation ρ̂(j) falls inside the bounds defined in (a) above, it
is also possible to consider the single statistic

Q = n

h∑
j=1

ρ̂2(j).

If Y1, ..., Yn is a finite-variance iid sequence, then by the same result
used in (a), Q is approximately distributed as the sum of squares of
the independent N(0,1) random variables,

√
nρ̂(j), j = 1, ..., h, i.e.,

as chi-squared with h degrees of freedom. A large value of Q suggests
that the sample autocorrelations of the data are too large for the
data to be a sample from an iid sequence. We therefore reject the
iid hypothesis at level α if Q > χ2

1−α(h), where χ2
1−α(h) is the 1−α

quantile of the chi-squared distribution with h degrees of freedom.
Some programs conducts a refinement of this test, formulated by
Ljung and Box (1978), in which Q is replaced by

QLB = n(n+ 2)

h∑
j=1

ρ̂(j)/(n− j),

whose distribution is better approximated by the chi-squared distri-
bution with h degrees of freedom.

Another portmanteau test, formulated by Mcleod and Li (83) [24],
can be used as a further test for the iid hypothesis, since if the data
are iid, then the squared data are also iid. It is based on the same
statistic used for Ljung-Box test, except that the sample autocor-
relations of the data are replaced by the sample autocorrelations of
the squared data, ρ̂WW (k)/(n− k).

QML = n(n+ 2)

h∑
k=1

ρ̂WW (k)/(n− k).
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The hypothesis of iid data is then rejected at level α if the observed
value of QML is larger than the 1 − α quantile of the χ2(h) distri-
bution.

(c) The turning point test. If y1, ..., yn is a sequence of observations, we
say that there is a turning point at time i, 1 < i < n, if yi−1 < yi and
yi > yi+1 of if yi−1 > yi and yi < yi+1. If T is the number of turning
points of an iid sequence of length n, then, since the probability of
a turning point at time i is 2

3
, the expected value of T is

µT = E(T ) =
2

3
(n− 2).

It can also be shown for an iid sequence that the variance of T is

σ2
T = V ar(T ) = (16n− 29)/90.

A large value of T − µT indicates that the series is fluctuating more
rapidly than expected for an iid sequence. On the other hand, a value
of T − µT much smaller than zero indicates a positive correlation
between neighboring observations. For an iid sequence with n large,
it can be shown that

T ≈ N(µT , σ
2
T ).

This means we can carry out a test of the iid hypothesis, rejecting
it at level α if |T − µt|/σT > Φ1−α/2, where Φ1−α/2 quantile of the
standard normal distribution. (A commonly used value of α is 0.05,
for which the corresponding value of Φ1−α/2 is 1.96.)

(d) The difference-sign test. For this test we count the number S of
values of i such that yi > yi−1, i = 2, ..., n, or equivalently the
number of times the differenced series yi − yi−1 is positive. For an
iid sequence it is clear that

µS = E(S) =
1

2
(n− 1).

It can also be shown, under the same assumption, that

σ2
S = V ar(S) = (n+ 1)/12,

and that for large n,
S ≈ N(µS , σ

2
S).

A large positive (or negative) value of S−µS indicates the presence
of an increasing (or decreasing) trend in the data. we therefore reject
the assumption of no trend in the data if |S − µS |/σS > Φ1−α/2.

(e) The rank test. The rank test is particularly useful for detecting a
linear trend in the data. Define P to be the number of pairs (i, j)
such that yj > yi and j > i, i = 1, ..., n − 1. There is a total of(
n
2

)
= 1

2
n(n − 1) pairs (i, j) such that j > i. For an iid sequence

{Yt, ..., Yn}, each event {Yj > Yi} has probability 1
2
, and the mean

of P is therefore

µP =
1

4
n(n− 1).
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It can also be shown for an iid sequence that the variance of P is

σ2
P = n(n− 1)(2n+ 5)/72

and that for large n,
P ≈ N(µP , σ

2
P )

see Kendall and Stuart, 1976). A large positive (negative) value of
P −µP indicates the presence of an icnreasing (decreasing) trend in
the data. The assumption that {yj} is a sample from an iid sequence
is therefore rejected at level α = 0.05 if |P − µP |/σP > Φ1−α/2 =
1.96.

(f) Fitting an autoregressive model. A further test that can be carried
out is to fit an autoregressive model to the data using the Yule-
Walker algorithm (discussed in Section 5.1.1) and choosing the order
which minimizes the AICC statistic (see Section 5.5). A selected
order equal to zero suggests that the data is white noise.

(g) Checking for normality. If the noise process if Gaussian, i.e., if all of
its joint distributions are normal, then stronger conclusions can be
drawn when a model is fitted to the data.

Let Y(1) < Y(2) < · · · < Y(n) be the order statistics of a random
sample Y1, ..., Yn from the distribution N(µ, σ2). If X(1) < X(2) <
· · · < X(n) are the order statistics from a N(0,1) sample of size n,
then

E(Y(j)) = µ+ σmj ,

where mj = E(X(j)), j = 1, ..., n.

The graph of the points (m1, Y(1)), ..., (mn, Y(n)) is called a Gaussian
qq plot. If the normal assumption is correct, the Gaussian qq plot
should be approximately linear. Consequently, the squared correla-
tion of the points (mi, Y(i)), i = 1, ..., n, should be near 1. The as-
sumption of normality is therefore rejected if the squared correlation
R2 is sufficiently small. If we approximate mi by Φ−1((i− 0.5)/n),
then R2 reduces to

R2 =

(
n∑
i=1

(Y(i) − Ȳ )Φ−1( i−0.5
n

))2

n∑
i=1

(Y(i) − Ȳ )2
n∑
i=1

(Φ−1( i−0.5
n

))2
,

where Ȳ = n−1(Y1+ · · ·+Yn). Percentage points for the distribution
of R2, assuming normality of the sample values, are given by Shapiro
and Francia (1972) [33] for sample sizes n < 100. For n = 200,
P (R2 < 0.987) = 0.05 and P (R2 < 0.989) = 0.10.

2 Stationary Processes

Go back to Table of Contents. Please click TOC A key role in time series

analysis is played by processes whose properties, or some of them, do not
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vary with time. If we wish to make predictions, then clearly we must
assume that something does not vary with time.

2.1 Basic Properties
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We introduced the concept of stationarity and defined the autocovariance
function (ACVF) of a stationary time series {Xt} as

γ(h) = Cov(Xt+h, Xt), h = 0,±1,±2, ...

The autocorrelation function (ACF) of {Xt} was defined similarly as the
function ρ(·) whose value at lag h is

ρ(h) =
γ(h)

γ(0)
.

The ACVF and ACF provide a useful measure of the degree of dependence
among the values of a time series at different times and for this resason
play an important role when we consider the prediction of future values
of the series in terms of the past and present values.

Suppose that {Xt} is a stationary Gaussian time series and that we
have observed Xn. We would like to find the function of Xn that gives us
the best predictor of Xn+h, the value of the series after another h time
units have elapsed. We must first define “best”. A natural and compu-
tationally convenient definition is to specify our required predictor to be
the function of Xn with minimum mean squared error. The conditional
distribution of Xn+h given that Xn = xn is

N(µ+ ρ(h)(xn − µ), σ2(1− ρ(h)2)),

where µ and σ2 are the mean and variance of {Xt}. The value of the
constant c that minimizes E(Xn+h − c)2 is c = E(Xn+h) and that the
function m of Xn that minimizes E(Xn+h −m(Xn))2 is the conditional
mean

m(Xn) = E(Xn+h|Xn) = µ+ ρ(h)(Xn − µ).

The corresponding mean squared error is

E(Xn+h −m(Xn))2 = σ2(1− ρ(h)2).

This calculation shows that at least for stationary Gaussian time series,
prediction of Xn+h in terms of Xn is more accurate as |ρ(h)| becomes
closer to 1, and in the limit as ρ → ±1 the best predictor approaches
µ± (Xn − µ) and the corresponding mean squared error approaches 0.

In the preceding calculation the assumption of joint normality of Xn+h
and Xn played a crucial role. For time series with nonnormal joint dis-
tributions the corresponding calculations are in general much more com-
plicated. However, if instead of looking for the best function of Xn for
predicting Xn+h, we look for the best linear predictor, i.e., the best
predictor of the form `(Xn) = aXn + b, then our problem becomes that
of finding a and b to minimize E(Xn+h − aXn − b)2. An elementary
calculation shows that the best predictor of this form is

l(Xn) = µ+ ρ(h)(Xn − µ)
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with corresponding mean squared error

E(Xn+h − `(Xn))2 = σ2(1− ρ(h)2).

Proposition 2.1. Basic Properties of γ(·):

γ(0) ≥ 0,

|γ(h)| ≤ γ(0) for all h,

and γ(·) is even, i.e.,

γ(h) = γ(−h) for all h.

Definition 2.2. A real-valued function κ defined on the integers is non-
negative definite if

n∑
i,j=1

akκ(i− j)aj ≥ 0

for all positive integers n and vectors a = (a1, ..., an)′ with real-valued
components ai.

Theorem 2.3. A real-valued function defined on the integers is the au-
tocovariance function of a stationary time series if and only if it is even
and nonnegative definite.

Proof : Let a be any n× 1 vector with real components a1, ..., an and
let Xn = (Xn, ..., X1)′. Then

V ar(a′Xn) = a′Γna =

n∑
i,j=1

aiγ(i− j)aj ≥ 0,

where Γn is the covariance matrix of the ranom vector Xn. The last
inequality, however, is precisely the statement that γ(·) is nonnegative
definite. The converse result, that there exists a stationary time series
with autocovariance function κ if κ is even, real-valued, and nonnegative
definite, is more difficult to establish. A slightly stronger statement can be
made, namely, that under the specified conditions there exists a stationary
Gaussian time series {Xt} with mean 0 and autocovariance function κ(·).

Q.E.D.

Remark 2.4. An autocorrelation function ρ(·) has all the properties of an
autocovariance function and satisfies the additional condition ρ(0) = 1.
In particular, we can say that ρ(·) is the autocorrelation function of a
stationary process if and only if ρ(·) is an ACVF with ρ(0) = 1.

�

Remark 2.5. To verify that a given function is nonnegative definite it
is often simpler to find a stationary process that has the given function
as its ACVF than to verify the conditions dirrectly. For example, the
function κ(h) = cos(ωh) is nonnegative definite, since it is the ACVF of
the stationary process

Xt = A cos(ωt) +B sin(ωt),

where A and B are uncorrelated random variables, both with mean 0 and
variance 1.
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Definition 2.6. {Xt} is a strictly stationary time series if

(X1, ..., Xn)′
d
= (X1+h, ..., Xn+h)′

for all integers h and n ≥ 1. (Here
d
= is used to indicate that the two

random vectors have the same joint distribution function.)

Proposition 2.7. Properties of a Strictly Stationary Time Sereis
{Xt}:

(a) The random variables Xt are identically distributed.

(b) (Xt, Xt+h)′
d
= (X1, X1+h)′ for all integers t and h.

(c) {Xt} is weakly stationary if E(X2
t ) <∞ for all t.

(d) Weak stationarity does not imply strict stationarity.

(e) An iid sequence is strictly stationary.

Proof : Properties (a) and (b) follow at once from Definition 2.6.
If E(X2

t ) < ∞, then by (a) and (b) E(Xt) is independent of t and
Cov(Xt, Xt+h) = Cov(X1, X1+h), which is also independent of t, prov-
ing (c). For (d), it is in problem 1.8 of textbook [9]. If {Xt} is an iid se-
quence of random variables with common distribution function F , then the
joint distribution function of (X1+h, ..., Xn+h)′ evaluated at (x1, ..., xn)′

is F (x1)...F (xn), which is independent of h.

Q.E.D.

One of the simplest ways to constrct a time series {Xt} that is strictly
stationary (and hence stationary if E(X2

t ) < ∞) is to “filter” an iid se-
quence of random variables. Let {Zt} be an iid sequence, which by (e) is
strictly stationary, and define

Xt = g(Zt, Zt−1, ..., Zt−q)

for some real-valued function g(·, ..., ·). Then {Xt} is strictly stationary,

since (Zt+h, ..., Zt+h−q)
′ d= (Zt, ..., Zt−q)

′ for all integers h. It follows also
from the defining equation above that {Xt} is q-dependent, i.e., that
Xs and Xt are independent whenver |t − s| > q. (An iid sequence if 0-
dependent.) In the same way, abopting a second-order viewpoint, we say
that a stationary time series is q-correlated if γ(h) = 0 whever |h| > q.
A white noise sequence is then 0-correlated, while the MA(1) process is
1-correlated. The moving-average process of order q defined below is q-
correlated, and perhaps surprisingly, the converse is also true.

Proposition 2.8. The MA(q) Process:
{Xt} is a moving-average process of order q if

Xt = Zt + θ1Zt−1 + · · ·+ θqZt−q,

where {Zt} ∼WN(0, σ2) and θ1, ..., θq are constants.

Proposition 2.9. If {Xt} is a stationary q-correlated time series with
mean 0, then it can be represented as the MA(q) process in Proposition
2.8.

31



2.2 Linear Processes
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Definition 2.10. The time series {Xt} is a linear process if it has the
representation

Xt =

∞∑
j=−∞

ψjZt−j ,

for all t, where {Zt} ∼ WN(0, σ2) and {ψj} is a sequence of constants

with
∞∑

j=−∞
|ψj | <∞.

In terms of the backward shfit operator B, the above equation can be
written more compactly as

Xt = ψ(B)Zt,

where ψ(B) =
∞∑

j=−∞
ψjB

j . A linear process is called a moving average

or MA(∞) if ψj = 0 for all j < 0, i.e., if

Xt =

∞∑
j=0

ψjZt−j .

Remark 2.11. The condition
∞∑

j=−∞
|Ψj | <∞ ensures that the infinite sum

in the definition converges (with probability one), since E(|Zt|) ≤ σ and

E(|Xt|) ≤
∞∑

j=−∞

(|ψj |E(|Zt−j |)) ≤
( ∞∑
j=−∞

|ψj |
)
σ <∞.

It also ensures that
∞∑

j=−∞
ψ2
j < ∞ and hence that the series in definition

converges in mean square, i.e., that Xt is the mean square limit of the

partial sums
n∑

j=−n
ψjZt−j . The condition

n∑
j=−n

|ψj | <∞ also ensures con-

vergence in both senses of the more general series in definition considered
in Proposition below.

�

Proposition 2.12. Let {Yt} be a stationary time series with mean 0 and

covariance function γY . If
∞∑

j=−∞
|ψj | <∞, then the time series

Xt =

∞∑
j=−∞

ψjYt−j = ψ(B)Yt

is stationary with mean 0 and autocovariance function

γX(h) =

∞∑
j=−∞

∞∑
k=−∞

ψjψkγY (h+ k − j).
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In the special case where {Xt} is a linear process,

γX(h) =

∞∑
j=−∞

ψjψj+hσ
2.

Proof : With σ replaced by
√
γY (0), it shows that the series in the

first equation in the Proposition 2.12 is convergent. Since E(Yt) = 0, we
have

E(Xt) = E
( ∞∑
j=−∞

ψjYt−j

)
=

∞∑
j=−∞

ψjE(Yt−j) = 0

and

E(Xt+hXt) = E
[(

∞∑
j=−∞

ψjYt+h−j

)(
∞∑

k=−∞
ψkYt−k

)]

=
∞∑

j=−∞

∞∑
k=−∞

ψjψkE(Yt+h−jYt−k)

=
∞∑

j=−∞

∞∑
k=−∞

ψjψkγY (h− j + k),

which shows that {Xt} is stationary with covariance function γX(h). (The
interchange of summation and expectation operations in the above calcu-
lations can be justified by the absolute summability of ψj .) Finally, if {Yt}
is the white noise sequence {Zt} in Definition 2.10, then γY (h−j+k) = σ2

if k = j−h and 0 otherwise, from which the final equation in Proposition
2.12 follows.

Q.E.D.

Remark 2.13. The absolute convergence of Xt in Proposition 2.12 im-

plies that filters of the form α(B) =
∞∑

j=−∞
αjB

j and β(B) =
∞∑

j=−∞
βjB

j

with absolutely summable coefficients can be applied successfively to a
stationary series {Yt} to generate a new stationary series

Wt =

∞∑
j=−∞

ψjYt−j ,

where

ψj =

∞∑
k=−∞

αkβj−k =

∞∑
k=−∞

βkαj−k.

These relations can be expressed in the equivalent form

Wt = ψ(B)Yt,

where
ψ(B) = α(B)β(B) = β(B)α(B),

and the products are defined by ψj or equivalently by multiplying the

series
∞∑

j=−∞
αjB

j and
∞∑

j=−∞
βjB

j term by term and collecting powers of

B. It is clear from the equations above the order of application of the
filters α(B) and β(B) is immaterial.

�
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2.3 Introduction to ARMA Processes
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Definition 2.14. The time series {Xt} is an ARMA(1,1) process if it
is stationary and satisfies (for every t)

Xt − φXt−1 = Zt + θZt−1,

where {Zt} ∼WN(0, σ2) and φ+ θ 6= 0.

Using the backward shift operator B, the above equation can be writ-
ten more concisely as

φ(B)Xt = θ(B)Zt,

where φ(B) and θ(B) are the linear filters

φ(B) = 1− φB and θ(B) = 1 + θB,

respectively.
We investigate the range of values of φ and θ for which a stationary

solution of definition exists. If |φ| < 1, let χ(z) denote the power series

expansion of 1/φ9z), i.e.,
∞∑
j=0

φjzj , which has absolutely summable co-

efficients. Then from ψ(B) = α(B)β(B) = β(B)α(B) we conclude that
χ(B)φ(B) = 1. Applying χ(B) to each side of φ(B)Xt = θ(B)Zt therefore
gives

Xt = χ(B)θ(B)Zt = ψ(B)Zt,

where

ψ(B) =

∞∑
j=0

ψjB
j = (1 + φB + φ2B2 + . . . )(1 + θB).

By multiplying out the right-hand side or using ψj =
∞∑

k=−∞
αkβj−k =

∞∑
k=−∞

βkαj−k, we find that

ψ0 = 1 and ψj = (φ+ θ)φj−1 for j ≥ 1.

We conclude that the MA(∞) proceess

Xt = Zt + (φ+ θ)

∞∑
j=1

φj−1Zt−j

is the unique stationary solution of the definition.
Now suppose that ‖phi| > 1. We first represent 1/φ9z) as a series of

powers of z with absolutely summable coefficients by expanding in powers
of z−1, giving

1

φ(z)
= −

∞∑
j=1

φ−jz−j .
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Then we can apply the same argument as in the case where |φ| < 1 to
obtain the unique stationary solution of the definition. We let χ(B) =

−
∞∑
j=1

φ−jB−j and apply χ(B) to each side of φ(B)Xt = θ(B)Zt to obtain

Xt = χ(B)θ(B)Zt = −θφ−1Zt − (θ + φ)

∞∑
j=1

φ−j−1Zt+j .

If φ = ±1, there is no stationary solution of definition. Consequently,
there is no such thing as an ARMA(1,1) process with φ = ±1 according
to definition.

We can now summarize our finds about the existence and nature of
the stationary solutions of the ARMA(1,1) recursions as follows.

• A stationary solution of the ARMA(1,1) equations exists if and only
if φ 6= ±1.

• If |φ| < 1, then the unique stationary solution is given by Xt =

Zt + (φ+ θ)
∞∑
j=1

φj−1Zt−j . In this case we say that {Xt} is causal or

a causal function of {Zt}, since Xt can be expressed in terms of the
current and past values Zs, s ≤ t.

• If |φ| > 1, then the unique stationary solution is given by Xt. The
solution is noncausal, since Xt is then a function of Zs, s ≥ t.

Just as causality means that Xt is expressible in terms of Zs, s ≥ t,
the dual concept of invertibility means that Zt is expressible in terms
of Xs, s ≤ t. We show now that the ARMA(1,1) process defined by
definition is invertible if |θ| < 1. To demonstrate this, let ξ(z) denote the

power series expansion of 1/θ(z), i.e.,
∞∑
j=0

(−θ)jzj , which has absolutely

summable coeffients. From ψ(B) it therefore follows that ξ(B)θ(B) = 1,
and applying ξ(B) to each side of φ(B)Xt gives

Zt = ξ(B)φ(B)Xt = π(B)Xt,

where

π(B) =

∞∑
j=0

πjB
j = (1− θB + (−θ)2B2 + . . . )(1− φB).

By multiplying out the right-hand side or using ψj , we find that

Zt = Xt − (φ+ θ)

∞∑
j=1

(−θ)j−1Xt−j .

Thus the ARMA(1,1) process is invertible, since Zt can be expressed
in terms of the present and past values of the process Xs, s ≤ t. An
argument like the one used to show noncausality when |φ| > 1 shows that
eh ARMA(1,1) process is noninvertible when |θ| > 1, since then

Zt = −φθ−1Xt + (θ + φ)

∞∑
j=1

(−θ)−j−1Xt+j .

We summarize these results as follows:
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• If |θ| < 1, then the ARMA(1,1) process is invertible, and Zt is
expressed in terms Xs, s ≤ t, by Zt.

• If |θ| > 1, then the ARMA(1,1) process is noninvertible, and Zt is
expressed in terms of Xs, s ≥ t.

2.4 Properties of the Sample Mean and Autocor-
relation Function
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A stationary process {Xt} is characterized, at least from a second-order
point of view, by its mean µ and its autocovariance function γ(·). The
estimation of µ, γ(·), and the autocorrelation function ρ(·) = γ(·)/γ(0)
from observations X1, ..., Xn therefore plays a crucial role in problems of
inference and in particular in the problem of constructing an appropriate
model for the data. In this examine some of the properties of the sample
estimates x̄ and ρ̂(·) of µ and ρ(·), respectively.

2.4.1 Estimation of µ
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The moment estimator of the mean µ of a stationary process is the sample
mean

x̄ = n−1(X1 +X2 + · · ·+Xn).

It is an unbiased estimator of µ, since

E
(
x̄n) = n−1(E(X1) + · · ·+ E(Xn)

)
= µ.

The mean squared error of X̄n is

E(X̄n − µ)2 = V ar(X̄n)

= n−2
n∑
i=1

n∑
j=1

Cov(Xi, Xj)

= n−2
n∑

i−j=−n
(n− |i− j|)γ(i− j)

= n−1
n∑

h=−n

(
1− |h|

n

)
γ(h).

Now if γ(h) → 0 as h → ∞, the right-hand side of the result above con-

verges to zero, so that X̄n converges in mean square to µ. If
∞∑

h=−∞
|γ(h)| <

∞, then the result gives lim
n→∞

nV ar(X̄n) =
∑
|h|<∞

γ(h).

Proposition 2.15. If {Xt} is a stationary time series with mean µ and
autocovariance function γ(·), then as n→∞,

V ar(X̄n) = E(X̄n − µ)→ 0 if γ(n)→ 0,

nE(X̄n − µ)2 →
∑
|h|<∞

γ(h) if
∞∑

h=−∞

|γ(h)| <∞.
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To make inferences about µ using the sample mean X̄n, it is necessary
to know the distribution or an approximation to the distribution of X̄n.
If the time series is Gaussian, then

n1/2(X̄n − µ) ∼ N

(
0,
∑
|h|<n

(
1− |h|

n

)
γ(h)

)
.

It is easy to construct exact confidence bounds for µ using this result if
γ(·) is known, and approximate confidence bounds if it is necessary to
estimate γ(·) from the observations.

2.4.2 Estimation of γ(·) and ρ(·)
Go back to Table of Contents. Please click TOC

Recall that the sample autocovariance and autocorrelation functions are
defined by

γ̂(h) = n−1

n−|h|∑
t=1

(Xt+|h| − X̄n)(Xt − X̄n)

and

ρ̂(h) =
γ̂(h)

γ̂(0)
.

Both the estimators γ̂(h) and ρ̂(h) are biased even if the factor n−1 is
replaced by (n − h)−1. Nevertheless, under general assumptions they
are nearly unbiased for large sample sizes. The sample ACVF has the
desirable property that for each k ≥ 1 the k-dimensional sample covariance
matrix

Γ̂k =


γ̂(0) γ̂(1) . . . γ̂(k − 1)
γ̂(1) γ̂(0) . . . γ̂(k − 2)

...
... . . .

...
γ̂(k − 1) γ̂(k − 2) . . . γ̂(0)


is nonnegative definite. To see this, first note that if Γ̂m is nonnegative
definite, then Γ̂k is nonnegative definite for all k < m. So assume k ≥ n
and write

Γ̂k = n−1TT ′,

where T is the k × 2k matrix

T =


0 . . . 0 0 Y1 Y2 . . . Yk
0 . . . 0 Y1 Y2 . . . Yk 0
...

...
0 Y1 Y2 . . . Yk 0 . . . 0


Yi = Xi − X̄n, i = 1, ..., n, and Yi = 0 for i = n + 1, ..., k. Then for any
real k × 1 vector a we have

a′γ̂ka = n−1(a′T )(T ′a) ≥ 0,

and consequently the sample autocovariance matrix γ̂k and sample auto-
correlation matrix

R̂k = Γ̂k/γ(0)
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are nonnegative definite. Sometimes the factor n−1 is replaced by (n −
h)−1 in the definition of γ̂(h), but the resulting covariance and correlation
matrices Γ̂n and R̂n may not then by nonnegative definite.

Without further information beyond the observed data X1, ..., Xn, it is
impossible to give reasonable estimates of γ(h) and ρ(h) for h ≥ n. Even
for h slightly smaller than n, the estimates γ̂(h) and ρ̂(h) are unreliable,
since there are so few pairs (Xt+h, Xt) available (only one if h = n− 1).

The sample ACF plays an important role in the selection of suitable
models for the data. We have seen examples how the sample ACF can
be used to test for iid noise. For systematic inference concerning ρ(h),
we need the sampling distribution of the estimator ρ̂(h). Although the
distribution of ρ̂(h) is intractable for samples from even the simplest time
series models, it can usually be well approximated by a normal distribution
for large sample sizes. For linear models and in particular for ARMA
models ρ̂k = (ρ̂(1), ..., ρ̂(k))′ is approximately distributed for large n as
N(ρk, n

−1W ), i.e.,
ρ̂ ≈ N(ρ, n−1W ),

where ρ = (ρ(1), ..., ρ(k))′, and W is the covariance matrix whose (i, j)
element is given by Bartlett’s formula

wij =
∞∑

k=−∞
{ρ(k + i)ρ(k + j) + ρ(k − i)ρ(k + j) + 2ρ(i)ρ(j)ρ2(k)

−2ρ(i)ρ(k)ρ(k + j)− 2ρ(j)ρ(k)ρ(k + i)}

Simple algebra shows that

wij =
∞∑
k=1

{ρ(k + i) + ρ(k − i)− 2ρ(i)ρ(k)}

×{ρ(k + j) + ρ(k − j)− 2ρ(j)ρ(k)},

which is a more convenient form of wij for computational purposes.

Example 2.16. If {Xt} ∼ IID(0, σ2), then ρ(h) = 0 for |h| > 0, so from
wij (Bartlett’s formula) we obtain

wij =

{
1 if i = j,
0 if otherwise.

For large n, therefore, ρ̂(1), ..., ρ̂(h) are approximately independent and
identically distributed normal random variables with mean 0 and variance
n−1. This result is the basis for the test that data are generated from iid
noise using the sample ACF.

�

Example 2.17. If {Xt} is the MA(1) process of Example 1.12 (page 13),
i.e., if

Xt = Zt + θZt−1, t = 0,±1, ...,

where {Zt} ∼WN(0, σ2), then from Bartlett’s formula,

wii =

{
1− 3ρ2(1) + 3ρ4(1), if i = 1,
1 + 2ρ2(1), if i > 1,
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is the approximate variance of n−1/2(ρ̂(i)− ρ(i)) for large n. In Figure 13
we have plotted the sample autocorrelation function ρ̂(k), k = 0, ..., 40,
for 200 observations from the MA(1) model

Xt = Zt − 0.8Zt−1,

where {Zt} is a sequence of iid N(0,1) random variables. Here ρ(1) =
−0.8/1.64 = −0.4878 ρ(h) = 0 for h > 1. The lag-one sample ACF
is found to be ρ̂(1) = −0.4333 = −6.128n−1/2, which would cause us
(in the absence of our prior knowledge of {Xt}) to reject the hypothesis
that the data are a sample from an iid noise sequence. The fact that
|ρ̂(h)| ≤ 1.96n−1/2 for h = 2, ..., 40 strongly suggests that the data are
from a model in which observations are uncorrelated past lag 1. In figure
13, we have plotted the bounds ±1.96n−1/2(1 + 2ρ2(1))1/2, indicating the
compatibility of the data with othe model, Xt = Zt − 0.8Zt−1. Since,
however, ρ(1) is not normally known in advance, the autocorrelations
ρ̂(2), ..., ρ̂(40) would in practice have been compared with the more strin-
gent bounds ±1.96n−1/2 or with the bounds ±1.96n−1/2(1 + 2ρ̂(1))1/2

in order to check the hypothesiss that the data are generated by moving-
average process of order 1. Finally, it is worth noting that the lag-one cor-
relation -0.4878 is well inside the 95% confidence bounds for ρ(1) given by
ρ̂(1)±1.96n−1/2(1−3ρ̂2(1)+4ρ̂4(1))1/2 = −0.4333±0.1053. This further
supports the compatibility of the data with the model Xt = Zt−0.8Zt−1.

Figure 13: The sample autocorrelation function of n = 200 observations of the
MA(1) process, showing the bounds ±1.96n−1/2(1 + 2ρ̂2(1))1/2.

�

Example 2.18. For the AR(1) process,

Xt = φXt−1 + Zt,
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where {Zt} is iid noise and |φ| < 1, we have, from Bartlett’s formula with
ρ(h) = φ|h|,

wii =
i∑

k=1

φ2i(φ−k − φk)2 +
∞∑

k=i+1

φ2k(φ−i − φi)2

= (1− φ2i)(1 + φ2)(1− φ2)−1 − 2iφ2i,

i = 1, 2, .... In Figure 14 we have plotted the sample ACF of the Lake
Huron residuals y1, ..., y98 together with 95% confidence bounds for ρ(i),
i = 1, ..., 40, assuming that data are generated from the AR(1) model

Yt = 0.791Yt−1 + Zt

The confidence bounds are computed from ρ̂±1.96n−1/2w
1/2
ii , where wii is

given with φ = −.791. The model ACF, ρ(i) = (0.791)i, is also plotted in
figure below. Notice that the model ACF lies just outside the confidence
bounds at lags 2-6. This suggests some incompatibility of the data with
the model above. A much better fit to the residuals is provided by the
second-order autoregressing, Yt = φ1Yt−1 +φ2Yt−2 +Zt (see text page 23
[9].

Figure 14: The sample autocorrelation function of the Lake Huron residuals

showing the bounds ρ̂(i)± 1.96n−1/2w
1/2
ii and the model ACF ρ(i) = (0.791)i.

�

2.5 Forecasting Stationary Time Series
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Now consider the problem of predicting the values Xn+h, h > 0, of a
stationary time series with known mean µ and autocovariance function
γ in terms of the values {Xn, ..., X1}, up to time n. Our goal is to
find the linear combination of 1, Xn, Xn−1, ..., X1, that forecasts Xn+h

40



with minimum mean squared error. The best linear predictor in terms of
1, Xn, ..., X1 will be denoted by PnXn+h and clearly has the form

PnXn+h = a0 + a1Xn + · · ·+ anX1.

It remains only to determine the coefficients a0, a1, ..., an, by finding the
values that minimize

S(a0, ..., an) = E(Xn+h − a0 − a1Xn − · · · − anX1)2.

Since S is a quadratic function a0, ..., an and is bounded below by zero,
it is clear that there is at least one value of (a0, ..., an) that minimizes S
and that the minimum (a0, ..., an) satisfies the equations

∂S(a0, ..., an)

∂aj
= 0, j = 0, ..., n.

Evaluation of the derivatives in equation above gives the equivalent equa-
tions

E
[
Xn+h − a0 −

n∑
i=1

aiXn+1−i

]
= 0,

E
[
(Xn+h − a0 −

n∑
i=1

aiXn+1−i)Xn+1−j

]
= 0, j = 1, ..., n.

These equations can be written more neatly in vector notation as

a0 = µ

(
1−

n∑
i=1

ai

)
and

Γnan = γn(h),

where
an = (a1, ..., an)′, Γn = [γ(i− j)]ni,j=1,

and
γn(h) = (γ(h), γ(h+ 1), ..., γ(h+ n− 1))′.

Hence,

PnXn+h = µ+

n∑
i=1

ai(Xn+1−i − µ),

where an satisfies Γnan. From PnXn+h the expected value of the predic-
tion error Xn+h − PnXn+h is zero, and the mean square prediction error
is therefore

E(Xn+h − PnXn+h)2 = γ(0)− 2
n∑
i=1

aiγ(h+ i− 1) +
n∑
i=1

n∑
j=1

aiγ(i− j)aj

= γ(0)− a′nγn(h),
= γ(0)− a′nΓnan

Remark 2.19. To show that equations E
[
Xn+h − a0 −

n∑
i=1

aiXn+1−i

]
= 0,

and E
[
(Xn+h − a0 −

n∑
i=1

aiXn+1−i)Xn+1−j

]
= 0, j = 1, ..., n. determine

41



PnXn+h uniquely, let {a(1)j , j = 0, ..., n} and {a(2)j , j = 0, ..., n} be two
solutions and let Z be the difference between the corresponding predictors,
i.e.,

Z = a
(1)
0 − a

(2)
0 +

n∑
j=1

(a
(1)
j − a

(2)
j )Xn+1−j .

Then

Z2 = Z

(
a
(1)
0 − a

(2)
0 +

n∑
j=1

(a
(1)
j − a

(2)
j )Xn+1−j

)
.

But from the two expected values above we have E(Z) = 0 and E(ZXn+1−j) =
0 for j = 1, ..., n. Consequently, E(Z2) = 0 and hence Z = 0.

�

Proposition 2.20. Properties of PnXn+h:

(1) PnXn+h = µ+
n∑
i=1

ai(Xn+1−i − µ), where an = (a1, ..., an)′ satisfies

Γnan.

(2) E(Xn+h−PnXn+h)2 = γ(0)−a′nγn(h), where γn(h) = (γ(h), ..., γ(h+
n− 1))′.

(3) E(Xn+h − PnXn+h) = 0.

(4) E[Xn+h − PnXn+h)Xj ] = 0, j = 1, ..., n.

Remark 2.21. Notice that properties 3 and 4 are exactly equivalent to

E
[
Xn+h−a0−

n∑
i=1

aiXn+1−i

]
= 0 and E

[
(Xn+h−a0−

n∑
i=1

aiXn+1−i)Xn+1−j

]
=

0, j = 1, ..., n. They can be written more succinctly in the form E[(Error)×
(Predictor V ariable)] = 0, which uniquely determine PnXn+h.

�

Example 2.22. Consider now the stationary time series defined by

Xt = φXt−1 + Zt, t = 0,±1, ...,

where |φ| < 1 and {Zt} ∼ WN(0, σ2). The best linear predictor of Xn+1

in terms of {1, Xn, ..., X1} is (for n ≥ 1)

PnXn+1 = a′nXn,

where Xn = (Xn, ..., X1)′ and
1 φ φ2 . . . φn−1

φ 1 φ . . . φn−2

...
...

...
...

...
φn−1 φn−2 φn−3 . . . 1



a1
a2
...
an

 =


φ
φ2

...
φn


A solution of the above equation is

an = (φ, 0, ..., 0)′,

and hence the best linear predictor of Xn+1 in terms of {X1, ..., Xn} is

PnXn+1 = a′nXn = φXn,
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with mean squared error

E(Xn+1 − PnXn+1)2 = γ(0)− anγn(1) =
σ2

1− φ2
− φγ(1) = σ2.

�

Prediction of Second-Order Random Variables
Suppose that Y and Wn, ...,W1 are any random variables with finite

second moments and that the means µ = E(Y ), µi = E(Wi) and co-
variances Cov(Y, Y ), Cov(Y,Wi), and Cov(Wi,Wj) are all known. It is
convenient to introduce the random vector W = (Wn, ...,W1)′, the corre-
sponding vector of means µW = (µn, ..., µ1)′, the vector of covariances

γ = Cov(Y,W) = (Cov(Y,Wn), Cov(Y,Wn−1), ..., Cov(Y,W1))′,

and the covariance matrix

Γ = Cov(W,W) = [Cov(Wn+1−i,Wn+1−j)]
n
i,j=1.

Then by the same arguments used in the calculation of PnXn+h, the best
linear predictor of Y in terms of {1,Wn, ..,Wn} is found to be

P (Y |W) = µY + a(W− µW ),

where a = (a1, ..., an)′ is any solution of

Γa = γ.

The mean squared error of the predictor is

E[(Y − P (Y |W))2] = V ar(Y )− a′γ.

Example 2.23. Consider again the stationary series by

Xt = φXt−1 + Zt, t = 0,±1, ...,

where |φ| < 1 and {Zt} ∼WN(0, σ2). Suppose that we observe the series
at times 1 and 3 and wish to use these observations to find the linear
combination of 1, X1, and X3 that estimates X2 wth minimum mean
squared error. The solution to this problem can be obtained directly from
P (Y |W) = µY + a(W − µW ), and Γa = γ. by setting Y = X2 and
W = (X1, X3)′. This gives the equations[

1 φ2

φ2 1

]
a =

[
φ
φ

]
,

with solution

a =
1

1 + φ2

[
φ
φ

]
.

The best estimator of X2 is thus

P (X2|W) =
φ

1 + φ2
(X1 +X3),

with mean squared error

E[(X2 − P (X2|W))2] =
σ2

1− φ2
− a′

[
φσ2

1−φ2

φσ2

1−φ2

]
=

σ2

1 + φ2
.
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Proposition 2.24. Properties of the Prediction Operator P (·|W):
Suppose that E(U2) < ∞, E(V 2) < ∞, Γ = cov(W,W), and β, α1, ...,
αn are constants.

(1) P (U |W) = E(U) + a′(W− E(W)), where Γa = cov(U,W).

(2) E[(U − P (U |W))W] = 0 and E[U − P (U |W)] = 0.

(3) E[(U − P (U |W))2] = var(U)− a′cov(U,W).

(4) P (α1U + α2V + β|W) = α1P (U |W) + α2P (V |W) + β.

(5) P (
n∑
i=1

αiWi + β|W) =
n∑
i=1

αiWi + β.

(6) P (U |W) = E(U) if cov(U,W) = 0.

(7) P (U |W) = P (P (U |W,V)|W) if V is a random vector such that the
components of E(VV′) are all finite.

2.5.1 The Durbin-Levinson Algorithm
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Algorithm 2.25. The Durbin-Levinson Algorithm:
The coefficients φn1, ..., φnn can be computed recursively from the equa-
tions

φnn =

[
γ(n)−

n−1∑
j=1

φn−1,jγ(n− j)
]
v−1
n−1,

 φn1
...

φn,n−1

 =

 φn−1,1

...
φn−1,n−1

− φnn
φn−1,n−1

...
φn−1,1


and

vn = vn−1[1− φ2
nn],

where φ11 = γ(1)/γ(0) and v0 = γ(0).

Proof: The definition of φ11 ensures that the equation

Rnφn = ρn

(where ρn = (ρ(1), ..., ρ(n))′) is satisfied for n = 1. The first step in

the proof is to show that φn, defined recursively by φnn and

 φn1
...

φn,n−1

,

satisfies Rnφn = ρn for n = k. Then, partitioning Rk+1 and defining

ρ
(r)
k := (ρ(k), ρ(k − 1), ..., ρ(1))′

and
φ
(r)
k := (φkk, φk,k−1, ..., φk1)′,
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we see that the recursions imply

Rk+1φk+1 =

[
Rk ρ

(r)
k

ρ
(r)′

k 1

] [
φk − φk+1,k+1φ

(r)
k

φk+1,k+1

]

=

[
ρk − φk+1,k+1ρ

(r)
k + φk+1,k+1ρ

(r)
k

ρ
(r)′

k φk − φk+1,k+1ρ
(r)′

k φ
(r)
k + φk+1,k+1

]

= ρk+1,

as required. Here we have used the fact that if Rkφk = ρk, then Rkφ
(r)
k =

ρ
(r)
k . This is easily checked by writing out the component equations in

reverse order. Since Rnφn is satisfied for n = 1, it follows by induction
that the coefficient vectors φn defined recursively by

φnn =

[
γ(n)−

n−1∑
j=1

φn−1,jγ(n− j)
]
v−1
n−1,

and  φn1
...

φn,n−1

 =

 φn−1,1

...
φn−1,n−1

− φnn
φn−1,n−1

...
φn−1,1


to satisfy Rnφn = ρn for all n.

It remains only to establish that the mean squared errors

v := E(Xn+ 1− φ′nXn)2

satisfy v0 = γ(0) and vn = vn−1[1 − φ2
nn]. The fact that v0 = γ(0) is an

immediate consequence of the definition P0X1 := E(X1) = 0. Since we
have shown that φ′nXn is the best linear predictor of Xn+1, we can writ,e

vn = γ(0)− φ′nγn = γ(0)− φ′n−1γn−1 + φnnφ
(r)′

n−1γn−1 − φnnγ(n).

Applying

E(Xn+h − PnXn+h)2 = γ(0)− 2
n∑
i=1

aiγ(h+ i− 1) +
n∑
i=1

n∑
j=1

aiγ(i− j)aj

= γ(0)− a′nγn(h),
= γ(0)− a′nΓnan

again gives us

vn = vn−1 + φnn

(
φ
(r)′

n−1γn−1 − γ(n)

)
,

and hence, by

φnn =

[
γ(n)−

n−1∑
j=1

φn−1,jγ(n− j)
]
v−1
n−1,

there is

vn = vn−1 − φ2
nn(γ(0)− φ′n−1γn−1) = vn−1(1− φ2

nn).
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Q.E.D.

Proof (Here is an alternative approach): Consider the Hilbert
space H = {X : E(X2) < ∞} with inner product < X,Y >= E(XY )
with norm ||X||2 =< X,X >. By the definition of X̂n+1, we can view
X̂n+1 is in the linear space of H spanned by {Xn, ..., X1}, denoted by

sp{Xn, ..., X1}
·
= {Y : Y = a1Xn + · · · + anX1 where a1, ..., an ∈ R}.

Since X1 − P(X1|Xn, ..., X2) is orthogonal to Xn, ..., X2; i.e.,

< X1 − P(X1|Xn, ..., X2), Xk. = 0, k = 2, ..., n.

We have

sp{Xn, ..., X2, X1} = sp{Xn, ..., X2, X1 − P(X1|Xn, ..., X2)}
= sp{Xn, ..., X2}+ sp{X1 − P(X1|Xn, ..., X2)}.

Thus

X̂n+1 = P(Xn+1|Xn, ..., X2) + a{X1 − P(X1|Xn, ..., X2)},

where

a =
< Xn+1, X1 − P(X1|Xn, ..., X2) >

||X1 − P(X1|Xn, ..., X2)||2
.

By stationary, we have

P(X1|Xn, ..., X2) =

n−1∑
j=1

φn−1,jXj+1

P(Xn+1|Xn, ..., X2) =

n−1∑
j=1

φn−1,jXn+1−j

Then from X̂n+1,
P
(X1|Xn, ..., X2), and P(Xn+1|Xn, ..., X2) we have

X̂n+1 = aX1 +

n−1∑
j=1

(φn−1,j − aφn−1,n−j)Xn+1−j ,

where from equation a and P(X1|Xn, ..., X2), there is

a =
(
< Xn+1, X1 > −

n−1∑
j=1

φn−1,j < Xn+1, Xj+1 >
)
v−1
n−1

=
{
γX(n)−

n−1∑
j=1

φn−1,jγX(n− j)
}
v−1
n−1.

When γX(h)→ 0 as h→∞ guarantees that the representation

X̂n+1 =

n∑
j=1

φnjXn+1−j

is unique. Therefore we deduce

φnn = a
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and
φnj = φn−1,j − aφn−1,n−j , j = 1, ..., n− 1.

Lastly,

vn = ||Xn+1 − X̂n+1||2
= ||Xn+1 − P(Xn+1|Xn, ..., X2)− a{X1 − P(X1|Xn, ..., X2)}||2
= ||Xn+1 − P(Xn+1|Xn, ..., X2)||2 + a2||X1 − P(X1|Xn, ..., X2)}||2
−2a < Xn+1 − P(Xn+1|Xn, ..., X2), X1 − P(X1|Xn, ..., X2) >

= vn−1 + a2 < Xn+1, X1 − P(X1|Xn, ..., X2) >

Thus, we conclude

vn = vn−1 + a2vn−1 − 2a2vn−1 = vn−1(1− a2).

Q.E.D.

Example 2.26. Consider the following:

φ0 = 0, φ00 = 0;

φ1 = φ11, φ11 = γ(1)
γ(0)

;

φ =

(
φn−1 − φnnφ̃n−1

φnn

)
, φnn =

γ(n)−φ′n−1γ̃n−1

γ(0)−φ′n−1γn−1
.

THis algorithm computes φ1, φ2, φ3, ..., where

X1
2 = X1φ1, X

2
3 = (X2, X1)φ2, X

3
4 = (X3, X2, X1)φ3, ...

�

Remark 2.27. Durbin-Levinson, as famous as it is, is the evolution of
mean square error. One can consider the following

Pnn+1 = γ(0)− φ′nγn

= γ(0)−
(
φn−1 − φnnφ̃n−1

φnn

)′(
γn−1

γ(n)

)
= Pn−1

n − φnn
(
γ(n)− φ̃′n−1γn−1

)
= Pn−1

n − φ2
nn

(
γ(0)− φ′n−1γn−1

)
= Pn−1

n (1− φ2
nn).

hence, the variance reduces by a factor 1− φ2
nn.

2.5.2 The Innovations Algorithm
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Suppose then that {Xt} is a zero-mean series with E(|Xt|2) <∞ for each
t and

E(Xi, Xj) = κ(i, j).

It will be convenient to introduce

X̂n =

{
0, if n = 1,
Pn−1Xn, if n = 2, 3, ...,

and
vn = E(Xn+1 − PnXn+1)2.
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We shall also introduce the innovations, or one-step prediction errors,

Un = Xn − X̂n.

In terms of the vectors Un = (U1, ..., Un)′ and Xn = (X1, ..., Xn)′ the last
equations can be

Un = AnXn,

where

An =


1 0 0 . . . 0
a11 1 0 . . . 0
a22 a21 1 . . . 0
...

...
...

. . . 0
θn−1,n−1 θn−1,n−2 θn−1,n−3 . . . 1


(If {Xt} is stationary, then aij = −aj with aj as in

Γnan = γn(h),

with h = 1.) This implies that An is nonsingular, with inverse Cn of the
form

Cn =


1 0 0 . . . 0
θ11 1 0 . . . 0
θ22 θ21 1 . . . 0
...

...
...

. . . 0
θn−1,n−1 θn−1,n−2 θn−1,n−3 . . . 1


The vector of one-step predictors X̂n := (X1, P1X2, ..., Pn−1Xn)′ can
therefore be expressed as

X̂n = Xn −Un = CnUn −Un = Θn(Xn − X̂n),

where

Θn =


1 0 0 . . . 0
θ11 1 0 . . . 0
θ22 θ21 0 . . . 0
...

...
...

. . . 0
θn−1,n−1 θn−1,n−2 θn−1,n−3 . . . 1


and Xn itself satisfies

Xn = Cn(Xn − X̂n).

Then,
X̂n = Xn −Un = CnUn −Un = Θn(Xn − X̂n),

can be rewritten as

X̂n+1 =


0, if n = 0,
n∑
j=1

θnj(Xn+1−j − X̂n+1−j), if n = 1, 2, ...,

from which the one-step predictors X̂1, X̂2, ... can be computed recursively
once the coefficients θij have been determined. The following algorithm
generates these coefficients and the mean squared errors vi = E(Xi+1 −
X̂i+1)2, starting from the covariances κ(i, j).
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Algorithm 2.28. The Innovations Algorithm:
The coefficients θn1, ..., θnn can be computed recursively from the equations

v0 = κ(1, 1),

θn,n−k = v−1
k

(
κ(n+ 1, k + 1)−

k−1∑
j=0

θk,k−jθn,n−jvj

)
, 0 ≤ k < n,

and

vn = κ(n+ 1, n+ 1)−
n−1∑
j=0

θ2n,n−jvj .

(It is a trivial matter to solve first for v0, then successively for θ11, v1;
θ22, θ21, v2; θ33, θ32, θ31, v3; ...,)

Remark 2.29. While the Durbin-Levinson recursion gives the coefficients

of Xn, ..., X1 in the representation X̂n+1 =
n∑
j=1

φnjXn+1−j , the innova-

tions algorithm gives the coefficients of (Xn − X̂)n), ..., (X1 − X̂1), in the

expansion X̂n+1 =
n∑
j=1

θnj(Xn+1−j − X̂n+1−j). The latter expansion has

a number of advantages deriving from the fact that the innovations are
uncorrelated. It can also be greatly simplified in the case of ARMA(p,q)
series, as we shall see in Section 3.3. An immediate consequence of

X̂n+1 =


0, if n = 0,
n∑
j=1

θnj(Xn+1−j − X̂n+1−j), if n = 1, 2, ...,

is the innovations representation of Xn+1 itself. Thus (defining θn0 := 1),

Xn+1 = Xn+1−X̂n+1 +X̂n+1 =

n∑
j=0

θnj(Xn+1−j−X̂n+1−j), n = 0, 1, 2, ...

Example 2.30. If {Xt} is the time series defined by

Xt = Zt + θZt−1, {Zt} ∼WN(0, σ2),

then κ(i, j) = 0 for |i− j| > 1, κ(i, j) = σ2(1 + θ2), and κ(i, i+ 1) = θσ2.
Application of the innovations algorithm leads at once to the recursions

θnj = 0, 2 ≤ j ≤ n,

θn1 = v−1
n−1θσ

2,

v0 = (1 + θ)2σ2,

and
vn = [1 + θ2 − v−1

n−1θ
2σ2]σ2.

�
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2.5.3 Prediction of a Stationary Process in Terms of In-
finitely Many Past Values

Go back to Table of Contents. Please click TOC

It is often useful, when many past observations Xm, ..., X0, X1, ..., Xn
(m < 0) are available, to evaluate the best linear predictor of Xn+h in
terms of 1, Xm, ..., X0, ..., Xn. This predictor, which we shall denote by
Pm,nXn+h, can easily be evaulated by the methods described above. If
|m| is large, this predictor can be approximated by the sometimes more
easily calculated mean square limit

P̃nXn+h = lim
m→−∞

Pm,nXn+h.

We shall refer to P̃n as the prediction operator based on the infi-
nite past, {Xt,−∞ < t ≤ n}. Analogously we shall refer to Pn as the
prediction operator based on the finite past, {Xt, ..., Xn}.

Determination of P̃nXn+h
Like PnXn+h, the best linear predictor P̃nXn+h when {Xt} is a zero-

mean stationary process with autocovariance function γ(·) is characterized
by the equations

E[(Xn+h − P̃nXn+h)Xn+1−i] = 0, i = 1, 2, ...

If we can find a solution to these equations, it will necessarily by the
uniquely defined predictor P̃nXn+h. An approach to this problem that is
often effective is to assume that P̃nXn+h can be expressed in the form

P̃nXn+h =

∞∑
j=1

αjXn+1−j ,

in which case the preceding equations reduce to

E
[(
Xn+h −

∞∑
j=1

αjXn+1−j

)
Xn+1−i

]
= 0, i = 1, 2, ...,

or equivalently,

∞∑
j=1

γ(i− j)αj = γ(h+ i− 1), i = 1, 2, ...

This is an infinite set of linear equations for the unknown coefficients αi
that determine P̃nXn+h, provided that the resulting series converges.

Proposition 2.31. Properties of P̃n:
Suppose that E(U2) < ∞, E(V 2) < ∞, a, b, and c are constants, and
Γ=Cov(W,W).

(1) E[(U − P̃n(U))Xj ] = 0, j ≤ n.

(2) P̃n(aU + bV + c) = aP̃n(U) + bP̃n(V ) + c.

(3) P̃n(U) = U if U is a limit of linear combinations of Xj, j ≤ n.

(4) P̃n(U) = E(U) if Cov(U ,Xj) = 0 for all j ≤ n.
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Example 2.32. Consider the causal invertible ARMA(1,1) process {Xt}
defined by

Xt − φXt−1 = Zt + θZt−1, {Zt} ∼WN(0, σ2).

We know

Xn+1 = Zn+1(φ+ θ)

∞∑
j=1

φj−1Zn+1−j

and

Zn+1 = Xn+1 − (φ+ θ)

∞∑
j=1

(−θ)j−1Xn+1−j .

Applying the operator P̃n to the second equation and using the properties
of P̃n gives

P̃nXn+1 = (φ+ θ)

∞∑
j=1

(−θ)j−1Xn+1−j .

Applying the operator P̃n to the first equation and using the properties
of P̃n gives

P̃nXn+1 = (φ+ θ)

∞∑
j=1

φj−1Zn+1−j .

Hence,
Xn+1 − P̃nXn+1 = Zn+1,

and so the mean squared error of the predictor P̃nXn+1 is E(Z2
n+1) = σ2.

�

2.6 The Wold Decomposition
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Consider the stationary process

Xt = A cos(ωt) +B sin(ωt),

where ω ∈ (0, π) is constant and A, B are uncorrelated random variables
with mean 0 and variance σ2. Notice that

Xn = (2 cosω)Xn−1 −Xn−2 = P̃n−1Xn, n = 0,±1, ...,

so that Xn − P̃n−1Xn = 0 for all n. Processes with latter property are
said to be deterministic.

The Wold Decomposition:
If {Xt} is a nondeterministic stationary time series, then

Xt =

∞∑
j=0

ψjZt−j + Vt,

where

(1) ψ0 = 1 and
∞∑
j=0

ψ2
j <∞,

51



(2) {Zt} ∼WN(0, σ2),

(3) Cov(Zs, Vt) = 0 for all s and t,

(4) Zt = P̃tZt for all t,

(5) Vt = P̃sVt for all s and t, and

(6) {Vt} is deterministic.

We also present the following alternative approach to describe Wold
Decomposition.

Theorem 2.33. Suppose that {xt} is a covariance stationary process with
E(xt) = 0 and covariance function, γ(j) = E(xtxt−j), ∀j. Then

xt =

∞∑
j=0

djεt−j + ηt

where

d0 = 1,
∞∑
j=0

d2j < 0, E(ε2t ) = σ2
ε , E(εtεs) = 0 for t 6= s,

E(εt) = 0, E(ηtεs = 0 ∀t, s,
P [ηt+s|xt−1, xt−2, ...] = ηt+s, s ≥ 0.

The first part of the representation of xt looks like the MA(∞) with
square summable moving average terms that we have worked with, while
the second part, ηt, is something new. That part is called the deterministic
part of xt because ηt is perfectly predictable based on past observations
on xt.

The style of proof is constructive. We will show that given only covari-
ance stationarity, we can build the Wold representation with the indicated
properties. We will not provide a fully rigorous proof and a key result will
simply be assumed. The proof is an application of linear projections,
and the orthogonality and recursive properties of projections. The proof
follows that in Sargent (1979) [30].

Proof:
We first find the dj ’s and εt and establish the required properties.

Then, we find the projection error, ηt.
We begin with a preliminary result. Let xt be a covariance stationary

process. Let
x̂
(n)
t = P [xt|xt−1, ..., xt−n],

and write
xt = x̂

(n)
t + ε

(n)
t .

From the orthogonality property of projections we know that

ε
(n)
t ⊥ (xt−1, ..., xt−n)

E(ε
(n)
t = σ2(n).

We assume, without proof, the following result:

x̂
(n)
t → x̂ = P [xt|xt−1, xt−2, ...]
xt = x̂t + εt, E(ε2t ) = σ2

εt ⊥ (xt−1, xt−2, ...).
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The disturbance, εt, is known as the “innovation” in xt or its “one-step-
ahead forecast error”. It is easy to see that εt is a serially uncorrelated
process. In particular,

εt = xt − P [xt|xt−1, xt−2, ...],

so that it is a linear combination of current and past xt’s. It follows that
since εt is orthogonal to past xt’s, it is also orthogonal to past εt’s.

Q.E.D.

The Wold representation is the unique linear representation where
the innovations are linear forecast errors.

Remark 2.34. We have the following definition as premise.

Definition 2.35. A zero-mean nondeterministic covariance-stationary pro-
cess, {xt; t ∈ Z}, is called purely nondeterministic (or regular) if dt = 0.

Remark 2.36. The Wold Theorem plays a central role in time series analy-
sis. It implies that the dynamic of any purely nondeterministic covariance-
stationary process can be arbitrarily well approximated by an ARMA
process.

By Wold’s Decomposition Theorem, we have that any purely nonde-
terministic covariance-stationary process can be written as a linear combi-
nation of lagged values of a white noise process (MA(∞)) representation,

that is Xt =
∞∑
j=0

ψjut−j . Now, we note that, under general conditions, the

infinite lag polynomial of the Wold decomposition can be approximated
by the ratio of two finite-lag polynomials:

Ψ(L) ≈ θ(L)

φ(L)
.

Therefore xt can be accurately approximated by a ARMA process

x∗t =
θ(L)

φ(L)
ut.

Any purely nondeterministic covariance-stationary process has an ARMA
representation. This means that the stationary ARMA(p, q) models are a
class of linear stochastic processes that are general enough.

Example 2.37. Are the covariance-stationary ARMA processes purely
nondeterministic processes? Consider a covariance-stationary ARMA(p, q)
process defined by

φ(L)xt = θ(L)ut, ut ∼WN(0, σ2)

where
φ(L) = 1− φ1L− · · · − φpLp

and
θ(L) = 1 + θ1L+ · · ·+ θqL

q

Suppose that this representation is causal and invertible. The causality
assumption implies that there exists constants ψ0, ψ1, ... such that

∞∑
j=0

|ψj | <∞, with ψ0 = 1
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and

xt =

∞∑
j=0

ψjut−j , ∀t.

∞∑
j=0

|ψj | <∞⇒
∞∑
j=1

ψ2
j <∞

ut ∼WN(0, σ2
u) and the invertibility condition implies that ut is the limit

of linear combinations of xs, s ≤ t. We can conclude that the covariance-
stationary ARMA(p, q) process, xt, is a purely nondeterministic process.

Now, suppose the representation

φ(L)xt = θ(L)ut, ut ∼WN(0, σ2
u)

where
φ(L) = 1− φ1L− · · · − φpLp

and
θ(L) = 1 + θ1L+ · · ·+ θqL

q

is not causal and not invertible. It is possible to show that if θ(z) 6= 0
when |z| = 1, then it is always possible to find polynomials φ∗(L) and
θ∗(L) and a white noise vt ∼WN(0, σ2

v) such that the representation

φ∗(L)xt = θ∗(L)vt, vt ∼WN(0, σ2
v)

is causal and invertible.
Thus a covariance-stationary ARMA(p, q) process defined by

φ(L)xt = θ(L)ut, ut ∼WN(0, σ2)

where
φ(L) = 1− φqL− · · · − φpLp

and
θ(L) = 1 + θ1L+ · · ·+ θqL

q

with θ(z) 6= 0 if |z| = 1 is a purely nondeterministic process. A covariance-
stationary ARMA process, with θ(z) 6= 0 if |z| = 1, is a purely nondeter-
ministic process.

3 ARMA Models
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In this chapter we introduce an important parametric family of stationary
time series, the autoregressive moving-average, or ARMA, processes. For
a large class of autocovariance functions γ(·) it is possible to find an
ARMA process {Xt} with ACVF γX(·) such that γ(·) is well approximated
by γX(·). In particular, for any positive integer K, there exists an ARMA
process {Xt} such that γX(h) = γ(h) for h = 0, 1, ...,K.
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3.1 ARMA(p,q) Processes
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We introduced an ARMA(1,1) process and discussed some of its key prop-
erties. We extend these notions to the general ARMA(p, q) process.

Definition 3.1. {Xt} is an ARMA(p,q) process if {Xt} is stationary
and if for every t,

Xt−φ1Xt−1− · · · −φpXt−p = Zt + θ1Zt−1 + · · ·+ θ1Zt−1 + · · ·+ θqZt−q,

where {Zt} ∼WN(0, σ2) and the polynomials (1−φ1z−· · ·−φpZp) and
(1 + θ1z + · · ·+ θqz

q) have no common factors.

The process {Xt} is said to be an ARMA(p,q) process with mean
µ if {Xt − µ} is an ARMA(p,q) process.

It is convenient to use the more concise form of Xt − φ1Xt−1 − · · · −
φpXt−p = Zt + θ1Zt−1 + · · ·+ θ1Zt−1 + · · ·+ θqZt−q, which is

φ(B)Xt = θ(B)Zt,

where φ(·) and θ(·) are the pth and qth-degree polynomials

φ(z) = 1− φ1z − · · · − φpzp

and
θ(z) = 1 + θ1z + · · ·+ θqz

q,

and B is the backward shift operator (BjXt = Xt−j , B
jXt = Zt−j ,

j = 0,±1, ...). The time series {Xt} is said to be an autoagressive
process of order p (or AR(p)) if θ(z) ≡ 1, and a moving-average
process of order q (or MA(q)) if φ(z) ≡ 1.

Theorem 3.2. Existence and Uniqueness:
A stationary solution {Xt} of equations

Xt−φ1Xt−1− · · · −φpXt−p = Zt + θ1Zt−1 + · · ·+ θ1Zt−1 + · · ·+ θqZt−q,

exists (and is also the unique stationary solution) if and only if

φ(z) = 1− φ1z − · · · − φpzp 6= 0 for all |z| = 1.

Definition 3.3. Causality
An ARMA(p, q) process {Xt} is causal, or a causal function of

{Zt}, if there exist constants {ψj} such that
∞∑
j=0

ψj <∞ and

Xt =

∞∑
j=0

ψjZt−j ∀t.

Causality is equivalent to the condition

φ(z) = 1− φ1z − · · · − φpzp 6= 0 ∀|z| ≤ 1.
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The sequence {ψj} =
∞∑
j=0

ψjZt−j for all t is determined by the relation

ψ(z) =
∞∑
j=0

ψjz
j = θ(z)/φ(z), or equivalently by the identity

(1− φ1z − · · · − φpzp)(ψ0 + ψ1z + . . . ) = 1 + θ1z + · · ·+ θqz
q.

Equating coefficients of zj , j = 0, 1, ..., we find that

1 = ψ0,
θ1 = ψ1 − ψ0φ1,
θ2 = ψ2 − ψ1φ1 − ψ0φ2

...

or equivalently,

ψj −
p∑
k=1

φkψj−k = θj , j = 0, 1, 2, ...,

where θ0 := 1, θj := 0 for j > q, and ψj := 0 for j < 0.

Definition 3.4. Invertibility:
An ARMA(p,q) process {Xt} is invertible if there exist constants

{πj} such that
∞∑
j=0

|πj | <∞ and

Zt =

∞∑
j=0

πjXt−j ∀t.

Invertibility is equivalent to the condition

θ(z) = 1 + θ1z + · · ·+ θqz
q 6= 0 ∀|z| ≤ 1.

Example 3.5. Consider the ARMA(1,1) process {Xt} satisfying the equa-
tions

Xt − .5Xt−1 = Zt + .4Zt−1, {Zt} ∼WN(0, σ2).

Since the autoregressive polynomial φ(z) = 1 − .5z has a zero at z = 2,
which is located outside the unit circle, we conclude that there exists a
unique ARMA process satisfying the equation above that is also causal.
The coefficients {ψj} in the MA(∞) representation of {Xt} are found
directly from

ψj −
p∑
k=1

φkψj−k = θj , j = 0, 1, 2, ...

that
ψ0 = 1,
ψ1 = .4 + .5,
ψ2 = .5(.4 + .5),
ψj = , 5j−1(.4 + .5), j = 1, 2, ....
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The MA polynomial θ(z) = 1+ .4z has a zero at z = −1/.4 = −2.5, which
is also located outside the unit circle. This implies that {Xt} is invertible

with coefficients {πj} given by πj +
q∑
k=1

θkπj−k, j = 0, 1, 2, ..., that

π0 = 1,
π1 = −(.4 + .5),
π2 = −(.4 + .5)(−.4),
πj = −(.4 + .5)(−.4)j−1, j = 1, 2, ...

(A direct derivation of these formulas for {ψj} and {πj} was given in
Section 2.3 without appealing to the recursions of

ψj −
p∑
k=1

φkψj−k = θj , j = 0, 1, 2, ...,

and

πj +

q∑
k=1

θkπj−k = −φj , j = 0, 1, ...,

�

Example 3.6. Consider the ARMA(2,1) process defined by the equations

Xt − .75Xt−1 + .5625Xt−2 = Zt + 1.25Zt− 1, {Zt} ∼WN(0, σ2).

The AR polynomial φ(z) = 1−.75z+.5625z2 has zeros at z = 2(1±i
√

3)/3,
which lie outside the unit circle. The process is therefore causal. On the
other hand, the MA polynomial θ(z) = 1 + 1.25z has a zero at z = −.8,
and hence {Xt} is not invertible.

�

Example 3.7. Let {Xt} be the AR(2) process

Xt = 0.7Xt−1 − .1Xt−2 + Zt, {Zt} ∼WN(0, σ2).

The auto regressive polynomial for this process has the factorization φ(z) =
1− .7z+ .1z2 = (1− .5z)(1− .2z), and is therefore zero at z = 2 and z = 5.
Since these zeros lie outside the unit circle, we conclude that {Xt} is a
causal AR(2) process with coefficients {ψj} given by

π0 = 1,
π1 = .7,
π2 = .72 − .1,
πj = .7ψj−1 − .1ψj−2, j = 2, 3, ...

While it is a simple matter to calculate ψj numerically for any j, it is
possible also to give an explicit solution of these difference equations using
the theory of linear difference equations.
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3.2 The ACF and PACF of an ARMA(p,q) Pro-
cesses
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In this section, we discuss three methods for computing the autocovari-
ance function γ(·) of a causal ARMA process {Xt}. The autocorrelation
function is readily found from the ACVF on dividing by γ(0). The partial
autocorrelation function (PACF) is also found from the function γ(·).

3.2.1 Calculation of the ACVF

Go back to Table of Contents. Please click TOC

First we determine the ACVF γ(·) of the causal ARMA(p,q) process de-
fined by

φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2),

where φ(z) = 1 − φ1z − · · · − φpzp and θ(z) = 1 + θ1z + · · · + θqz
q. The

causality assumption implies that

Xt =

∞∑
j=0

ψjZt−j ,

where
∞∑
j=0

ψjz
j = θ(z)/φ(z), |z| ≤ 1. The calculation of the sequence {ψj}

was discussed earlier.
First Method
From proposition (see remark below) and the representation Xt =

∞∑
j=0

ψjZt−j , we obtain

γ(h) = E(Xt+hXt) = σ2
∞∑
j=0

ψjψj+|h|.

Remark 3.8. Recall Proposition earlier, if {Xt} is a staionary q-correlated
time series with mean 0, then it can be represented as the MA(q) process
in Xt = Zt+θ1Zt−1+ · · ·+θqZt−q, where {Zt} ∼WN(0, σ2) and θ1, ..., θq
are constants.

Example 3.9. The ARMA(1,1) process

Substituting fromXt = Zt+(φ+θ)
∞∑
j=1

φj−1Zt−j into γ(h) = E(Xt+hXt) =

σ2
∞∑
j=0

ψjψj+|h|, we find that the ACVF of the process defined by

Xt − φXt−1 = Zt + θZt−1, {Zt} ∼WN(0, σ2),
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with |φ| < 1 is given by

γ(0) = σ2
∞∑
j=0

ψ2
j

= σ2

[
1 + (θ + φ)2

∞∑
j=0

φ2j

]

= σ2

[
1 + (θ+φ)2

1−φ2

]
,

γ(1) = σ2
∞∑
j=0

ψj+1ψj

= σ2

[
θ + φ+ (θ + φ)2φ

∞∑
j=0

φ2j

]

= σ2

[
θ + φ+ (θ+φ)2φ

1−φ2

]
,

and
γ(h) = φh−1γ(1), h ≥ 2.

�

Example 3.10. The MA(q) process
For the process

Xt = Zt + θ1Zt−1 + · · ·+ θqZt−q, {Zt} ∼WN(0, σ2),

equation γ(h) = E(Xt+hXt) = σ2
∞∑
j=0

ψjψj+|h| immediately gives the result

γ(h) =

 σ2
q−|h|∑
j=0

θjθj+|h|, if |h| ≤ q,

0, if |h| > q,

where θ0 is defined to be 1. The ACVF of the MA(q) process thus has
the distinctive feature of vanishing at lags greater than q. Data for which
the sample ACVF is small for lags greater than q therefore suggest that
an appropriate model might be a moving average of order q (or less).
Recall from proposition (see Remark 3.8 above) that every zero-mean
stationary process with correlations vanishing at lags greater than q can
be represented as a moving-average process of order q or less.

�

Second Method
If we multiply each side of the equations

Xt − φ1Xt−1 − · · · − φpXt−p = Zt + θ1Zt−1 + · · ·+ θqZt−q,

by Xt−k, k = 0, 1, 2, ..., and take expectations on each side, we find that

γ(k)− φ1γ(k − 1)− · · · − φpγ(k − p) = σ2
∞∑
j=0

θk+jψj , 0 ≤ k < m,
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and
γ(k)− φ1γ(k − 1)− · · · − φpγ(k − p) = 0, k ≥ m,

where m = max(p, q + 1), ψj := 0 for j < 0, θ0 := 1, and θj := 0 for
j 6∈ {0, ..., q}. In calculating γ(k)−φ1γ(k−1)−· · ·−φpγ(k−p) = 0, k ≥ m

we have made use of the expansion Xt =
∞∑
j=0

ψjZt−j . Equations γ(k) −

φ1γ(l− 1)− · · · − φpγ(l− p) = 0, k ≥ m are a set of homogeneous linear
difference equations with constant coefficients, for which the solution is
well known to be of the form

γ(h) = α1ξ
−h
1 + α2ξ

−h
2 + · · ·+ αpξ

−h
p , h ≥ m− p,

where ξ1, ..., ξp are the roots (assumed to be distinct) of the equation
φ(z) = 0, and α1, ..., αp are arbitrary constants. We are looking for the
solution of γ(k)−φ1γ(k−1)−· · ·−φpγ(k−p) = 0, k ≥ m that also satisfies

γ(k) − φ1γ(k − 1) − · · · − φpγ(k − p) = σ2
∞∑
j=0

θk+jψj , 0 ≤ k < m. We

therefore substitute the solution γ(h) = α1ξ
−h
1 +α2ξ

−h
2 + · · ·+αpξ−hp , h ≥

m−p into γ(k)−φ1γ(k−1)−· · ·−φpγ(k−p) = σ2
∞∑
j=0

θk+jψj , 0 ≤ k < m

to obtain a set of m linear equations that then uniquely determine the
constants α1, ..., αp and the m− p autocovariances γ(h), 0 ≤ h < m− p.
Example 3.11. The ARMA(1,1) process

For the causal ARMA(1,1) process defined

γ(0)− φγ(1) = σ2(1 + θ(θ + φ))

and
γ(1)− φγ(0) = σ2θ.

Equation γ(k)− φ1γ(k− 1)− · · · − φpγ(k− p) = 0, k ≥ m takes the form

γ(k)− φγ(k − 1) = 0, k ≥ 2.

The solution is
γ(h) = αφh, h ≥ 1.

Substituting this expression for γ(h) into two preceding equations, γ(0)−
φγ(1) = σ2(1+θ(θ+φ)) and γ(1)−φγ(0) = σ2θ, gives two linear equations
for α and the unknown autocovariance γ(0). These equations are esaily
solved, giving the autocovariances.

�

Example 3.12. The general AR(2) process
For the causal AR(2) process defined by

(1− ξ−1
1 B)(1− ξ−1

2 B)Xt = Zt, |ξ1|, |ξ2| > 1, ξ1 6= ξ2,

we esaily find from γ(h) = α1ξ
−h
1 + α2ξ

−h
2 + · · ·+ αpξ

−h
p , h ≥ m− p and

γ(k) − φ1γ(k − 1) − · · · − φpγ(k − p) = σ2
∞∑
j=0

θk+jψj , 0 ≤ k < m (from

Second Method) using the relatins

φ1 = ξ−1
1 + ξ−1

2

60



and
φ2 = −ξ−1

1 ξ−1
2

that

γ(h) =
σ2ξ21ξ

2
2

(ξ1ξ2 − 1)(ξ2 − ξ1)
[(ξ21 − 1)−1ξ1−h1 − (ξ22 − 1)−1ξ1−h2 ].

Figures 3.1-3.4 illustrate some of the possible forms of γ(·) for different
values of ξ1 and ξ2. Notice that in the case of complex conjugate roots ξ1 =

reiθ and ξ2 = re−iθ, 0 < θ < π, we can write γ(h) =
σ2ξ21ξ

2
2

(ξ1ξ2−1)(ξ2−ξ1)
[(ξ21 −

1)−1ξ1−h1 − (ξ22 − 1)−1ξ1−h2 ] in the more illuminating from

γ(h) =
σ2r4 · r−h sin(hθ + ψ)

(r2 − 1)(r4 − 2r2 cos 2θ + 1) sin θ
,

where

tanψ =
r2 + 1

r2 − 1
tan θ

and cosψ has the same sign as cos θ. Thus in this case γ(·) has the form of
a damped sinusoidal function with damping factor r−1 and period 2π/θ.
If the roots are close to the unit circle, then r is close to 1, the damping
is slow, and we obtain a nearly sinusoidal autocovariance function.

Figure 15: The model ACF of the AR(2) series of Example 3.2.4 from text [9]
with ξ1 = 2 and ξ2 = 5..
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Figure 16: The model ACF of the AR(2) series of Example 3.2.4 from text [9]
with ξ1 = 10/9 and ξ2 = 2..

Figure 17: The model ACF of the AR(2) series of Example 3.2.4 from text [9]
with ξ1 = −10/9 and ξ2 = 2..
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Figure 18: The model ACF of the AR(2) series of Example 3.2.4 from text [9]
with ξ1 = 2(1 + i

√
3)/3 and ξ2 = 2(1− i

√
3)/3.

�

3.2.2 The Autocorrelation Function
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Recall that the ACF of an ARMA process {Xt} is the function ρ(·)found
immediately from the ACVF γ(·) as

ρ(h) =
γ(h)

γ(0)
.

Likewise, for any set of observations {x1, ..., xn}, the sample ACF ρ̂(·) is
computed as

ρ̂(h) =
γ̂(h)

γ̂(0)
.

The Sample ACF of an MA(q) Series.
Given observations {x1, ..., xn} of a time series, one approach to the

fitting of a model to the data is to match the sample ACF of the data with
the ACF of the model. In particular, if the sample ACFρ̂(h) is significantly
different from 0 ≤ h ≤ q and negligible for h > q, Example 3.2.2 from text
[9] suggests that an MA(q) model might provide a good representation of
the data. In order to apply this criterion we need to take into account the
random variation expected in the sample autocorrelation function before
we can classify ACF values as “negligible”. To resolve this problem we
can use bartlett’s formula, which implies that for a large sample of size
n from an MA(q) process, the sample ACF values at lags greater than
q are approximately normally distributed with means 0 and variances
whh/n = (1 + 2ρ2(1) + · · ·+ 2ρ2(q))/n. This means that if the sample is
from an MA(q) process and if h > q, then ρ̂(h) should fall between the
bounds ±1.96

√
whh/n with probability approximately 0.95. In practice

63



we frequently use the more stringent values ±1.96/
√
n as the bounds

between which sample autocovariances are considered “negligible”. A
more effective and systematic approach to the problem of model selection,
which also applies to ARMA(p,q) models with p > 0 and q > 0, will be
discussed in Section 5.5.

3.2.3 The Partial Autocorrelation Function
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The partial autocorrelation function (PACF) of an ARMA process
{Xt} is the function α(·) defined by the equations

α(0) = 1

and
α(h) = φhh, h ≥ 1,

where φhh is the last component of

φh = Γ−1
h γh,

Γh = [γ(i− j)]hi,j=1, and γh = [γ(1), γ(2), ..., γ(h)]′.
For any set of observations x1, ..., xn} with xi 6= xj for some i and j,

the sample PACF α̂(h) is given by

α̂(0) = 1

and
α̂(h) = φ̂hh, h ≥ 1,

where φ̂h = Γ̂−1
h γ̂h.

We show in the next example that the PACF of a causal AR(p) process
is zero for lags greater than p. Both sample and model partial autocorre-
lation functions can be computed numerically using programs. Algebraic
calculation of the PACF is quite complicated except when q is zero or p
and q are both small.

Example 3.13. For the causal AR(p) process defined by

Xt − φ1Xt−1 − · · · − φpXt−p, {Zt} ∼WN(0, σ2),

we know that for h ≥ p the best linear predictor of Xh+1 in terms of
1, X1, ..., Xh is

X̂h+1 = φ1Xh + φ2Xh−1 + · · ·+ φpXh+1−p.

Since the coefficient φhh of X1 is φp if h = p and 0 and if h > p, we
conclude that the PACF α(·) of the process {Xt} has the properties

α(p) = φp

and
α(h) = 0 for h > p.

For h < p the values of α(h) can easily be computed from φh = Γ−1
h γh.
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3.3 Forecasting ARMA Processes
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The innovations provided us with a recursive method for forecasting second-
order zero-mean processes that are not necessarily stationary. For the
causal ARMA process

φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2),

it is possible to simplify the application of the algorithm drastically. The
idea is to apply it not to the process {Xt} itself, but to the transformed
process (cf. Ansley, 1979) [4]{

Wt = σ−1Xt, t = 1, ...,m,
Wt = σ−1φ(B)Xt, t > m,

where
m = max(p, q).

For notational convenience we define θ0 := 1 and θj := 0 for j > q. We
shall also assume that p ≥ 1 and q ≥ 1. (There is no loss of generality in
these assumptions, since in the analysis that follows we may take any of
the coefficients φi and θi to be zero.)

The autocovariance function γX(·) of {Xt} can easily be computed
using any of the methods described in Section 3.2.1. The autocovariances
κ(i, j) = E(WiWj), i, j ≥ 1, are then found from

κ(i, j) =



σ−2γX(i− j), 1 ≤ i, j ≤ m

σ−2

[
γ(x(i− j)−

p∑
r=1

φrγX(r − |i− j|)
]
, min(i, j) ≤ m < max(i, j) ≤ 2m,

q∑
r=0

θrθr+|i−j|, min(i, j) > m,

0, otherwise

Applying the innovations algorithm to the process {Xt} we obtain
Ŵn+1 =

n∑
j=1

θnj(Wn+1−j − Ŵn+1−j), 1 ≤ n < m,

Ŵn+1 =
q∑
j=1

θnj(Wn+1−j − Ŵn+1−j), n ≥ m,

where the coefficients θnj and the mean squared errors rn = E(Wn+1 −
Ŵn+1)2 are found recursively from the innovations algorithm with κ de-
fined as in κ(i, j). The notable feature of the predictors in the equation
above is the vanishing of θnj when both n ≥ m and j > q. This is a
consequence of the innovations algorithm and the fact that κ(r, s) = 0 if
r > m and |r − s| > q.

Observe now that the group of equations allow each Xn, n ≥ 1, to be
written as a linear combination of Wj , 1 ≤ j ≤ n, and, conversely, each
Wn, n ≥ 1, to be written as a linear combination of Xj , 1 ≤ j ≤ n. This
means that the best linear predictor of any random variable Y in terms
of {1, X1, ..., Xn}. We shall denote this predictor by PnY . In particular,
the one-step predictors of Wn+1 and Xn+1 are given by

Ŵn+1 = PnWn+1
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and
X̂n+1 = PnXn+1.

Using the linearity of Pn and equations we see that{
Ŵt = σ−1X̂t, t = 1, ...,m,

Ŵt = σ−1[X̂t − φ1Xt−1 − · · · − φpXt−p], t > m,

which, together with{
Wt = σ−1Xt, t = 1, ...,m,
Wt = σ−1φ(B)Xt, t > m,

shows that
Xt − X̂t = σ[Wt − Ŵt], ∀t ≥ 1.

Replacing (Wj − Ŵj) by σ−1(Xj − X̂j) in κ(i, j) and then substituting
into 

Ŵn+1 =
n∑
j=1

θnj(Wn+1−j − Ŵn+1−j), 1 ≤ n < m,

Ŵn+1 =
q∑
j=1

θnj(Wn+1−j − Ŵn+1−j), n ≥ m,

we finally obtain

X̂n+1 =


n∑
j=1

θnj(Xn+1−j − X̂n+1−j), 1 ≤ n < m,

φ1Xn + · · ·+ φpXn+1−p +
q∑
j=1

θnj(Xn+1−j − X̂n+1−j), n ≥ m,

and
E(Xn+1 − X̂n+1)2 = σ2E(Wn+1 − Ŵn+1)2 = σ2rn,

where θnj and rn are found from the innovations algorithm with κ as
in κ(i, j). Equations X̂n+1 determine the one-step predictors X̂2, X̂3, ...
recursively.

Example 3.14. Applying

X̂n+1 =


n∑
j=1

θnj(Xn+1−j − X̂n+1−j), 1 ≤ n < m,

φ1Xn + · · ·+ φpXn+1−p +
q∑
j=1

θnj(Xn+1−j − X̂n+1−j), n ≥ m,

to the ARMA(p,1) process with φ1 = 0, we easily find that

X̂n+1 = φ1Xn + · · ·+ φpXn+1−p, n ≥ p.

�

Example 3.15. Applying

X̂n+1 =


n∑
j=1

θnj(Xn+1−j − X̂n+1−j), 1 ≤ n < m,

φ1Xn + · · ·+ φpXn+1−p +
q∑
j=1

θnj(Xn+1−j − X̂n+1−j), n ≥ m,
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to the ARMA(1,q) process with φ1 = 0 gives

X̂n+1 =

min(n,q)∑
j=1

θnj(Xn+1−j − X̂n+1−j , n ≥ 1,

where the coefficients θnj are found by applying the innovations algorithm
to the covariances κ(i, j) defined before. Since in this case the processes
{Xt} and {σ−1Wt} are identical, these covariances are simply

κ(i, j) = σ−2γX(i− j) =

q−|i−j|∑
r=0

θrθr+|i−j|.

�

Example 3.16. If

Xt − φXt−1 = Zt + θZt−1, {Zt} ∼WN(0, σ2),

and |φ| < 1, then equations

X̂n+1 =


n∑
j=1

θnj(Xn+1−j − X̂n+1−j), 1 ≤ n < m,

φ1Xn + · · ·+ φpXn+1−p +
q∑
j=1

θnj(Xn+1−j − X̂n+1−j), n ≥ m,

reduce to the single equation

X̂n+1 = φXn + θn1(Xn − X̂n), n ≥ 1.

To compute θn1 we first use Example 3.14 to find γX(0) = σ2(1 + 2θφ+
θ2)/(1− φ2). Substituting in κ(i, j) then gives, for i, j ≥ 1,

κ(i, j) =


(1 + 2θφ+ θ2)/(1− φ2), i = j = 1,
1 + θ2, i = j ≥ 2,
θ, |i− j| = 1, i ≥ 1,
0, otherwise.

With these values of κ(i, j), the recursions of the innovations algorithm
reduce to

r0 = (1 + 2θφ+ θ2)/(1− φ2),
θn1 = θ/rn−1,
rn = 1 + θ2 − θ2/rn1 ,

which can be solved explicitly.

�

4 Spectral Analysis

Go back to Table of Contents. Please click TOC
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The spectral representation of a stationary time series {Xt} essentially
decomposes {Xt} into a sum of sinusoidal components with uncorrelated
random coefficients. In conjunction with this decomposition there is a
corresponding decomposition into sinusoids of the autocovariance func-
tion of {Xt}. The spectral decomposition is thus an analogue for station-
ary processes of the more familiar Fourier representation of deterministic
functions. The analysis of stationary processes by means of their spec-
tral representation is often referred to as the “frequency domain analysis”
of time series or “spectral analysis”. It is equivalent to “time domain”
analysis based on the autocovariance function, but provides an alterna-
tive way of viewing the process, which for some applications may be more
illuminating.

4.1 Spectral Densities
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Suppose that {Xt} is a zero-mean stationary time series with autocovari-

ance function γ(·) satisfying
∞∑

h=−∞
|γ(h)| <∞. The spectral density of

{Xt} is the function f(·) defined by

f(λ) =
1

2π

∞∑
h=−∞

e−ihλγ(h), −∞ < λ <∞,

where eiλ = cos(λ) + i sin(λ) and i =
√
−1. The summability of |γ(·)| im-

plies that series of f(λ) defined above converges absolutely (since |eihλ|2 =
cos2(hλ) + sin2(hλ) = 1). Since cos and sin have period 2π, so also does
f , and it suffices to confine attention to the values of f , on the interval
(−π, π].

Proposition 4.1. Basic Properties of f :

(a) f is even, i.e., f(λ) = f(−λ),

(b) f(λ) ≥ 0 for all λ ∈ (−π, π],

(c) γ(k) =
∫ π
−π e

ikλf(λ)dλ =
∫ π
−π cos(kλ)f(λ)dλ.

Proof: Since sin(·) is an odd function and cos(·) and γ(·) are even
functions, we have

f(λ) = 1
2π

∞∑
h=−∞

(cos(hλ)− i sin(hλ))γ(h)

= 1
2π

∞∑
h=−∞

cos(−hλ)γ(h) + 0

= f(−λ).
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For each positive integer N define

fN (λ) = 1
2πN

E
(
|
N∑
r=1

Xre
−irλ|2

)

= 1
2πN

E
(

N∑
r=1

Xre
−irλ

N∑
s=1

Xse
isλ

)
= 1

2πN

∑
|h|<N

(N − |h|)e−ihλγ(h),

where ΓN = [γ(i − j)]Ni,j=1. Clearly, the function fN is nonnegative for

each N , and since fN (λ) → 1
2π

∞∑
h=−∞

e−ihλγ(h) = f(λ) as N → ∞, f

must also be nonnegative. This proves Proposition 4.1 (b). Turning to
Proposition 4.1 (c),∫ π

−π e
ikλf(λ)dλ =

∫ π
−π

1
2π

∞∑
h=−∞

ei(k−h)λγ(h)dλ

= 1
2π

∞∑
h=−∞

γ(h)
∫ π
−π e

i(k−h)λdλ

= γ(k),

since the only nonzero summand in the second line is the one for which
h = k.

Q.E.D.

Definition 4.2. A function f is the spectral density of a stationary
time series {Xt} with ACVF γ(·) if

(i) f(λ) ≥ 0 for all λ ∈ (0, π],

(ii) γ(h) =
∫ π
−π e

ihλf(λ)dλ for all integers h.

Remark 4.3. Spectral densities are essentially unique. That is, if f and
g are two spectral densities corresponding to the autocovariance function
γ(·), i.e., γ(h) =

∫ π
−π e

ihλf(λ)dλ =
∫ π
−π e

ihλg(λ)dλ for all integers h, then
f and h have the same Fourier coefficients and hence are equal.

�

Proposition 4.4. A real-valued function f defined on (−π, π] is the spec-
tral density of a stationary process if and only if

(i) f(λ) = f(−λ),

(ii) f(λ) ≥ 0,

(iii)
∫ π
−π f(λ)dλ <∞.

Proof: If γ(·) is aboslutely summable, then (i)-(iii) follow from the
basic properties of f , Proposition 4.1.

Conversely, suppose f satisfies (i)-(iii). Then it is easy to check, using
(i), that the function defined by

γ(h) =

∫ π

−π
eihλf(λ)dλ
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is even. Moreover, if ar ∈ R, r = 1, ..., n, then

n∑
r,s=1

arγ(r − s)as =
∫ π
−π

n∑
r,s=1

arase
iλ(r−s)f(λ)dλ

=
∫ π
−π

∣∣∣∣ n∑
r=1

are
iλr

∣∣∣∣2f(λ)dλ

≥ 0,

so that γ(·) is also nonnegative definite and therefore, by Theorem 2.3
(also Theorem 2.1.1 of text [9]), is an autocovariance function.

Remark 4.5. Recall the theorem below. A real-valued function defined
on the integers is the autocovariance function of a stationary time series
if and only if it is even and nonnegative definite.

Corollary 4.6. An absolutely summable function γ(·) is the autocovari-
ance function of a stationary time series if and only if it is even and

f(λ) =
1

2π

∞∑
h=−∞

e−ihλγ(h) ≥ 0, ∀λ ∈ (−π, π],

in which case f(·) is the spectral density of γ(·).

Proof: We have already established the necessity of f(λ). now sup-
pose it holds. Applying Proposition we conclude f is the spectral density
of some autocovariance function. But this ACVF must be γ(·), since
γ(k) =

∫ π
−π e

ikλf(λ)dλ for all integers k.

Q.E.D.

Example 4.7. Using Corollary 4.6, it is a simple matter to show that the
function defined by

κ(h) =


1, if h = 0,
ρ, if h = ±1,
0, otherwise,

is the ACVF of a stationar time series if and only |ρ| ≤ 1
2
. Since κ(·) is

even and nonzero only at lags 0, ±1, it follows from the corollary that κ
is an ACVF if and only if the function

f(λ) =
1

2

∞∑
h=−∞

e−ihλγ(h) =
1

2π
[1 + 2ρ cosλ]

is nonnegative for all λ ∈ [−π, π]. But this occurs if and only if |ρ| ≤ 1
2
.

�

Theorem 4.8. (Spectral Representation of the ACVF) A function γ(·)
defined on the integers is the ACVF of a stationary time series if and only
if there eixsts a right-continuous, nondecreasing, bounded function F on
[−π, π] with F (−π) = 0 such that

γ(h) =

∫
(−π,π]

eihλdF (λ)

for all integers h. (For real-valued time series, F is symmetric in the sense
that

∫
(a,b]

dF (x) =
∫
[−b,−a) e

ihλdF (x) for all a and b such that 0 < a < b.)
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Remark 4.9. The function F is a generalized distribution function on
[−π, π] in the sense that G(λ) = F (λ)/F (π) is a probability distribution
function on [−π, π]. Note that since F (π) = γ(0) = V ar(X1), the ACF of
{Xt} has spectral representation

ρ(h) =

∫
(−π,π]

eihλdG(λ).

The function F in Theorem 4.8 is called the spectral distribution func-
tion of γ(·). If F (λ) can be expressed as F (λ) =

∫ λ
−π f(y)dy for all

λ ∈ [−π, π], then f is the spectral density function and the time series
is said to have a continuous spectrum. If F is a discrete distribution
(i.e., if G is a discrete probability distribution), then the time series is said
to have a discrete spectrum. The time seriesXt = A cos(ωt)+B sin(ωt),
has a discrete spectrum.

Example 4.10. If {Xt} ∼WN(0, σ2), then γ(0) = σ2 and γ(h) = 0 for all
|h| > 0. This process has a flat spectral density

f(λ) =
σ2

2π
, −π ≤ λ ≤ π.

A process with this spectral density is called white noise, since each fre-
quency in the spectrum contributes equally to the variance of the process.

�

4.2 The Periodogram
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If {Xt} is a stationary time series {Xt} with ACVF γ(·) and spectral
density f(·), then just as the sample ACVF γ̂(·) of the observations
{x1, ..., xn} can be regarded as a sample analogue of γ(·), so also can the
periodogram In(·) of the observations be regarded as a sample analogue
of 2πf(·).
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Figure 19: The spectral density f(λ), 0 ≤ λ ≤ π, of Xt = Zt + .9Zt−1 where
{Zt} ∼WN(0, σ2).

To introduce th periodogram, we consider the vector of complex num-
bers

X =


x1
x2
...
xn

 ∈ Cn,

where Cn denotes the set of all column vectors with complex-valued com-
ponents. Now let ωk = 2πk/n, where k is any integer between −(n−1)/2
and n/2 (includsive), i.e.,

ωk =
2πk

n
, k = −

[
n− 1

2

]
, . . . ,

[
n

2

]
,

where [y] denotes the largest integer less than or equal to y. We shall
refer to the set Fn of these values as the Fourier frequencies associated
with sample size n, noting that Fn is a subset of the interval (−π, π].
Correspondingly, we introduce the n vectors

ek =
1√
n


eiωk

e2iωk

...
eniωk

 , k = −
[
n− 1

2

]
, . . . ,

[
n

2

]
.
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Figure 20: The spectral density f(λ), 0 ≤ λ ≤ π, of Xt = Zt − .9Zt−1 where
{Zt} ∼WN(0, σ2).

Now e1, ...,2n are orthonormal in the sense that

e∗jek =

{
1, if j = k,
0, if j 6= k,

where e∗j denotes the row vector whose kth component is the complex
conjugate of the kth component of ej . This implies that {e1, ..., en} is
a basis for Cn, so that any x ∈ Cn can be expressed as the sum of n
components,

x =

[n/2]∑
k=−[(n−1)/2]

akek.

The coefficients ak are easily found by multiplying X on the left by e∗k
and using e∗jek. Thus,

ak = e∗kx =
1√
n

n∑
t=1

xte
−itωk .

The sequence {ak} is called the discrete Fourier transform of the
sequence {x1, ..., xn}.
Remark 4.11. The tth component of x can be written as

xt =

[n/2]∑
k=−[(n−1)/2]

ak[cos(ωkt) + i sin(ωkt)], t = 1, ..., n,

showing that x is just a way of representing xt as a linear combination of
sine waves with frequencies ωk ∈ Fn.

Definition 4.12. The periodogram of {x1, ..., xn} is the function

In(λ) =
1

n

∣∣∣∣ n∑
t=1

xte
−itλ

∣∣∣∣2.
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Remark 4.13. If λ is one of the Fourier frequencies ωk, then In(ωk) = |ak|2,
and so from x and e∗jek we find at once that the squared length of x is

n∑
t=1

|xt|2 = x∗x =

[n/2]∑
k=−[(n−2)/2]

|ak|2 =

[n/2]∑
k=−[(n−2)/2]

In(ωk).

The value of the periodogram at frequency ωk is thus the contribution to
this sum of squares from the “frequency ωk” term akek in x.

�

Proposition 4.14. If x1, ..., xn are any real numbjers and ωk is any of
the nonzero Fourier frequencies 2πk/n in (−π, π], then

In(ωk) =
∑
|h|<n

γ̂(h)e−ihωk ,

where γ̂(h) is the sample ACVF of x1, ..., xn.

Proof: Since
n∑
t=1

e−itωk = 0 if ωk 6= 0, we can subtract the sample

mean x̄ from xt in the defining equation of In(λ) of In(ωk). Hence,

In(ωk) = n−1
n∑
s=1

n∑
t=1

(xs − x̄)(xt − x̄)e−i(s−t)ωk

=
∑
|h|<n

γ̂(h)e−ihωk .

�

In view of the similarity between 2πf(λ) and In(ωk), a natural estimate of
the spectral density f(λ) is In(λ)/(2π). For a very large class of stationary
time series {Xt} with strictly positive spectral density, it can be shown
that for any fixed frequencies λ1, ..., λm such that 0 < λ1 < · · · < λm < π,
the joint distribution function Fn(x1, ..., xm) of the periodogram values
(In(λ1), ..., In(λm)) converges, as n→∞, to F (x1, ..., xm), where

F (x1, ..., xm) =


m∏
i=1

(
1− exp

{
−xi

2πf(λi)

})
, if x1, ..., xm > 0,

0, otherwise,

Thus for large n the periodogram ordinates (In(λ1), ..., In(λm)) are ap-
proximately distributed as independent exponential random variables with
means 2πf(λ1), ..., 2πf(λm), respectively. In particular, for each fixed
λ ∈ (0, π) and ε > 0,

P [|In(λ)− 2πf(λ)| > ε]→ p > 0, as n→∞,

so the probability of an estimation error larger than ε cannot be made
arbitrarily small by choosing a sufficiently large sample size n. Thus,
In(λ) is not a consistent estimator of 2πf(λ).

Since for large n the periodogram ordinates at fixed frequencies are ap-
proximately independent with variances changing only slightly over small
frequency intervals, we might hope to construct a consistent estimator of
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f(λ) by averaging the periodogram estimates in a small frequency inter-
val containing λ, provided that we can choose the interval in such a way
that its width decreases to zero while at the same time the number of
Fourier frequencies in the interval increases to ∞ as n → ∞. This can
be done, since the number of Fourier frequencies in any fixed frequency
interval increases approximately linearly with n. Consider, for example,
the estimator

f̄(λ) =
1

2π

∑
|j|≤m

(2m+ 1)−1In(g(n, λ) + 2πj/n),

where m =
√
n and g(n, λ) is the multiple of 2π/n closest to λ. The

number of periodogram ordinates being averaged is approximately 2
√
n,

and the width of the frequency interval over which the average is taken is
approximately 2

√
n, and the width of the frequency interval over which

the average is taken is approximately 4π/
√
n.

Definition 4.15. A discrete spectral average estimator of the spec-
tral density f(λ) has the form

f̂(λ) =
1

2π

|j|≤mn∑
Wn(j)In(g(n, λ) + 2πj/n),

where the bandwidths mn satisfy

mn →∞ and mn/n→ 0 as n→∞,

and the weight functions Wn(·) satisfy

Wn(j) = Wn(−j), Wn(j) ≥ 0 for all j,∑
|j|≤mn

Wn(j) = 1,

and ∑
|j|≤mn

W 2
n(j)→ 0 as n→∞.

Remark 4.16. The conditions imposed on the sequences {mn} and {Wn(·)}
ensure consistency of f̂(λ) for f(λ) for a very large class of stationary pro-
cesses.

4.3 Time-Invariant Linear Filters
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In Section 1.5 we saw the utility of time-invariant linear fitlers for smooth-
ing the data, estimating the trend, eliminating the seasonal and/or trend
components of the data. A linear process is the output of a time-invariant
linear fitler (TLF) applied to a whtie noise input series. More generally,
we say that the process {Yt} is the output of a linear filter C = {ct,k, t, k =
0,±1, ...} applied to an input process {Xt} if

Yt =

∞∑
k=−∞

ct,kXk, t = 0,±1, ...
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The filter is said to be time-invariant if the weights ct,t−k are indepen-
dent of t, i.e., if

ct,t−k = ψk.

Figure 21: The spectral density estimate, f(λ), 0 < λ ≤ π, of the sunspot
numbers, 1770-1869, with weights { 13 ,

1
3 ,

1
3}.

In this case,

Yt =

∞∑
k=−∞

ψkXt−k

and

Yt−s =

∞∑
k=−∞

ψkXt−s−k,

Figure 22: The spectral density estimate, f(λ), 0 < λ ≤ π, of the sunspot
numbers, 1770-1869, with weights { 1

15 ,
2
15 ,

3
15 ,

3
15 ,

3
15 ,

2
15 ,

1
15 .}.
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so that the time-shifted process {Yt−s, t = 0,±1, ...} is obtained from
{Xt−s, t = 0,±1, ...} by application of the same linear filter ψ = {ψj , j =
0,±1, ...}. The TLF ψ is said to be causal if

ψj = 0 for j < 0,

since then Yt is expressible in terms only of Xs, s ≤ t.
Example 4.17. The filter defined by

Yt = aX−t, t = 0,±1, ...,

is linear but not time-invariant, since ct,t−k = 0 except when 2t = k.
Thus, ct,t−k depends on the value of t.

�

Example 4.18. The filter

Yt = (2q + 1)−1
∑
|j|≤q

Xt−j

is a TLF with ψj = (2q + 1)−1, j = −q, ..., q, and ψj = 0 otherwise.

�

Spectral methods are particularly valuable in describing the behavior
of time-invariant linear filters as well as in designing filters for particular
purposes such as the suppression of high-frequency components. The
following proposition shows how the spectral density of the output of a
TLF is related to the spectral density of the input – a fundamental result
in the study of time-invariant linear filters.

Proposition 4.19. Let {Xt} be a stationary time series with mean zero
and spectral density fX(λ). Suppose that Ψ = {ψj , j = 0,±1, ...} is an

absolutely summable TLF (i.e.,
∞∑

j=−∞
Ψj | <∞). Then the time series

Yt =

∞∑
j=−∞

ΨjXt−j

is stationary with mean zero and spectral density

fY (λ) = |Ψ(e−iλ)|2fX(λ) = Ψ(e−iλ)Ψ(eiλ)fX(λ),

where Ψ(e−iλ) =
∞∑

j=−∞
ψje
−ijλ. (The function Ψ(e−i·) is called the trans-

fer function of the filter, and the squared modulus |Ψ(e−i·)|2 is referred
to as the power transfer function of the filter.)

Proof: Applying Proposition 2.12 (also Proposition 2.2.1 from text
[9]), we see that

γY (h) =

∞∑
j,k=−∞

ψjψkγX(h+ k − j).
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Since {Xt} has spectral density fX(λ), we have

γX(h+ k − j) =

∫ π

−π
ei(h−j+k)λfX(λ)dλ,

which, by substituting γX(h+ k − j) into γY (h), gives

γY (h) =
∞∑

j,k=−∞
ψjψk

∫ π
−π e

i(h−j+k)λfX(λ)dλ

=
∫ π
−π

(
∞∑

j=−∞
ψje
−ijλ

)(
∞∑

k=−∞
ψke

ikλ

)
eihλfX(λ)dλ

=
∫ π
−π e

ihλ

∣∣∣∣ ∞∑
j=−∞

ψje
−ijλ

∣∣∣∣2fX(λ)dλ.

The last expression immediately identifies the spectral density function of
{Yt} as

fY (λ) = |Ψ(e−iλ)|2fX(λ) = Ψ(e−iλ)Ψ(eiλ)fX(λ).

Q.E.D.

Remark 4.20. Recall the proposition. Let {Yt} be a stationary time series

with mean 0 and covariance function γY . If
∞∑

j=−∞
|Ψj | <∞, then the time

series

Xt =

∞∑
j=−∞

ΨjYt−j = Ψ(B)Yt

is stationary with mean 0 and autocovariance function

γX(h) =

∞∑
j=−∞

∞∑
k=−∞

ΨjΨkγY (h+ k − j).

In the special case where {Xt} is a linear process,

γX(h) =

∞∑
j=−∞

ΨjΨj+hσ
2.
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Figure 23: The spectral density f(λ), 0 ≤ λ ≤ π, of Xt = Zt − .9Zt−1 where
{Zt} ∼WN(0, σ2).

Figure 24: The spectral density f(λ), 0 ≤ λ ≤ π, of Xt = Zt − .9Zt−1 where
{Zt} ∼WN(0, σ2).

4.4 The Spectral Density of an ARMA Process

Go back to Table of Contents. Please click TOC In Section 4.1 the spectral

density was computed for an MA(1) and for an AR(1) process. As an
application of Proposition 4.19, we can now easily derive the spectral
density of an arbitrary ARMA(p,q) process.

Theorem 4.21. Spectral Density of an ARMA(p,q) Process: If
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{Xt} is a causal ARMA(p,q) process satisfying φ(B)Xt = θ(B)Zt, then

fX(λ) =
σ2|θ(e−iλ)|2

2π|φ(e−iλ|2 , −π ≤ λ ≤ π.

Because the spectral density of an ARMA process is a ratio of trigono-
metric polynomials, it is often called a rational spectral density.

Proof: From, Xt = χ(B)φ(B)Xt = χ(B)θ(B)Zt = ψ(B)Zt =
∞∑

j=−∞
ψjZt−j ,

{Xt} is obtained from {Zt} by application of the TLF with transfer func-
tion

Ψ(e−iλ) =
θ(e−iλ)

φ(eiλ
.

Since {Zt} has spectral density fZ(λ) = σ2/(2π), the result now follows
from 4.19.

Q.E.D.

Example 4.22. For an AR(2) process becomes

fX(λ) = σ2

2π(1−φ1e−iλ−φ2e−2iλ)(1−φ1eiλ−φ2e2iλ)

= σ2

2π(1+φ2
1+2φ2+φ

2
2+2(φ1φ2−φ1) cosλ−4φ2 cos2 λ)

Figure 25 shows the spectral fitted to the mean-corrected sunspot series.
Notice the well-defined peak in the model spectral density. The frequency
at which this peak occurs can be found by differentiating the denominator
of the spectral density with repect to cosλ and setting the derivative equal
to zero. This gives

cosλ =
φ1φ2 − φ1

4φ2
= 0.849.

The corresponding freuqency is λ = 0.556 radians per year, or equivalently
c = λ/(2π) = 0.0885 cycles a per year, and the corresponding period is
therefore 1/0.0885 = 11.3 years. The model thus reflects the approximate
cyclic behavior of the data already pointed out in Example 4.2.2 of text
[9]. The model spectral density in Figure 25 should be compared with the
rescaled periodogram of the data nad the nonparametric spectral density
estimates of Figures 4.9-4.11 [9].
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Figure 25: The spectral density fX(λ), 0 ≤ λ ≤ π of the AR(2) model Xt −
1.318Xt−1 + 0.634Xt−2 = Zt, {Zt} ∼ WN(0, 289.2) [9] fitted to the mean-
corrected sunspot series.

�

5 Modeling and Forecasting with
ARMA Processes

Go back to Table of Contents. Please click TOC

The determination of an appropriate ARMA(p,q) model to represent an
observed stationary time series involves a number of interrelated problems.
These include the choice of p and q (order selection) and estimation of the
mean, the coefficients φi, i = 1, ..., p}, {θi, i = 1, ..., q}, and the white noise
variance σ2. Final selection of the model depends on a variety of goodness
of fit tests, although it can be systematized to a large degree by use of
criteria such as minimization of the AICC statistic as discussed in Section
5.5.

This chapter is primarily devoted to the problem of estimating the
parameters φ = (φi, ..., φp)h

′, θ = 9θi, ..., θq)h
′, and σ2 when p and q

are assumed to be known, but the crucial issue of order selection is also
considered. It will be assumed throughout (unless the mean is believed a
priori to be zero) that the data have been “mean-corrected” by subtraction
of the sample mean, so that is is appropriate to fit z zero-mean ARMA
model to the adjusted data x1, ..., xn. If the model fitted to the mean-
corrected data is

φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2),

then the corresponding model for the original stationary series {Yt} is

found on replacing Xt for each t by Yt − ȳ, where ȳ = n−1
n∑
j=1

yj is the

sample mean of the original data, treated as a fixed constant.
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When p and q are known, good estimators of φ and θ can be found by
imagining the data to be observations of a stationary Gaussian time series
and maximizing the likelihood with respect to the p + q + 1 parameters
φ1, ..., φp, θ1, ..., θq and σ2. The estimators obtained by this procedure are
known as maximum likelihood (or maximum Gaussian likelihood) estima-
tors. Maximum likelihood estimation is discussed in Section 5.2. Maxi-
mization of the likelihood and selection of the minimum AICC model over
a specified range of p and q values can be found in programs.

5.1 Preliminary Estimation

Go back to Table of Contents. Please click TOC

In this section we shall consider four techniques for preliminary estimation
of the parameters φ(φ1, ..., φp)

′, θ = (θ1, ..., φp)
′, and σ2 from observations

x1, ..., xn of the causal ARMA(p, q) process defined by

φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2).

The Yule-Walker and Burg procedures apply to the fitting of pure autore-
gressive models.

5.1.1 Yule-Walker Estimation

Go back to Table of Contents. Please click TOC

For a pure autoregressive model the moving-average polynomial θ(z) is
identically 1, and the causality assumption in φ(B)Xt = θ(B)Zt, {Zt} ∼
WN(0, σ2) allows us to write Xt in the form

Xt =

∞∑
j=0

ψjZt−j ,

where, from Section 3.1, ψ(z) =
∞∑
j=0

ψjz
j = 1/φ(z). Multiplying each side

of φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2) by Xt−j , j = 0, 1, 2, ..., p, taking

expectations, and using Xt =
∞∑
j=0

ψjZt−j to evaluate the right-hand side

of the first equation, we obtain the Yule-Walker equations

Γpφ = γp

and
σ2 = γ(0)− φ′γp,

where Γp is the covariance matrix [γ(i− j)]pi,j=1 and γp = (γ(1), ..., γ(p))′.

These equations can be used to determine γ(0), ..., γ(p) from σ2 and φ.
On the other hand, if we replace the covariances γ(j), j = 0, ..., p, ap-

pearing in Γpφ and σ2 = γ(0)−φ′γp by corresponding sample covariances
γ̂(j), we obtain a set of equations for the so-called Yule-Walker estimators
φ̂ and σ̂2 of φ and σ2, namely,

Γ̂pφ̂ = γ̂p
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and
σ̂2 = γ̂(0)− φ̂′γ̂p,

where Γ̂p = [γ̂(i− j)]pi,j=1 and γ̂p = (γ̂(1), ..., γ̂(p))′.

If γ̂(0) > 0, then Γ̂m is nonsingular for every m = 1, 2, ..., so we can
rewrite the above equations in the following form:

Definition 5.1. Sample Yule-Walker Equations:

φ̂ = (φ̂1, ..., φ̂p)
′ = R̂−1

p ρ̂p

and
σ̂2 = γ̂(0)[1− ρ̂pR̂−1

p ρ̂p],

where ρ̂p = (ρ̂(1), ..., ρ̂(p))′ = γ̂p/γ̂(0).

With φ̂ as defined by φ̂ = (φ̂1, ..., φ̂p)
′ = R̂−1

p ρ̂p in the definition, it

can be shown that 1− φ̂1z − · · · − φ̂pzp 6= 0 for |z| ≤ 1. Hence the fitted
model

Xt − φ̂1Xt−1 − · · · − φ̂pXt−p = Zt, {Zt} ∼WN(0, σ̂2)

is causal. The autocovariances γF (h), h = 0, ..., p, of the fitted model
therefore satisfy the p+ 1 linear equations

γF (h)− φ̂1γF (h− 1)− · · · − φ̂pγF (h− p) =

{
0, h = 1, ..., p,
σ̂2, h = 0.

However, from Γpφ = γp and σ2 = γ(0)−φ′γp we see that the solution of
these equations is γF (h) = γ̂(h), h = 0, ..., p, so that the autocovariances
of the fitted model at lags 0, 1, ..., p coincide with the corresponding sample
autocovariances.

The argument of the preceding paragraph shows that for every non-
singular covariance matrix of the form Γp+1 = [γ(i − j)]p+1

i,j=1 there is an
AR(p) process whose auto covariances at lags 0, ..., p are γ(0), ..., γ(p).
There may not, however, be an MA(p) process with this property.

It is often the case that moment estimators, i.e., estimators that (like
φ̂) obtained by equating theoretical and sample moments, have much
higher variances than estimators obtained by alternative methods such
as maximum likelihood. However, the Yule-Walker estimators of the
coefficients φ1, ..., φp of an AR(p) process have approximately the same
distribution for large samples as the corresponding maximum likelihood
estimators. For our purposes it suffices to note the following:

Definition 5.2. Large-Sample Distribution of Yule-Walker Esti-
mators:

For a large sample from an AR(p) process,

φ̂ ≈ N(φ, n−1σ2Γ−1
p ).

If we replace σ2 and Γp by their estimates σ̂2 and Γ̂p, we can use
this result to find large-sample confidence regions for φ and each of its
components as below.

Order Selection
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In practice we do not know the true order of the model generating
the data. In fact, it will usually be the case that there is no true AR
model, in which case our goal is simply to find one that represents the
data optimally in some sense.

• Some guidance in the choice of order is provided by a large-sample
result, which states that if {Xt} is the causal AR(p) process defined
by φ(B)Xt = θ(B)Zt, {Zt} ∼ iid(o0, σ2) and if we fit a model with
order m > p using the Yule-Walker equations, i.e., if we fit a model
with coefficient vector

φm = R̂−1
m ρ̂, m > p,

then the last component, φ̂mm, of the vector φ̂m is approximately
normally distributed with mean 0 and variance 1/n, Notice that
φ̂mm is exactly the sample partial autocorrelation at lag m.

• A more systematic approach to order selection is to find the values
of p and φp that minimize the AICC statistic

AICC = −2 lnL(φp, S(φp)/n) + 2(p+ 1)n/(n− p− 2),

where L is the Gaussian likelihood in

L(φ, θ, σ2) =
1√

(2πσ2)nr0 . . . rn−1

exp

{
− 1

2σ2

n∑
j=1

(Xj − X̂j)2

rj−1

}
and S is defined in

S(φ̂, θ̂) =

n∑
j=1

(Xj − X̂j)2/rj−1.

Definition 5.3. The fitted Yule-Walker AR(m) model is

Xt − φ̂m1Xt−1 − · · · − φ̂mmXt−m = Zt, {Zt} ∼WN(0, v̂m),

where
φ̂m = (φ̂m1, ..., φ̂mm)′ = R̂−1

m ρ̂

and
v̂m = γ̂(0)[1− ρ̂′mR̂−1

m ρ̂m].

For both approaches to order selection we need to fit AR models of
gradually increasing order to our given data. The problem of solving
the Yule-Walker equations with gradually increasing orders has already
been encountered in a slightly different context in Section 2.5.1, where
we derived a recursive scheeme for solving the equations Γpφ = γp and
σ2 = γ(0) − φ′γp, with p successively taking the values 1,2, .... Here
we can use exactly the same scheme (the Durbin-Levinson algorithm) to
solve the Yule-Walker equations Γ̂pφ̂ = γ̂p and σ̂2 = γ̂(0)− φ̂′γ̂p, the only
difference being that the covariances in the original formulas are replaced
by their sample sample counterparts.

Confidence Regions for the Coefficients
Under the assumption that the order p of the fitted model is the correct

value, we can use the asymptotic distribution of φ̂p to derive approximate
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lrage-sample confidence regions for the true coefficient vector φp and for its
individual components φpj . Thus, if χ2

1−α(p) denotes the (1−α) quantile
of the chi-squared distribution with p degrees of freedom, then for large
sample-size n the region{

φ ∈ Rp : (φ̂p − φ)′Γ̂p(φ̂p − φ) ≤ n−1v̂pχ1−α(p)
}

contains φp with probability close to (1 − α). Similarly, if Φ1−α denotes
the (1−α) quantile of the standard normal distribution and v̂jj is the jth
diagonal element of v̂pΓ

−1
p , then for large n the interval bounded by

φ̂pj ± Φ1−α/2n
−1v̂

1/2
jj

contains φpj with probability close to (1− α).
Relative Efficiency of Estimators
The performance of two copmeting estimators is often measured by

computing their asymptotic relative efficiency. In a general statistics esti-
mation problem, suppose θ̂

(1)
n and θ̂

(2)
n are two estimates of the parameter

θ in the parameter space Θ based on the observations X1, ..., Xn. If θ̂
(i)
n

is approximately N(θ, σ2
i (θ)) for large n i = 1, 2, then the asymptotic

efficiency of θ̂
(1)
n relative to θ̂

(2)
n is defined to be

e
(
θ, θ̂(1), θ̂(2)

)
=
σ2
2(θ)

σ2
1(θ)

.

If e(θ, θ̂(1)) ≤ 1 for all θ ∈ Θ, then we say that θ̂
(2)
n is a more

efficient estimator of θ than θ̂
(1)
n (strictly more efficient if in addition,

e(θ, θ̂(1), θ̂(2)) ≤ 1 for for some θ ∈ Θ).

5.1.2 Burg’s Algorithm

Go back to Table of Contents. Please click TOC

The Yule-Walker coefficients φ̂p1, ..., φ̂pp are precisely the coefficients of
the best linear predictor of Xp+1 in terms of {Xp, ..., X1} under the as-
sumption that the ACF of {Xt} coincides with the sample ACF at lags
1, ..., p.

Burg’s algorithm estimates the PACF {φ11, φ22, ...} by successively
minimizing sums of squares of forward and backward one-step prediction
errors with respect to the coefficients φii. Given observations {x1, ..., xn}
of a stationary zero-mean time series {Xt} we define ui(t), t = i+ 1, ..., n,
0 ≤ i < n, to be the difference between xn+1+i−t and the best linear esti-
mate of xn+1+i−t in terms of the preceding i obserbations. Similarly, we
define vi(t), t = i+1, ..., n, 0 ≤ i < n, to be the difference between xn+1−t
and the best linear estimate of xn+1−t in terms of the subsequent i obser-
vations. It can be shown that the forward and backward prediction
errors {ui(t)} and {vi(t)} satisfy the recursions

u0(t) = v0(t) = xn+1−t,

ui(t) = ui−1(t− 1)− φiivi−1(t),

and
vi(t) = vt−1(t)− φiiui−1(t− 1).
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Burg’s estimate φ
(B)
11 of φ11 is found by minimizing

σ2
1 :=

1

2(n− 1)

n∑
t=1

[u2
1(t) + v21(t)]

with respect to φ11. This gives corresponding numerical values for u1(t)
and v1(t) and σ2

1 that can then be substituted into equations above with
i = 2. Then we minimize

σ2
2 :=

1

2(n− 2)

n∑
t=3

[u2
2(t) + v22(t)]

with respect to φ22 to obtain the Burg estimate φ
(B)
22 of φ22 and corre-

sponding value of u2(t), v2(t), σ2
2 . This process can clearly be contin-

ued to obtain estimates φ
(B)
pp and corresponding minimum values, σ

(B)2
p ,

p ≤ n − 1. Estimates of the coefficients φpj , 1 ≤ j ≤ p − 1, in the best
linear predictor

PpXp+1 = φp1Xp + · · ·+ φppX1

are then found by substituting the estimates φ
(B)
ii , i = 1, ..., p, for φii in

the recursions of

φnn =

[
γ(n)−

n−1∑
j=1

φn−1γ(n− j)
]
v−1
n−1,

 φn1
...

φn,n−1

 =

 φn−1,1

...
φn−1,n−1

− φnn
φn−1,n−1

...
φn−1,1


and

vn = vn−1[1− φ2
nn].

The resulting estimtates of φpj , j = 1, ..., p, are the coefficient estimates
of the Burg AR(p) model for the data {x1, ..., xn}. The Burg estimate of

the whtie noise variance is the minimum value σ
(B)2
p found in the determi-

nation of φ
(B)
pp . The calculation of the estimates of φpp and σ2

p described
above is equivalent to solving the following recursions:

Algorithm 5.4. Burg’s Algorithm:

d(1) =
n∑
t=2

(u2
0(t− 1) + v20(t),

φ
(B)
ii = 2

d(i)

n∑
t=i+1

vt−1(t)ut−1(t− 1),

d(i+ 1) = (1− φ(B)2
ii )d(i)− v2i (i+ 1)− u2

i (n),

σ
(B)2
i = [(1− φ(B)2

ii d(i)]/[2(n− i)].

The large-sample distribution of the estimated coefficients for the Burg
estimators of the coefficients of an AR(p) process is the same as for the
Yule-Walker estimators, namely, N(φ, n−1σ2Γ−1

p ). Approximate large-
sample confidence intervals for the coefficients can be found as in Section
5.1.1 by substituting estimated values for σ2 and Γp.
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5.1.3 The Innovations Algorithm

Go back to Table of Contents. Please click TOC

Just as we can fit autoregressive models of orders 1, 2, ... to the data
{x1, ..., xn} by applying the Durbin-Levinson algorithm to the sample au-
tocovariances, we can also fit moving average models

Xt = Zt + θ̂m1Zt−1 + · · ·+ θ̂mmZt−m, {Zt} ∼WN(0, v̂m)

of orders m = 1, 2, ... by means of the innovations algorithm (Section
2.5.2). The estimated coefficient vectors θ̂m := (θ̂m1, ..., θ̂mm)′ and white
noise variances v̂m, m = 1, 2, ..., are specified in the following definition.

Definition 5.5. The fitted innovations MA(m) model is

Xt = Zt + θ̂m1Zt−1 + · · ·+ θ̂mmZt−m, {Zt} ∼WN(0, v̂m),

where θ̂m and v̂m are obtained from the innovations algorithm with the
ACVF replaced by the sample ACVF.

Remark 5.6. If can be shown (see Brockwell and Davis, 1988) [10] that if
{Xt} is an invertible MA(q) process

Xt = Zt + θ1Zt−1 + · · ·+ θqZt−q, {Zt} ∼ IID(0, σ2),

with E(Z4
t ) < ∞, and if we define θ0 = 1 and θj = 0 for j > q, then the

innovation estimates have the following large-sample properties. If n→∞
and m(n) is any sequence of positive integers such that m(n) → ∞ but
n−1/3m(n) → 0, then for each positive integer k the joint distribution
function of

n1/2(θ̂m1 − θ1, θ̂m2 − θ2, ..., θ̂mk − θk)′

converges to that of the multivariate normal distribution with mean 0 and
covariance matrix A = [aij ]

k
i,j=1, where

aij =

min(i,j)∑
r=1

θi−rθj−r.

This result enables us to find approximate large-sample confidence inter-
vals for the moving-average coefficients from the innovation estimates as
deescribed in below. Moreover, the estimator v̂m is consistent for σ2 in
the sense that for every ε > 0, P (|v̂m − σ2| > ε)→ 0 as m→∞.

�

Remark 5.7. Although the recursive fitting of moving-average models us-
ing the innovations algorithm is closely analogous to the recursive fitting of
autoregressive models using the Durbin-Levinson algorithm, there is one
important distinction. For an AR(p) process the Yule-Walker and Burg
estimators φ̂p are consistent estimators of (φ1, ..., φp)

′ as the sample size
n→∞. However, for an MA(q) process the estimator θ̂q = (θq1, ..., θqq)

′

is not consistent for (θ1, ..., θq)
′. For consistency it is necessary to use

the estimators (θm1, ..., θmq)
′ with m(n) satisfying the conditions of Re-

mark 5.6. The choise of m for any fixed sample size can be made by
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increasing m until the vector (θm1, ..., θmq)
′ stabilizes. It is found in prac-

tice that there is a large range of values of m for which the fluctuations
in θnj are small compared with the estimated asymptotic standard de-

viation n−1/2(
j−1∑
i=0

θ̂2mi)
1/2 as found from aij =

min(i,j)∑
r=1

θi−rθj−r when the

coefficients θj are replaced by their estimated values θ̂mj .

�

Order Selection
Three useful techniques for selecting an appropriate MA model are

given below. The third is more systematic and extends beyond the narrow
class of pure moving-average models.

• From Section 3.2.2 that for an MA(q) processthe autocorrelations
ρ(m), m > q, are zero. Moreover, we know from Bartlett’s formula
(Section 2.4) that the sample autocorrelation ρ̂(m), m > q, is ap-
proximately normally distributed with mean ρ(m) = 0 and variance
n−1[1 + 2ρ2(1) + · · · + 2ρ2(q)]. This result enables us to use the
graph of ρ̂(m), m = 1, 2, ..., both to decide whether or not a given
data set can be plausibly modeled by a moving-average process and
also to obtain a preliminary estimate of the order q as the smallest
value of m such that ρ̂(k) is not significantly different from zero for
all k > m. For practical purposes “significantly different from zero”
is often interpreted as “larger than 1.96/

√
n” in absolute value”.

• If in addition to examining ρ̂(m), m = 1, 2, ..., we examine the co-
efficient vectors θ̂m, m = 1, 2, ..., we are able not only to assess the
appropriateness of a moving-average model and estimate its order q,
but at the same time to obtain preliminary estimates θ̂m1, ..., θ̂mq of
the coefficients. By inspecting the estimated coefficients θ̂m1, ..., θ̂mm
for m = 1, 2, ... and the ratio of each coefficient estimate θ̂mj to 1.96

times its approximate standard deviation σj = n−1/2[
j−1∑
t=0

θ̂2ni]
1/2, we

can see which of the coefficient estimates are most significantly dif-
ferent from zero, estimate the order of the model to be fitted as the
largest lag j for which the ratio is larger than 1 in absolute value,
and at the same time read off estimated values for each of the coef-
ficients. A default value of m is set by the propgram, but it may be
altered manually. As m is increased the values θ̂m1, ..., θ̂mm stabilize
in the sense that the fluctuations in each component are of order
n−1/2, the asymptotic standard deviation of θm1.

• As for autoregressive models, a more systematic approach to order
selection for moving-average models is to find the values of q and
θ̂q = (θ̂m1, ..., θ̂mq)

′ that minimize the AICC statistic

AICC = −2 lnL(θq, S(θq)/n) + 2(q + 1)n/(n− q − 2),

where L is the Gaussian likelihood defined in

L(φ, θ, σ2) =
1√

(2πσ2)nr0 . . . rn−1

exp

{
− 1

2σ2

n∑
j=1

(Xj − X̂j)2

rj−1

}
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and S is defined in

S(φ̂, θ̂) =

n∑
j=1

(Xj − X̂j)2/rj−1.

Innovations Algorithm Estimates when p > 0 and q > 0
The causality assumption (Section 3.1) unsures that

Xt =

∞∑
j=0

ψjZt−j ,

where the coefficients ψj satisfy

ψj = θj +

min(j,p)∑
i=1

φiψj=i, j = 0, 1, ...,

and we define θ0 := 1 and θj := 0 for j > q. To estimate ψ1, ..., ψp+q
we can use the innovation estimates θ̂m1, ..., θ̂m,p+q, whose large-sample
behavior is specified in Remark 5.6. Replacing ψj by θ̂mj in ψj and solving
the resulting equations

θ̂mj = θj +
∑
i=1

min(j,p)

φiθ̂m,j−i, j = 1, ..., p+ q,

for φ and θ, we obtain initial parameter estimates φ̂ and θ̂. To solve θ̂mj
we first find φ from the last q equations:

θ̂m,q+1

θ̂m,q+2

...

θ̂m,q+p

 =


θ̂mq θ̂m,q−1 . . . θ̂m,q+1−p

θ̂m,q+1 θ̂m,q . . . θ̂m,q+2−p
...

...
. . .

...

θ̂m,q+p−1 θ̂m,q+p−2 . . . θ̂m,q



φ1

φ2

...
φp


Having solved the above equations for φ̂ (which may not be causal), we
can easily determine the estimate of θ from

θ̂j = θ̂mj −
min(j,p)∑
i=1

φ̂iθ̂m,j−i, j = 1, ..., q

Finally, the white noise variance σ2 is estimated by

σ̂2 = n−1
n∑
t=1

(Xt − X̂t)2/rt−1,

where X̂t is the one-step predictor of Xt computed from the fitted coeffi-
cient vectors φ̂ and θ̂, and rt−1 is defined in page 101 of text [9]

E(Xn+1 − X̂n+1)2 = σ2E(Wn+1 − Ŵn+1) = σ2rn.

Order Selection for Mixed Models
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For models with p > 0 and q > 0, the sample ACF and PACF are
difficult to recognize and are of far less value in order selection than in
the special cases where p = 0 or q = 0. A systematic approach, however,
is still available through minimization of the AICC statistic

AICC = −2 lnL(φp, θq, S(φp, θq)/n) + 2(p+ q + 1)n/(n− p− q − 2),

which is discussed in more detail in Section 5.5.

5.1.4 The Hannan-Rissanen Algorithm
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The defining equations for a causal AR(p) model have the form of a linear
regression model with coefficient vector φ = (φ1, ..., φp)

′. This suggests
the use of simple least squares regression for obtaining preliminary pa-
rameter estimates when q = 0. Application of this technique when q > 0
is complicated by the fact that in the general ARMA(p, q) equations Xt
is regressed not only on Xt−1, ..., Xt−p, but also on unobserved quanti-
ties Zt−1, ..., Zt−q. Nevertheless, it is still possible to apply least squares
regression to the estimation of φ and θ by first replacing the unobserved
quantities Zt−1, ..., Zt−q in φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2) by esti-
mated values Ẑt−1, ..., Ẑt−q. The parameters φ and θ are then estimated
by regressing Xt onto Xt−1, ..., Xt−p, Ẑt−1, ..., Ẑt−q. These are the main
steps.

Step 1. A high order AR(m) model (with m > max(p, q)) is fitted to
the data using the Yule-Walker estimates. If (φ̂m1, ..., φ̂mm)′ is the vector
of estimated coefficients, then the estimated residuals are computed from
the equations

Ẑt = Xt − φ̂m1Xt−1 − · · · − φ̂mmXt−m, t = m+ 1, ..., n.

Step 2. Once the estimated residuals Ẑt, t = m+ 1, ..., n, have been
computed as in Step 1, the vector of parameters, β = (φ′, θ′)′ is estimated
by least squares linear regression ofXt onto (Xt−1, ..., Xt−p, Ẑt−1, ..., Ẑt−q),
t = m+ 1 + q+, ..., n, i.e., by minimizing the sum of squares

S(β) =

n∑
t=m+1+q

(Xt − φ1Xt−1 − · · · − φpXt−p − θ1Ẑt−p − · · · − θqẐt−q)2

with respect to β. This gives the Hannan-Rissanen estimator

β̂ = (Z′Z)−1Z′Xn,

where Xn = (Xm+1+q, ..., Xn)′ and Z is the (n−m− q)× (p+ q) matrix

Z =


Xm+q Xm+q−1 . . . Xm+q+1−p Ẑm+q Ẑm+q−1 . . . Ẑm+1

Xm+q+1 Xm+q . . . Xm+q+2−p Ẑm+q+1 Ẑm+q . . . Ẑm+2

...
...

. . . . . . . . . . . . . . .
. . .

...

Xn−1 Xn−2 . . . Xn−p Ẑn−1 Ẑn2 . . . Ẑn−q


(If p = 0, Z contains only the last q columns.) The Hannan-Rissanen
estimate of the white noise variance is

σ̂HR =
S(β̂)

n−m− q .
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5.2 Maximum Likelihood Estimation

Go back to Table of Contents. Please click TOC Suppose that {Xt} is a

Gaussian time series with mean zero and autocovariance function κ(i, j) =
E)XiXj). Let Xn = (X1, ..., Xn)′ and let X̂n = (X̂1, ..., X̂n)′, where
X̂1 = 0 and X̂j = E(Xj |X1, ..., Xj−1) = Pj−1Xj , j ≥ 2. Let Γn denote
the covariance matrix Γn = E(XnX′n), and assume that Γn is nonsingular.

The likelihood of Xn is

L(Γn) = (2π)−n/2(det Γn)−1/2 exp

(
− 1

2
X′nΓ−1

n Xn

)
.

As we shall now show, the direct calculation of det Γn and Γ−1
n can

be avoided by expressing this in terms of the one-step prediction errors
Xj − X̂j and their variances vj−1, j = 1, ..., n, both of which are easily
calculated recursively from the innovations algorithm.

Let θij , j = 1, ..., oi, i = 1, 2, ..., denote the coefficients obtained when
the innovations algorithm is applied to the autocovariance function κ of
{Xt}, and let Cn be the n×n lower triangular matrix defined in Section
2.5.2. From Xn = Cn(Xn − X̂n) we have the identify

Xn = Cn(Xn − X̂n).

We also know from remark below (from Section 2.5.2.) that the compo-
nents of Xn− X̂n are uncorrelated. Consequently, by the definition of vj ,
Xn − X̂n has the diagonal covariance matrix

Dn = diag{v0, ..., vn−1}.

From Xn = Cn(Xn − X̂n) and
∑

YY = B
∑

XXB
′ we conclude that

Γn = CnDnC
′
n.

From Xn = Cn(Xn − X̂n) and Γn = CnDnC
′
n we see that

X′nΓ−1
n Xn = (Xn − X̂n)′D−1

n (Xn − X̂n) =

n∑
j=1

(Xj − X̂j)2/vj−1

and
det Γn = (detCn)2(detDn) = v0v1 . . . vn−1.

The likelihood L(Γn) = (2π)−n/2(det Γn)−1/2 exp

(
− 1

2
X′nΓ−1

n Xn

)
of the

vector Xn therefore reduces to

L(Γn) = √
(2π)nv0 . . . vn−1

exp

(
− 1

2

n∑
j=1

(Xj − X̂j)2/vj−1

)
.

If Γn is expressible in terms of a finite number of unknown parameters
β1, ..., βr (as is the case when {Xt} is an ARMA(p,q) process), the max-
imum likelihood estimators of the parameters are those values that
maximize L for the given data set. When X1, X2, ..., Xn are iid, it is
known, under mild assumptions and for n large, that maximum likeli-
hood estimators are approximately normally distributed with variances
that are at least as small as those of other asymptotically normally dis-
tributed estimators (see, e.g., Lehamnn, 1983) [21].
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Remark 5.8. From Remark 5 on page 73 in text [9]: Whitle the Durbin-
Levinson recursion gives the coefficients of Xn, ..., X1 in the representation

X̂n+1 =
n∑
j=1

φnjXn+1−j , the innovations algorithms gives the coefficients

of (Xn − X̂n), ..., (X1 − X̂1), in the expansion X̂n+1 =
n∑
j=1

θnj(Xn+1−j −

X̂n+1−j). The latter expansion has a number of advantages deriving from
the fact that the innovations are uncorrelated. It can also be greatly
simplified in the case of ARMA(p,q) series, as we shall see in Section 3.3.
An immediate consequence is the innovations representation of Xn + 1
itself. Thus (defining θn0 := 1),

Xn+1 = Xn+1− X̂n+1 + X̂n+1 =

n∑
j=0

θnj(Xn+1−j − X̂n+1−j), n = 0, 1, 2, ...

�

The likelihood for data from an ARMA(p, q) process is easily computed
from the innovations form of the likelihood L(Γn) by evaluating the one-
step predictors X̂i+1 and the corresponding mean squared errors vi.

X̂n+1 =


n∑
j=1

θnj(Xn+1−j − X̂n+1−j), 1 ≤ n < m,

φ1Xn + · · ·+ φpXn+1−p +
q∑
j=1

θnj(Xn+1−j − X̂n+1−j), n ≥ m,

and
E(Xn+1 − X̂n+1)2 = σ2E(Wn+1 − Ŵn+1)2 = σ2rn,

where θnj and rn are determined by the innovations algorithm with κ as
in κ(i, j) in Section 3.3 and m = max(p, q). Subsituting in the general

expression L(Γn) = 1√
(2π)nv0...vn−1

exp

(
− 1

2

n∑
j=1

(Xj − X̂j)2/vj−1

)
, we

obtain the following:

Definition 5.9. The Gaussian Likelihood for an ARMA Process:

L(φ, θ, σ2) =
1√

(2πσ2)nr0 . . . rn−1

exp

{
− 1

2σ2

n∑
j=1

(Xj − X̂j)2

rj−1

}
.

Differentiating lnL(φ, θ, σ2) partially with respect to σ2 and noting
that X̂j and rj are independent of σ2, we find that the maximum likelihood
estimators φ̂, θ̂, and σ̂2 satisfy the following equations:

Definition 5.10. Maximum Likelihood Estimators:

σ̂2 = n−1S(φ̂, θ̂),

where

S(φ̂, θ̂) =

n∑
j=1

(Xj − X̂j)2/rj−1,

and φ̂, θ̂ are the values of φ, θ that minimize

`(φ, θ) = ln(n−1S(φ, θ)) + n−1
n∑
j=1

ln rj−1.
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Least Squares Estimation for Mixed Models
The least squares estimates φ̃ and θ̃ of φ and θ are obtained by min-

imizing the function S rather than l, subject to the constraints that the
model be causal and invertible. The least squares estimate of σ2 is

σ̃2 =
S(φ̃, θ̃)

n− p− q .

Order Selection
In Section 5.1 we introduced minimization of the AICC value as a

major criterion for the selection of the orders p and q. This criterion is
applied as follows:

Definition 5.11. AICC Criterion:
Choose p, q, φp, and θq to minimize

AICC = −2 lnL(φp, θq, S(φp, θq)/n) + 2(p+ q + 1)n/(n− p− q − 2).

For any fixed p and q it is clear that the AICC is minimized when
φp and θq are the vectors that minimze −2 lnL(φp, θq, S(φp, θq)/n), i.e.,
the maximum likelihood estimators. Final decisions with respect to order
selection should therefore be made on the basis of maximum likelihood
estimators (rather than the preliminary estimators of Section 5.1, which
serve primarily as a guide). The AICC statistic and tis justification are
discussed in detail in Section 5.5.

Confidence Regions for the Coefficients
For large sample size the maximum likelihood estimator β̂ of β :=

(φ1, ..., φp, θ1, ..., θq)
′ is approximately normally distributed with mean β

and covariance matrix [n−1V (β)] which can be approximated by 2H−1(β),
where H is the Hessian matrix [∂2`(β)/∂βi∂βj ]

p+q
i,j=1.

Definition 5.12. Large-Sample Distribution of Maximum Likeli-
hood Estimators:

For a large sample from an ARMA(p, q) process,

β̂ ≈ N(β, n−1V (β)).

Example 5.13. An AR(p) model
The asymptotic covariance matrix in this case is the same as that for

the Yule-Walker estimates given by

V (φ) = σ2Γ−1
p .

In the special cases p = 1 and p = 2, we have

AR(1) : V (φ) = (1− φ2
1),

AR(2) : V (φ) =

[
1− φ2

2 −φ1(1 + φ2)
−φ1(1 + φ2) 1− φ2

2

]
�
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Example 5.14. An MA(q) model
Let Γ∗q be the covariance matrix of Y1, ..., Yq, where {Yt} is the autore-

gressive process with autoregressive polynomial θ(z), i.e.,

Yt + θ1Yt−1 + · · ·+ θqYt−q = Zt, {Zt} ∼WN(0, 1).

Then it can be shown that

V (θ) = Γ∗−1
q .

Inspection of the results of Example 5.14 and replacement of φi by −θi
yields

MA(1) : V (θ) = (1− φ2
1),

MA(2) : V (θ) =

[
1− θ22 θ1(1− θ)2)

θ1(1− θ2) 1− θ22

]
�

Example 5.15. An ARMA(1,1) model
For a causal and invertible ARMA(1,1) process with coefficients φ and

θ.

V (φ, θ) =
1 + φθ

(φ+ θ)2

[
(1− φ2)(1 + φθ) −(1− θ2)(1− φ2)
−(1− θ2)(1− φ2) (1− θ2)(1 + φθ)

]
�

5.3 Diagnostic Checking
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Typically, the goodness of fit of a statistical model to a set of data is judged
by comparing the observed values with the corresponding predicted values
obtained from the fitted model. If the fitted model is appropriate, then
the residuals should behave in a manner that is consistent with the model.

When we fit an ARMA(p, q) model to a given series we determine the
maximum likelihood estimators φ̂, θ̂, and σ̂2 of the parameters φ, θ, and
σ. In the course of this procedure the predicted values X̂t(φ̂, θ̂) of Xt
based on X1, ..., Xt−1 are computed for the fitted model. The residuals
are then defined

Ŵt = (Xt − X̂t(φ̂, θ̂))/(rt−1(φ̂, θ̂))1/2, t = 1, ..., n.

If we were to assume that the amximum likelihood ARMA(p, q) model
is the true process generating {Xt}, then we could say that {Ŵt} ∼
WN(0, σ̂2). However, to check the appropriateness of an ARMA(p, q)
model for the data we should assume only that X1, ..., Xn are generated
by an ARMA(p, q) process with unknown parameters φ, θ, and σ2, whose
maximum likelihood estimators are φ̂, θ̂, and σ̂2, respectively. Then it
is not true that {Ŵt} is white noise. Nonetheless Ŵt, t = 1, ...,n, should
have properties that are similar to those of the white noise sequence

Wt(φ, θ) = (Xt − X̂t(φ, θ))/(rt−1(φ, θ))1/2, t = 1, ..., n.

Moreover, Wt(φ, θ) approximates the white noise term in the defin-
ing equation φ(B)Xt = θ(B)Zt in the sense that E(Wt(φ, θ) − Zt)2 → 0
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as t → ∞. Consequently, the properties of the residuals {Ŵt} should
reflect those of the white noise sequence {Zt} generating the underly-
ing ARMA(p,q) process. In particular, the sequence {Ŵt} should be
approximately i uncorrelated if {Zt} ∼ WN(0, σ2), (ii) independent if
{Zt} ∼ IID(0, σ2), and (iii) normally distributed if Zt ∼ N(0, σ2).

The rescaled residuals R̂t, t = 1, ..., n, are obtained by dividing the

residuals Ŵt, t = 1, ..., n, by the estimate σ̂ =

√
(
n∑
t=1

W 2
t )/n of the white

noise standard deviation. Thus,

R̂t = Ŵt/σ̂.

5.4 Forecasting
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Once a model has been fitted to the data, forecasting future values of the
time series can be carried out using the method described in Section 3.3.

5.5 Order Selection
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Once the data have been transformed (e.g., by some combination of Box-
Cox and differencing transformations or by removal of trend and seasonal
components) to the point where the transformed series {Xt} can poten-
tially be fitted by a zero-mean ARMA model, we are faced with the prob-
lem of selecting appropriate values for the orders p and q.

It is not advantageous from a forecasting point of view to choose p and
q arbitrarily large. Fitting a very high order model will generally result in
a small estimated white noise variance, but when the fitted model is used
for froecasting, the mean squared error of the forecasts will depend not
only on the white noise variance of the fitted model but also on errors aris-
ing from estimation of the parameters of the model. These will be larger
for higher-order models. For this reason we need to introduce a “penalty
factor” to discourage the fitting of models with too many parameters.

5.5.1 The FPE Criterion
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The FPE criterion was developed by Akaike (1969) to select the appropri-
ate order of an AR process to fit to a time series {Xt, ..., Xn} [1]. Instead
to choose the order p to make the estmiated whtie noise variance small,
the idea is to choose the model for {Xt} in such a way as to minimize the
one-step mean squared error when the model fitted to {Xt} is used to pre-
dict an independent realization {Yt} of the same process that generated
{Xt}.

Suppose then that {X1, ..., Xn} is a realization of an AR(p) process
with coefficients φ1, ..., φp, are the maximum likelihood estimators of the
coefficients based on {X1, ..., Xn}, are the maximum likelihood estimators
of the coefficients based on {X1, ..., Xn} if we use these to compute the
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one-step predictor φ̂1Yn + · · ·+ φ̂pYn+1−p of Yn+1, then the mean square
prediction error is

E(Yn+1 − φ̂1Yn − · · · − φ̂pYn+1−p)
2

= E[Yn+1 − φ1Yn − · · · − φpYn+1−p − (φ̂1 − φ1)Yn − · · · − (φ̂p − φp)Yn+1−p]
2

= σ2 + E[(φ̂p − φp)′[Yn+1−iYn+1−j ]
p
i,j=1(φ̂p − φ)],

where φ′p = (φ1, ..., φp)
′, φ̂′p = (φ̂1, ..., φ̂p)

′, and σ2 is the white noise vari-
ance of the AR(p) model. Writing the last term in the preceding equation
as the expectation of the conditional expectation given X1, ..., Xn, nad
using the independence of {X1, ..., Xn} and {Y1, ..., Yn}, we obtain

E(Yn+1 − φ̂1Yn − · · · − φ̂pYn+1−p)
2 = σ2 + E[(φ̂p − φp)′Γp(φ̂p − φ)],

where Γp = E[YiYj ]
p
i,j=1. We can approximate the last term by assuming

that n−1/2(φ̂p − φp) has its large-sample distribution N(0, σ2Γ−1
p ). From

Problem 5.13 of text [9], we have

E(Yn+1 − φ̂1Yn − · · · − φ̂pYn+1−p)
2 ≈ σ2(1 +

p

n
).

If σ̂2 is the maximum likelihood estimator of σ2, then for large n, nσ̂2/σ2 is
distributed approximatedly as chi-squared with (n−p) degrees of freedom.
Therefore we replace σ2 in E(Yn+1− φ̂1Yn−· · ·− φ̂pYn+1−p)

2 ≈ σ2(1+ p
n

)
by the estimator nσ̂2/(n−p) to get the estimated mean square prediction
error of Yn+1,

FPEp = σ̂2 n+ p

n− p .

5.5.2 The AICC Criterion
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A more generally applicable criterion for model selection that the FPE
is the information criterion of Akaike (1973) [?], known as the AIC. The
was designed to be an approximately unbiased estimate of the Kullback-
Leibler index of the fitted model relative to the true model (defined below).
Here we use a bias-corrected version of the AIC, referred to as the AICC,
suggested by Hurvich and Tsai (1989) [19].

If X is an n-dimensional random vector whose probability density
belongs to the family {f(·;ψ), ψ ∈ Ψ}, and Kullback-Leibler discrepancy
between f(·;ψ) and f(·; θ) is defined as

d(ψ|θ) = 4(ψ|θ)−4(θ|θ),

where

4(ψ|θ) = Eθ(−2 ln f(X;ψ)) =

∫
Rn
−2 ln(f(x;ψ))f(x; θ)dx

is the Kullback-Leibler index of f(·;ψ) relative to f(·; θ). (Note that in
general, 4(ψ|θ) 6= 4(θ|ψ).) By Jensen’s inequality (see, i.e., Mood et al.,
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1974) [25],

d(ψ|θ) =
∫
Rn −2 ln

(
f(x;ψ)
f(x;θ)

)
f(x; θ)dx

≥ −2 ln

(∫
Rn

f(x;ψ)
f(x;θ)

f(x; θ)dx

)
= −2 ln

(∫
Rn f(x;ψ)dx

)
= 0

with equality holding if and only if f(x;ψ) = f(x; θ).
Given observations X1, ..., X − n of an ARMA process with unknown

parameters θ = (β, σ2), the true model could be identified if it were pos-
sible to compute the Kullback-Leibler discrepancy between all candidate
models and the true model. Since this is not possible, we estimate the
Kullback-Leibler discrepancies and choose the model whose estimated dis-
crepancy (or index) is minimum. In order to do this, we assume that the
true model and the alternatives are all Gaussian. Then for any given
θ = (β, σ2), f(·; θ) is the probability density of (Yt, ..., Yn)′, where {Yt} is
a Gaussian ARMA(p, q) process with coefficient vector β and white noise
variance σ2. (The dependence of θ on p adn q is through the dimension
of the autoregressive and moving-average coefficients inβ.)

Suppose, therefore, that our observations X1, ..., Xn are from a Gaus-
sian ARMA process with parameter vector θ = (β, σ2) and assume for
the moment that the true order is (p, q). Let θ̂ = (β̂, σ̂2) be the maxi-
mum likelihood estimator of θ based on X1, ..., Xn and let Y1, ..., Yn be an
independent realization of the true process (with parameter θ). Then

−2 lnLY (β̂, σ̂2) = −2 lnLX(β̂, σ̂2) + σ̂−2SY (β̂ − n,

where Lx, Ly, SX , and SY are defined as in

L(φ, θ, σ2) =
1√

(2πσ)2r0 . . . rn−1

exp

{
− 1

2σ2

n∑
j=1

(Xj − X̂j)2

rj−1

}
and

S(φ̂, θ̂) =

n∑
j=1

(Xj − X̂j)2/rj−1.

Hence,

Eθ(4(θ̂|θ)) = Eβ,σ2(−2 lnLY (β̂, σ̂2))

= Eβ,σ2(−2 lnLX(β̂, σ̂2)) + Eβ,σ2

(
SY (β̂)

σ̂2

)
− n.

It can be shown using large-sample approximations that

Eβ,σ2

(
SY (β̂)

σ̂2
≈ 2(p+ q + 1)n

n− p− q − 2

)
,

from which we see that −2 lnLX(β̂, σ̂2) + 2(p + q + 1)n/(n − p − q − 2)
is an approximately unbiased estimator of the expected Kullback-Leibler
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index Eθ(4(θ̂|θ)) in Eθ(4(θ̂|θ)). Since the preceding calculation (and the
maximum likeihood estimators β̂ and σ̂2) are based on the assumption
that the true order is (p, q), we therefore select the values of p and q for
our fitted model to be those that minimize AICC(β̂), where

AICC(β) := −2 lnLX(β, SX(β)/n) + 2(p+ q + 1)n/(n− p− q − 2).

The AIC statistic, defined as

AIC(β) := −2 lnLX(β, SX(β)/n) + 2(p+ q + 1),

can be used in the same way. Both AICC(β, σ2) and AIC(β, σ2)can be
defined for arbitrary σ2 by replacing SX(β)/n in the preceding definitions
by σ2. The value SX(β)/n is used in AICC(β), since AICC(β, σ2) (like
AIC(β, σ2)) is minimized for any given β by setting σ2 = SX(β)/n.

For fitting autoregressive models, Monte Carlo studies (Jones, 1975;
Shibata, 1976) [20] [31] suggest that the AIC has a tendency to overesti-
mate p. The penalty factors 2(p+ q+ 1)n/(n− p− q− 2) and 2(p+ q+ 1)
for the AICC and AIC statistics are asymptotically equivalent as n→∞.
The AICC statistic, however, has a more extreme penalty for large-order
models, which counteracts the overfitting tendency of the AIC. The BIC
is another criterion that attempts to correct the overfitting nature of the
AIC. For a zero-mean causal invertible ARMA(p, q) process, it is defined
(Akaike, 1978) [2] to be

BIC = (n− p− q) ln[nσ̂2/(n− p− q)] + n(1 + ln
√

2π)

+(p+ q) ln

[( n∑
t=1

X2
t − nσ̂2

)
/(p+ q)

]
,

where σ̂2 is the maximum likelihood estimate of the white noise variance.
The BIC is a consistent order-selection criterion in the sense that if

the data {X1, ..., Xn} are in fact observations of an ARMA(p,q) process,
and if p̂ and q̂ are the estimated orders found by minimizing the BIC,
then p̂→ p and q̂ → q with probability 1 as n→∞ (Hannan, 1980) [16].
This property is not shared by the AICC or AIC. On the other hand,
order selection by minimization of the AICC, AIC, or FPE is asymptot-
ically efficient for autoregressive processes, while order selection by BIC
minimization is not (Shibata, 1980; Hurvich and Tsai, 1989) [32] [19].
efficiency is a desirable property defined in terms of the one-step mean
square prediction error achieved by the fitted model.

6 Nonstationary and Seasonal Time
Series Models
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In this chapter we shall examine the problem of finding an appropriate
model for a given set of observations {x1, ..., xn} that are not necessarily
generated by a stationary time series.
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6.1 ARIMA Models for Nonstationary Time Se-
ries
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Definition 6.1. If d is a nonnegative integer, then {Xt} is an ARIMA(p, d, q)
process if Yt := (1−B)dXt is a causal ARMA(p, q) process.

This definition means that {Xt} satisfies a difference equation of the
form

φ∗(B)Xt ≡ φ(B)(1−B)dXt = θ(B)Zt, {Zt} ∼WN(0, σ2),

where φ(z) and θ(z) are polynomials of degrees p and q, respectively, and
φ(z) 6= 0 for |z| ≤ 1. The polynomial φ∗(z) has a zero of order d at
z = 1. The process {Xt} is stationary if and only if d = 0, in which case
it reduces to an ARMA(p, q) process.

Notice that if d ≥ 1, we can add an arbitrary polynomial trend of de-
gree (d− 1) to {Xt} without violating the differencing equation φ∗(B)Xt.
ARIMA models are therefore useful for representing data with trend (see
Sections 1.5 and 6.2).

Example 6.2. {Xt} is an ARIMA(1,1,0) process if for some φ ∈ (−1, 1),

(1− φB)(1−B)Xt = Zt, {Zt} ∼WN(0, σ2).

We can then wrtie

Xt = X0 +

t∑
j=1

Yj , t ≥ 1,

where

Yt = (1−B)Xt =

∞∑
j=0

φjZt−j .

A realization of {X1, ..., X200} with X0 = 0, φ = 0.8, and σ2 = 1 is shown
in Figure 26, with the corresponding sample autocorrelation and partial
autocorrelation functions in Figures 27 and 28, respectively.

�
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Figure 26: 200 observations of the ARIMA(1,1,0) series Xt of Example 6.2.

Figure 27: The sample ACF of the data in Figure 26.
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Figure 28: The sample PACF of the data in Figure 26.

6.2 Identification Techniques
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The estimation methods of Chapter 5 enable us to find, for given values
of p and q, an ARMA(p, q) model to fit a given series of data. For this
procedure to be meaningful it must be at least plausible that the data are
in fact a realization of an ARMA proceess and in particular a realization
of a stationary process.

6.3 Unit Roots in Time Series Models
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The unit root problem in time series when either the autoregressive or
moving-average polynomial of an ARMA model has a root on or near
the unit circle. A unit root in either of these polynomials has important
implications for modeling.

6.3.1 Unit Roots in Autoregressions
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In section 6.1 we discussed the use of differencing to transform a non-
stationary time series with a slowly decaying sample ACF and values
near 1 at small lags into one with a rapidly decreasing sample ACF.
The degree of differencing of a time series {Xt} was largely determined
by applying the difference operator repeatedly until the sample ACF
of {OdXt} decays quickly. The differenced time series could then by
modeled by a low-order ARMA(p, q) process, and hence the resulting
ARIMA(p, d, q) model for the original data has an autoregressive poly-
nomial (1 − φ1z − · · · − φpzp)(1 − z)d (see (6.1.1)) with d roots on the
unit circle. In this subsection we discuss a more systematic approach to
testing for the presence of a unit root of the autoregressive polynomial in
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order to decide whether or not a time series should be differenced. This
approach was pioneered by Dickey and Fuller (1979) [12].

Let X1, ..., Xn be observations from the AR(1) model

Xt − µ = φ1(Xt−1 − µ) + Zt, {Zt} ∼WN(0, σ2),

where |φ1| < 1 and µ = E(Xt). For large n, the maximum likelihood esti-
mator φ̂1 of φ1 is approximately N(φ1, (1−φ2

1)/n). For the unit root case,
this normal approximation is no longer applicable, even asymptotically,
which precludes its use for testing the unit root hypothesis H0 : φ1 = 1
vs. H1;φ1 < 1. To construct a test of H0, write the model Xt − µ as

OXt = Xt −Xt−1 = φ∗0 + φ∗1Xt−1 + Zt, {Zt} ∼WN(0, σ2),

where φ∗0 = µ(1− φ1) and φ∗1 = φ1 − 1. Now let φ̂∗1 be the ordinary least
squares (OLS) estimator of φ∗1 found by regressing OXt on 1 and Xt−1.
The estimated standard error of φ̂∗1 is

ŜE(φ̂∗1) = S

( n∑
t=2

(Xt−1 − X̄)2
)−1/2

,

where S2 =
n∑
t=2

(OXt− φ̂∗0− φ̂∗1Xt−1)2/(n−3) and X̄ is the sample mean of

X1, ..., Xn−1. Dickey and Fuller derived the limit distribution as n → ∞
of the t-ratio

τ̂µ := φ̂∗1/ŜE(φ̂∗1)

under the unit root assumption φ∗1 = 0, from which a test of the null
hypothesis H0 : φ1 = 1 can be constructed. The 0.01, 0.05, and 0.10
quantiles of the limit distribution of τ̂µ. The augmented Dickery-Fuller
test then rejects the null hypothesis of a unit root, at say, level 0.05 if
τ̂µ < −2.86. Notice that the cutoff value for this test statistic is much
smaller than the standard cutoff value of -1.645 obtained from the normal
approximation to the t-distribution, so that the unit root hypothesis is
less likely to be rejected using the correct limit distribution.

The above procedure can be extended to the case where {Xt} follows
the AR(p) model with mean µ given by

Xt − µ = φ1(Xt−1 − µ) + · · ·+ φp(Xt−p − µ) + Zt, {Zt} ∼WN(0, σ2).

This model can be rewritten as (see Problem 6.2 of text [9])

OXt = φ∗0 + φ∗1Xt−1 + φ∗2OXt−1 + · · ·+ φ∗pOXt−p+1 + Zt,

where φ0 = µ(1 − φ1 − · · · − φp), φ
∗
1 =

p∑
i=1

φi − 1, and φ∗j = −
p∑
i=j

φi,

j = 2, ..., p. If the autoregressive polynomial has a unit root at 1, then
0 = φ(1) = −φ∗1, and the differenced series {OXt} is an AR(p−1) process.
Consequently, testing the hypothesis of a unit root at 1 of the autoregres-
sive polynomial is equivalent to testing φ∗1 = 0.
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6.3.2 Unit Roots in Moving Averages
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A unit root in the moving-average polynomial can have a number of inter-
pretations depending on the modeling application. For example, let {Xt}
be a causal and invertible ARMA(p, q) process astisfying the equations

φ(B)Xt = θ(B)Zt, {Zt} ∼WN(0, σ2).

Then the differenced series Yt := OXt is a noninvertible ARMA(p, q + 1)
process with moving-average polynomial θ(z)(1−z). Consequently, testing
for a unit root in the moving-average polynomial is equivalent to testing
that the time series has been overdifferenced.

As a second application, it is possible to distinguish between the com-
peting models

OkXt = a+ Vt

and
Xt = c0 + c1t+ · · ·+ ckt

k +Wt,

where {Vt} and {Wt} are invertible ARMA processes. For the former
model the differenced series {OkXt} has no moving-average unit roots,
while for the latter model {OkXt} has a multiple moving-average unit
root of order k. We can therefore distinguish between the two models by
using the observed values of {OkXt} to test for the presence of a moving-
average unit root.

6.4 Forecasting ARIMA Models
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In this section we desmonstrate how the methods of Section 3.3 and 5.4
can be adapted to forecast the future values of an ARIMA(p, d, q) process
{Xt}.

If d ≥ 1, the first and second moments E(Xt) and E(Xt+hXt) are not
determined by the difference equations φ∗(B)Xt ≡ φ(B)(1 − B)dXt =
θ(B)Zt. We cannot expect, therefore, to determine best linear predictors
for {Xt} without further assumptions.

In general, we shall assume that our observed process {Xt} satisfies
the difference equations

(1−B)dXt = Yt, t = 1, 2, ...,

where {Yt} is a causal ARMA(p, q) process, and that the random vector
(X1−d, ..., X0) is uncorrelated with Yt, t > 0. The difference equations
can be rewritten in the form

Xt = Yt −
d∑
j=1

(
d

j

)
(−1)jXt−j , t = 1, 2, ...

It is convenient,m by relabeling the time axis if necessary, to assume that
we observe X1−d, X2−d, ..., Xn or equivalently 1, X1−d, ..., X0, Y1, ..., Yn).

103



Our goal is to compute the best linear predictors PnXn+h. This
can be done by applying the operator Pn to each side of Xt = Yt −
d∑
j=1

(
d
j

)
(−1)jXt−j (with t = n+ h) and using the linearity of Pn to obtain

PnXn+h = PnYn+h −
d∑
j=1

(
d

j

)
(−1)jPnXn+h−j .

Now the assumption that (X1−d, ..., X0) is uncorrelated with Yt, t > 0,
enables us to identify PnYn+h with the best linear predictor of Yn+h in
terms of {1, Y1, ..., Yn}, and this can be calculated as described in Section
3.3. The predictor PnXn+1 is obtained directly from PnXn+h by noting
that PnXn+1−j = Xn+1−j for each j ≥ 1. The predictor PnXn+2 can then
be found from PnXn+h using the previously calculated value of PnXn+1.
The predictors PnXn+3, PnXn+4, ... can be computed recursively in the
same way.

To find the mean squared error of prediction it is convenient to express
PnYn+h in terms of {Xj}. For n ≥ 0 we denote the one-step predictors
by Ŷn+1 = PnYn+1 and X̂n+1 = PnXn+1. Then from Xt and PnXn+h we
have

Xn+1 − X̂n+1 = Yn+1 − Ŷn+1, n ≥ 1.

and hence, if n > m = max(p, q) and h ≥ 1, we can write

PnXn+h =

p∑
i=1

φiPnYn+h−i +

q∑
j=h

θn+h−1,j(Xn+h−j − X̂n+h−j).

Setting φ∗(z) = (1 − z)dφ9z) = 1 − φ∗1z − · · · − φ∗p+dzp+d, we find from
PnXn+h that

PnXn+h =

p+d∑
j=1

φ∗jPnXn+h−j +

q∑
j=h

θn+h−1,j(Xn+h−j − X̂n+h−j),

which is analogous to the h-step prediction formula PnXn+h =
p∑
i=1

φiPnXn+h−i+

q∑
j=h

θn+h−1,j(Xn+h−j−X̂n+h−j) for an ARMA process. The mean squared

error of the h-step predictor is

σ2
n(h) = E(Xn+h − PnXn+h)2 =

h−1∑
j=0

( j∑
r=0

χrθn+h−r−1,j−r

)2

vn+h−j−1,

where θn0 = 1,

χ(z) =

∞∑
r=0

χrz
r = (1− φ∗1z − · · · − φ∗p+dzp+d)−1,

and

vn+h−j−1 = E(Xn+h−j − X̂n+h−j)2 = E(Yn+h−j − Ŷn+h−j)2.
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The coefficients χj can be found from the recursions

χj =

min(p,j)∑
k=1

φkχj−k

with φ∗j replacing φj . For large n we can approximate σ2
n(h), provided

that θ(·) is invertible, by

σ2
n(h) =

j−1∑
j=0

ψ2
jσ

2,

where

ψ(z) =

∞∑
j=0

ψjz
j = (φ∗(z))−1θ(z).

6.4.1 The Forecast Function
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Inspection of equation PnXn+h shows that for fixed n > m = max(p, q),
the h-step predictors

g(h) := PnXn+h,

satisfy the homogeneous linear difference equations

g(h)− φ∗1g(h− 1)− · · · − φ∗p+dg(h− p− d) = 0, h > q,

where φ∗1, ..., φ
∗
p+d are the coefficients of z, ..., zp+d in φ(z)∗ = (1−z)dφ(z).

The solution is well known from the theory of linear difference equations.
If we assume that the zeros of φ(z) (denoted by ξ1, ..., ξp) are all distinct,
then the solution is

g(h) = a0 + a1h+ · · ·+ adh
d−1 + b1ξ

−h
1 + · · ·+ bpξ

−h
p , h > q − p− d,

where the coefficients a1, ..., ad and b1, ..., bp can be determined from the
p+d equations obtained by equating the right-handside of g(h) for q−p−
d < h ≤ q with the corresponding value of g(h) computed numerically (for
h ≤ 0, PnXn+h = Xn+h, and for 1 ≤ h ≤ q, PnXn+h can be computed
from PnXn+h as already described). Once the constants ai and bi have
been evaualted, the algebraic expression g(h) gives the predictors for all
a0, ..., ad, b1, ..., bp are simply the observed values g(h) = Xn=h, −p− d ≤
h ≤ 0, and the expression σ2(h) for the mean sqaured error is exact.

The calculation of the forecast function is easily generalized to deal
with more complicated ARIMA processes.

6.5 Seasonal ARIMA Models

Go back to Table of Contents. Please click TOC We have already seen how

differencing the series {Xt} at lag s is a convenient way of eliminating a
seasonal component of period s. If we fit an ARMA(p,q) model φ(B)Yt =
θ(B)Zt to the differenced series Yt = (1−Bs)Xt, then the model for the
original series is φ(B)(1−Bs)Xt, then the model for the original series is
φ(B)(1− Bs)Xt = θ(B)Zt. This is a special case of the general seasonal
ARIMA (SARIMA) model defined as follows.
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Definition 6.3. If d and D are nonnegative integers, then {Xt} is a
sesonal ARIMA(p, d, q) × (P,D,Q)s process with period s if the
differenced series Yt = (1 − B)d(1 − Bs)DXt is a causal ARMA process
defined by

φ(B)Φ(Bs)Yt = θ(B)Θ(Bs)Zt, {Zt} ∼WN(0, σ2),

where φ(z) = 1− φ1z − · · · − φpzp, Φ(z) = 1− Φ1z − · · · − Φpz
p, θ(z) =

1 + θ1z + · · ·+ θqz
q, and Θ(z) = 1 + Θ1z + . . .ΘQz

Q.

Remark 6.4. Note that the process {Yt} is causal if and only if φ(z) 6= 0
and Φ(z) 6= 0 for |z| ≤ 1. In applications D is rarely more than one, and
P and Q are typically less than three.

�

Remark 6.5. The equation φ(B)Φ(Bs)Yt = θ(B)Θ(Bs)Zt satisfied by the
differenced process {Yt} can be rewritten in the equivalent from

φ∗(B)Yt = θ∗(B)Zt,

where φ∗(·), θ∗(·) are polynomials of degree p+sP and q+sQ, respectively,
whose coefficients can all be expressed in terms of φ1, ..., φp,Φ1, ...,Φp, θ1, ..., θq,
and Θ1, ...,ΘQ. Provided that p < s and q < s, the constraints on the co-
efficients of φ∗(·) and θ∗(·) can all be expressed as multiplicative relations

φ∗is+j = φ∗isφ
∗
j , i = 1, 2, ...; j = 1, ..., s− 1,

and
θ∗is+j = θ∗isθ

∗
j , i = 1, 2, ...; j = 1, ..., s− 1.

In Section 1.5 we discussed the classical decomposition model incorporat-
ing trend, seasonality, and random noise, namely, Xt = mt + st + Yt. In
modeling real data it might not be reasonable to assume, as in the clas-
sical decomposition model, that the seasonal component st repeats itself
precisely in the same way cycle after cycle. Seasonal ARIMA models allow
for randomness in the seasonal pattern from one cycle to the next.

�

6.6 Regression with ARIMA Errors
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6.6.1 OLS and GLS Estimation
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In standard linear regression, the errors (or deviations of the observations
from the regression function) are assumed to be independent are identi-
cally distributed. In many applications of regression analysis, however,
this assumption is cleraly violated, as can be seen by examination of the
residuals from the fitted regression and their sample autocorrelations. It
is often more appropriate to assume that the errors are observations of
a zero-mean second-order stationary process. Since many autocorrelation
functions can be well approximated by the autocorrelation function of a
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suitably chosen ARMA(p, q) process, it is of particular interest to consider
the model

Yt = x′tβ +Wt, t = 1, ..., n,

or in matrix notatio,
Y = Xβ + W,

where Y = (Y1, ..., Yn)′ is the vector of observations at times t = 1, ..., n,
X is the design matrix whose tth row, x′t = (xt1, ..., xtk), consists of the
values of the explanatory variables at time t, β = (β1, ..., β − k)′ is the
vector of regression coefficients, and the components of W = (W1, ...,Wn)′

are values of a causal zero-mean ARMA(p, q) process satisfying

φ(B)Wt = θ(B)Zt, {Zt} ∼WN(0, σ2).

The model Yt arises naturally in trend estimation for time series data.
The ordinary least squares (OLS) estimator of β is the value, β̂OLS ,

which minimizes the sum of squares

(Y−Xβ)′(Y−Xβ) =

n∑
t=1

(Yt − x′tβ)2.

Equating to zero the partial derivatives with respect to each component
of β and assuming (as we shall) that X ′X is nonsingular, we find that

β̂OLS = (X ′X)−1X ′Y.

(If X ′X is singular, β̂OLS is not uniquely determined but still satisfies
β̂OLS with (X ′X)−1 any generalized inverse of X ′X.) The OLS esti-
mate also maximizes the likelihood of the observations when the errors
W1, ...,Wn are iid and Gaussian. If the design matrix X is nonrandom,
then even when the errors are non-Gaussian and dependent, the OLS
estimator is unbiased (ie., E(β̂OLS) = β) and its covariance matrix is

Cov(β̂OLS) = (X ′X)−1X ′ΓnX(X ′X)−1,

where Γn = E(WW′) is the covariance matrix of W.
The generalized least squares (GLS) estimator of β is the value

β̂GLS that minimizes the weighted sum of squares

(Y−Xβ)′Γ−1
n (Y−Xβ).

Differentiating partially with respect to each component of β and setting
the derivatives equal to zero, we find that

β̂GLS = (X ′Γ−1
n X)−1X ′Γ−1

n Y.

If the design matrix X is nonrandom, the GLS estimator is unbiased and
has covariance matrix

Cov(β̂GLS) = (X ′Γ−1
n X)−1.

It can be shown that the GLS estimator is the best linear unbiased es-
timator of β, i.e., for any k-dimensional vector cand for any unbiased
estimator β̂ of β that is a linear function of the observations Y1, ..., Yn,

V ar(c′β̂GLS) ≤ V ar(c′β̂).
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In this sense the GLS estimator is therefore superior to the OLS estimator.
However, it can be computed only if φ and θ are known.

Let V (φ, θ) denote the matrix σ−2Γn and let T (φ, θ) be any square
root of V −1 (i.e., a matrix such that T ′T = V −1). Then we can multiply
each side of Y = Xβ + W, by T to obtain

TY = TXβ + TW,

a regression equation with coefficient vector β, data vector TY, design
matrix TX, and error vector TW. Since the latter has uncorrelated,
zero-mean components, each with variance σ2, the best linear estimator
of β interms of TY (which is clearly the same as the best linear estimator
of β in terms of Y, i.e., β̂GLS) can be obtained by applying OLS estimaton
to the transformed regression equation TY. This gives

β̂GLS = (X ′T ′TX)−1X ′T ′TY,

which is clearly the same as β̂GLS . Cochrane and Orcutt (1949) [11]
pointed out that if {Wt} is an AR(p) process satisfying

φ(B)Wt = Zt, {Zt} ∼WN(0, σ2),

then application of φ(B) to each side of the regression equations Yt =
x′tβ + Wttransforms them into regression equations with uncorrelated,
zero-mean, constant-variance errors, so that ordinary least squares can
again be used to compute best linear unbiased estimates of the components
of β in terms of Y ∗t = φ(B)Yt, t = p + 1, ..., n. This approach eliminates
the need to compute the matrix T but suffers from the drawback that
Y∗ does not contain all the information in Y. Cochrane and Orcutt’s
transformation can be improved, and at the same generalized to ARMA
errors, as follows.

Instead of applying the operator φ(B) to each side of the regression
equations Yt = x′tβ+Wt, we multiply each side of equation Y = Xβ+Wby
the matrix T (φ, θ) that maps {Wt} into the residuals of {Wt} from the
ARMA model, φ(B)Wt = θ(B)Zt. To see that T is a square root of the
matrix V as defined in the previous paragraph, we simply recall that the
residuals are uncorrelated with zero mean and variance σ2, so that

Cov(TW) = TΓnT
′ = σ2I,

where I is the n× n identify matrix. Hence

T ′T = σ2Γ−1
n = V −1.

GLS estimation of β can therefore be carried out by multiplying each
side of Y = Xβ + W by T and applying ordinary least squares to the
transformed regression model. It remains only to compute TY and TX.

6.6.2 ML Estimation
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If (as is usually the case) the parameters of the ARMA(p, q) model for the
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errors are unknown, they can be estimated together with the regression
coefficients by maximizing the Gaussian likelihood

L(β, φ, θ, σ2) = (2π)−n/2(det Γn)−1/2 exp

{
− 1

2
(Y−Xβ)′Γ−1

n (Y−Xβ)

}
,

where Γn(φ, θ, σ2) is the covariance matrix of W = Y−Xβ. Since {Wt} is
an ARMA(p, q) process with parameters φ, θ, σ2), the maximum likelihood
estimators β̂, φ̂, θ̂ are found by minimizing

`(β, φ, θ) = ln(n−1S(β, φ, θ)) + n−1
n∑
t=1

ln rt−1,

where

S(β, φ, θ) =

n∑
t=1

(Wt − Ŵt)
2/rt−1,

Ŵt is the best one-step predictor of Wt, and rt−1σ
2 is its mean squared

error. The function `(β, φ, θ) can be expressed in terms of the observations
{Yt} and the parameters β, φ, and θ using the innovations algorithm (see
Section 3.3) and minimized numerically to give the maximum likelihood
estimators, β̂, φ̂, and θ̂. The maximum likelihood estimator of σ2 is then
given, as in Section 5.2, by σ̂2 = S(β̂, φ̂, θ̂)/n.

An extention of an iterative scheme, proposed by Cochrane and Orcutt
(1949) for the case q = 0, simplifies the minimization considerably [?]. It
is based on the observation that for fixed φ and θ, the value of β that
minimizes `(β, φ, θ) is β̂GLS(φ, θ), which can be computed algebraically
from β̂GLS instead of by searching numerically for the minimizing value.
The scheme is as follows.

(i) Compute β̂OLS and the estimated residuals Yt− t′β̂OLS , t = 1, ..., n.

(ii) Fit an ARMA(p, q) model by maximum Gaussian likelihood to the
estimated residuals.

(iii) For the fitted ARMA model compute the corresponding estimator
β̂GLS from β̂GLS .

(iv) Compute the residuals Yt − x′tβ̂GLS , t = 1, ..., n, and return to (ii),
stopping when the estimators have stablized.

If {Wt} is a causal and invertible ARMA process, then under mild con-
ditions on the explanatory variables xt, the maximum likelihood estimates
are asymptotically independent of the estimated ARMA parameters.

The large-sample covariance matrix of the ARMA parameter estima-
tors, suitably normalized, has a complicated form that involves both the
regression variables xt and the covariance function of {Wt}. It is therefore
convenient to estimate the covariance matrix as −H−1, where H is teh
Hessian matrix of the observed log-likelihood evaluated at its maximum.

The OLS, GLS, and maximum likelihood estimators of the regression
coefficients all have the same aymptotic covariance matrix, so in this sense
the dependence does not play a major role. However, the asymptotic
covariance of both the OLS and GLS estimators can be very inaccurate if
the appropriate covariance matrix Γn is not used in the expressions

Cov(β̂OLS) = (X ′X)−1X ′ΓnX(X ′X)−1,
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and
Cov(β̂GLS) = (X ′Γ−1

n X)−1.

7 Multivariate Time Series
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Many time series arising in practice are best considered as components of
some vector-valued (multivariate) time series {Xt} having not only serial
dependence within each component series {Xti} but also interdependence
between the difference component series {Xti} and {Xtj}, i 6= j. Much of
the theory of univariate time series extends in a natural way to the mul-
tivariate case; however, new problems arise. in this chapter we introduce
the basic properties of multivariate series and consider the multivariate
extensions of some of the techniques developed earlier. In Section 7.1
we introduce two sets of bivariate time series data for which we develop
multivariate models later in the chapter. in Section 7.2 we discuss the
basic properties of stationary multivariate time series, namely, the mean
vector µ = E(Xt) and the covariance matrices Γ(h) = E(Xt+hX

′
t)− µµ′,

h = 0,±1,±2, ..., with reference to some simple examples, including mul-
tivariate white noise. Section 7.3 deals with estimation of µ and Γ(·)
and the question of testing for serial independence on the basis of obser-
vations of X1, ...,Xn. In Section 7.4 we introduce multivariate ARMA
processes and illustrate the problem of multivariate model identification
with an example of a multivariate AR(1) process that also has an MA(1)
representation. The identification problem can be avoided by confining
attention to multivariate autoregressive (or VAR) models. Forecasting
multivariate time series with known second-order properties is discussed
in Section 7.5, and in Section 7.6 we consider the modeling and forecasting
of multivariate time series using the multivariate Yule-Walker equations
and Whittle’s generalization of the Durbin-Levinson algorithm. Section
7.7 contains a brief introduction to the notion of cointegrated time series.

7.1 Examples
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In this section we introduce two examples of bivariate time series. A
bivariate time series is a series of two-dimensional vectors (Xt1, Xt2)′ ob-
served at times t (usually t = 1, 2, 3, ...). The two component series {Xt1}
and {Xt2} could be studied independently as univariate time series, each
characterized, from a second-order point of view, by its own mean and
autocovariance function. Such an approach, however, fails to take into
account possible dependence between the two component series, and such
cross-dependence may be of great importance, for example in predicting
future values of the two component series.

We therefore consider the series of random vectors Xt = (Xt1, Xt2)′

and define the mean vector

µt := E(Xt) =

[
E(Xt1)
E(Xt2)

]
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and covariance matrices

Γ(t+ h, t) := Cov(Xt+h,Xt) =

[
cov(Xt+h,1, Xt1) cov(Xt+h,1, Xt2)
cov(Xt+h,2, Xt1) cov(Xt+h,2, Xt2)

]
.

The bivariate series {Xt} is said to be (weakly) stationary if the mo-
ments µt and Γ(t+ h, t) are both independent of t, in which case we use
the notation

µ = E(Xt) =

[
E(Xt1)
E(Xt2)

]
and

Γ(h) = Cov(Xt+h,Xt) =

[
γ11(h) γ12(h)
γ21(h) γ22(h)

]
.

The diagonal elements are the autocovariance functions of the univariate
series {Xt1} and {Xt2} as defined in Chapter 2, while the off-diagonal
elements are the covariances between Xt+h,i and Xtj , i 6= j. Notice that
γ12(h) = γ21(−h).

A natural estimator of the mean vector µ in terms of the observations
X1, ...,Xn is the vector of sample means

X̄n =
1

n

n∑
t=1

Xt,

and a natural estimator of Γ(h) is

Γ̂(h) =

 n−1
n−h∑
t=1

(Xt+h − X̄n)(Xt − X̄n)′, for 0 ≤ h ≤ n− 1,

Γ̂(−h)′, for − n+ 1 ≤ h < 0.

The correlation ρij(h) between Xt+h,i and Xt,j is estimated by

ρ̂ij(h) = γ̂ij(h)(γ̂ij(0)γ̂jj(0))−1/2.

If i = j, then ρ̂ij reduces to the sample autocorrelation function of the ith
series. These estimators will be discussed in more detail in Section 7.2.

7.2 Second-Order Properties of Multivariate Time
Series
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Consider m time series {Xti, t = 0,±1, ..., } i = 1, ...,m, with E(X2
ti <∞

for all t and i. If all the finite-dimensional distributions of the random
variables {Xti} were multivariate normal, then the distributional proper-
ties of {Xti} would be completely determined by the means

µti := E(Xti)

and the covariances

γij(t+ h, t) := E[(Xt+h,i − µti)(Xtj − µtj)].

Even when the observations {Xti} do not have joint normal distributions,
the quantities µti and γij(t+ h, t) spcify the second-order properties, the
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covariances providing us with a measure of the dependence, not only be-
tween observations in the same series, but also between the observations
in different series.

It is more convenient in dealing with m interrelated series to use vector
notation. Thus, we define

Xt :=

Xt1...
Xtm

 , t = 0,±1, ....

The second-order properties of the multivariate time series {Xt} are then
specified by the mean vectors

µt := E(Xt) =

µt1...
µtm


and covariance matrices

Γ(t+ h, t) :=

 γ11(t+ h, t) . . . γ1m(t+ h, t)
...

. . .
...

γm1(t+ h, t) . . . γmm(t+ h, t)

 ,
where

γij(t+ h, t) := Cov(Xt+h,i, Xt,j).

Remark 7.1. The matrix Γ(t+ h, t) can also be expressed as

Γ(t+ h, t) := E[(Xt+h − µt+h)(Xt − µt)′],

where as usual, the expected value of a random matrix A is the matrix
whose components are the expected values of the components of A.

�

As in the univariate case, a particularly important role is played by
the class of multivariate stationary time series, defined as follows.

Definition 7.2. The m-variate series {Xt} is (weakly) stationary if

(i) µX(t) is independent of t, and

(ii) ΓX(t+ h, t) is independent of t for each h.

For a stationary time series we shall use the notation

µ := E(Xt) =

µ1

...
µm


and

Γ(h) := E[(Xt+h − µ)(Xt − µ)′] =

 γ11(h) . . . γ1m(h)
...

. . .
...

γm1(h) . . . γmm(h)

 .
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We shall refer to µ as the mean of the series and to Γ(h) as the covariance
matrix at lag h. Notice that if {Xt} is stationary with covariance matrix
function Γ(·), then for each i, {Xti} is stationary with covariance function
γii(·). The function γij(·), i 6= j, is called the cross-covariance function of
the two series {Xti} and {Xtj}. It should be noted that γij(·) is not in
general the same as γji(·). The correlation matrix function R(·) is defined
by

R(h) :=

 ρ11(h) . . . ρ1m(h)
...

. . .
...

ρm1(h) . . . ρmm(h)

 ,
where ρij(h) = γij(h)/[γii(0)γjj(0)]1/2. The function R(·) is the covari-
ance matrix function of the normalized series obtained by subtracting µ
from Xt and then dividing each component by its standard deviation.

Proposition 7.3. Basic Properties of Γ(·):
(1) Γ(h) = Γ′(−h),

(2) |γij(h)| ≤ [γii(0)γjj(0)]1/2, i, j,= 1, ...,m,

(3) γii(·) is an autocovariance function, i = 1, ...,m, and

(4)
n∑

j,k=1

a′jΓ(j − k)ak ≥ 0 for all n ∈ {1, 2, ...} and a1, ...,an ∈ Rm.

Proof: The first property follows at once from the definition, the sec-
ond from the fact that correlations cannot be greater than one in absolute
value, and the third from the observations that γii(·) is the autocovari-
ance function of the stationary series {Xti, t = 0,±1, ..., }. Property 4 is
statement of the obvious fact that

E
( n∑
j=1

a′j(Xj − µ)

)2

≥ 0.

Q.E.D.

Remark 7.4. The basic properties of the matrices Γ(h) are shared also by
the coresponding matrices of correlations R(h) = [ρij(h)]mi,j=1, which have
the additional property

ρii(0) = 1, ∀i.
The correlation ρij(0) is the correlation between Xti and Xtj , which is
generally not equal to 1 if i 6= j. It is also possible that |γij(h)| > |γij(0)|
if i 6= j.

Definition 7.5. The m-variate series {Zt} is called white noise with
mean 0 and covariance matrix Σ̄, written

{Zt} ∼WN(0, Σ̄),

if {Zt} is stationary with mean vector 0 and covariance matrix function

Γ(h) =

{
Σ̄, if h = 0,
0, otherwise.
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Definition 7.6. Them-variate series {Zt} is called iid noise with mean
0 and covariance matrix Σ̄, written

{Zt} ∼ iid(0, Σ̄),

if the random vectors {Zt} are independent are identically distributed
with mean 0 and covariance matrix Σ̄.

Definition 7.7. The m-variate series {Xt} is a linear process if it has
the representation

Xt =

∞∑
j=−∞

CjZt−j , {Zt} ∼WN(0, Σ̄),

where {Cj} is a sequence of m×m matrices whose components are abso-
lutely summable.

The linear process Xt is stationary with mean 0 and covariance func-
tion

Γ(h) =

∞∑
j=−∞

Cj+hΣ̄C′j , h = 0,±1, ...

An MA(∞) proceess is a linear process with Cj = 0 for j < 0.
Thus {Xt} is an MA(∞) process if and only if there exists a white noise
sequence {Zt} and a sequence of matrices Cj with absolutely summable
components such that

Xt =

∞∑
j=0

CjZt−j .

Multivariate ARMA processes will be discussed in Section 7.4, where
it will be shown in particular that any causal ARMA(p, q) process can be
expressed as an MA(∞) process, while any invertible ARMA(p, q) pro-
cess can be expressed as an AR(∞) process, i.e., a process satisfying
equations of the form

Xt +

∞∑
j=1

AjXt−j = Zt,

in which the matrices Aj have absolutely summable components.
Second-Order Properties in the Frequency Domain
Provided that the components of the covariance matrix function Γ(·)

have the property
∞∑

h=−∞
|γij(h)| <∞, i, j = 1, ...,m, then Γ has a matrix-

valued spectral density function

f(λ) =
1

2π

∞∑
h=−∞

e−iλhΓ(h), −π ≤ λ ≤ π,

and Γ can be expressed in terms of f as

Γ(h) =

∫ π

−π
eiλhf(λ)dλ.
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The second-order properties of the stationary process {Xt} can therefore
be described equivalently in terms of f(·) rather than Γ(·). Similarly,
{Xt} can therefore be described equivalently in terms of f(·) rather than
Γ(·), Similarly, {Xt} has a spectral representation

Xt =

∫ π

−π
eiλtdZ(λ),

where {Z(λ), −π ≤ λ ≤ π} is process whose components are complex-
valued processes satisfying

E(dZj(λ)dZ̄k(µ)) =

{
fjk(λ)dλ, if λ = µ,
0, if λ 6= µ,

and Z̄k denotes the complex conjugate of Zk.

7.3 Estimation of the Mean and Covariance Func-
tion
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As in the univariate case, the estimation of the mean vector and covari-
ances of a stationary multivariate time series plays an important role in
describing and modeling the dependence structure of the component se-
ries. In this section we introduce estimators, for a stationary m-variate
time series {Xt}, of the comonents µj , γij(h), and ρij(h) of µ, Γ(h), and
R(h), respectively. We also exmaine the large-sample properties of these
estimators.

7.3.1 Estimation of µ
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A natural unbiased estimator of the mean vector µ based on the observa-
tions X1, ...,Xn is the vector of sample means

X̄n =
1

n

n∑
t=1

Xt.

The resulting estimate of the mean of the jth time series is then the

univariate sample mean (1/n)
n∑
t=1

Xtj . If each of the univariate autocovari-

ance functions γii(·), i = 1, ...,m, satisfies the conditions of Proposition
2.15 (see remark), then the consistency of the estimator X̄n can be estab-
lished by applying the proposition to each of the component time series
{Xti}. This immediately gives the following proposition.

Remark 7.8. Recall Proposition 2.15: If {Xt} is a stationary time series
with mean µ and autocovariance function γ(·), then as n→∞,

V ar(X̄n) = E(X̄n − µ)→ 0 if γ(n)→ 0,

nE(X̄n − µ)2 →
∑
|h|<∞

γ(h) if

∞∑
h=−∞

|γ(h)| <∞.
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Proposition 7.9. If {Xt} is a stationary multivariate time series with
mean µ and covariance function Γ(·), then as n→∞,

E(X̄n − µ)′(X̄n − µ)→ 0 if γii(n)→ 0, 1 ≤ i ≤ m,

and

nE(X̄n−µ)′(X̄n−µ)→
m∑
i=1

∞∑
h=−∞

γii(h) if

∞∑
h=−∞

|γii(h)| <∞, 1 ≤ i ≤ m.

Under more restrictive assumptions on the process {Xt} it can also be
shown that X̄n is approximately normally distributed for large n. Deter-
mination of the covariance matrix of this distribution would allow us to
obtain confidence regions for µ. However, this is quite complicated, and
the following simple approximation is useful in practice.

For each i we construct a confidence interval for µi based on the sample
mean X̄i of the univariate series X1i, ..., Xti and combine these to form a
confidence region for µ. If fi(ω) is the spectral density of the ith process
{Xti} and if the sample size n is large, then we know, under the same
conditions as in Section 2.4, that

√
n(X̄i − µi) is approximately normally

distributed with mean zero and variance

2πfi(0) =

∞∑
k=−∞

γii(k).

t can also be shown (see, e.g., Anderson, 1971) [3] that

2πf̂i(0) :=
∑
|h|≤r

(
1− |h|

r

)
γ̂ii(h)

is consistent estimator of 2πfi(0), provided that r = rn is a sequence of
numbers depending on n in such a way that rn → ∞ and rn/n → 0 as
n → ∞. Thus if X̄i denotes the sample mean of the ith process and Φα
is the α-quantile of the standard normal distribution, then the bounds

X̄i ± Φ1−α/2(2πf̂i(0)/n)1/2

are asymptotic (1− α) confidence bounds for µi. Hence

P

(
|µi − X̄i| ≤ Φ1−α/2(2πf̂i(0)/n)1/2, i = 1, ...,m

)
≥ 1−

m∑
i=1

P

(
|µi − X̄i| > Φ1−α/2(2πf̂i(0)/n)1/2

)
.

where the right-handside converges to 1−mα as n → ∞. Consequently,
as n→∞, the set of m-dimensional vectors bounded by{

xi = X̄i ± Φ1−(α/(2m))(2πf̂i(0)/n)1/2, i = 1, ...,m

}
has a confidence coefficient that converges to a value greater than or equal
to 1− α (and substantially greater if m is large). Neverthelss, the region
defined above is easy to determine and is of reasonable size, provided that
m is not too large.
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7.3.2 Estimation of Γ(h)
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As in the univariate case, a natural estimator of the covariance Γ(h) =
E[(Xt+h − µ)(Xt − µ)′] is

Γ̂(h) =

 n−1
n=h∑
t=1

(Xt+h − X̄n)(Xt − X̄n)′ for 0 ≤ h ≤ n− 1,

Γ̂′(−h) for − n+ 1 ≤ h < 0.

Writing γ̂ij(h) for the (i, j)-component of Γ̂(h), i, j = 1, 2, ..., we estimate
the cross-correlations by

ρ̂ij(h) = γ̂ij(h)(γ̂ii(0)γ̂jj(0))−1/2.

If i = j, then ρ̂ij reduces to the sample autocorrelation function of the
ith series.

Theorem 7.10. Let {Xt} be the bivariate time series whose components
are defined by

Xt1 =

∞∑
k=−∞

αkZt−k,1, {Zt1} ∼ IID(0, σ2
1),

and

Xt2 =

∞∑
k=−∞

βkZt−k,2, {Zt2} ∼ IID(0, σ2
2),

where the two sequences {Zt1} and {Zt2} are independent,
∑
k |αk| <∞,

and
∑
k |βk| <∞.

Then for all integers h and k with h 6= k, the random variables n1/2ρ̂12(h)
and n1/2ρ̂12(k) are approximately bivariate normal with mean 0, variance
∞∑

j=−∞
ρ11(j)ρ22(j), and covariance

∞∑
j=−∞

ρ11(j)ρ22(j + k − h), for n large.

[For a related result that does not require the independence of the two
series {Xt1} and {Xt2} see Theorem 7.3.2 from text [9].]

Remark 7.11. Theorem 7.10 is useful in testing for correlation between
two time series. If one of the two processes in the theorem is white noise,
then it follows at once from the theorem that ρ12(h) is approximately
normally distributed with mean 0 and variance 1/n, in which case it is
straightforward to test the hypothesis that ρ12(h) = 0. However, if neither
process is white noise, then a value of ρ̂12(h) that is large relative to n−1/2

does not necessarily indicate that ρ12(h) is different from zero.

�

7.3.3 Testing for Independence of Two Stationary Time
Series
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Since by Theorem 7.10 the large-sample distribution of ρ̂12(h) depends on
both ρ11(·) and ρ22(·), any test for independence of the two component
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series cannot be based solely on estimated values of ρ12(h), h = 0,±1, ...,
without taking into account the nature of the two component series.

This difficulty can be circumvented by “prewhitening” the two series
before computing the cross-correlations ρ̂12(h), i.e., by transforming the
two series to white noise by application of suitable filters. If {Xt1} and
{Xt2} are invertible ARMA(p, q) process, this can be achived by the trans-
formations

Zti =

∞∑
j=0

π
(i)
j Xt−j,i,

where
∞∑
j=0

π
(i)
j zj = φ(i)(z)/θ(i)(z) and φ(i), θ(i) are the autoregressive and

moving-average polynomials of the ith series, i = 1, 2.
To test the hypothesis H0 that {Xt1} and {Xt2} are independent se-

ries, we observe that under H0, the corresponding two prewhitened se-
ries {Zt1} and {Xt2} are independent series, we observe that under H0,
the corresponding two prewhitened series {Zt1} and {Zt2} are also inde-
pendent. Theorem 7.10 then implies that the sample cross-correlations
ρ̂12(h), ρ̂12(k), h 6= k, of {Zt1} and {Zt2} are for large n approximately
independent and normally distributed with means 0 and variances n−1.
An approximate test for independence can therefore be obtained by com-
paring the values of |ρ̂12(h)| with 1.96n−1/2, exactly as in Section 5.3.2.
If we prewhiten only one of the two original series, say {Xt1}, then un-
der H0 Theorem 7.10 implies that the sample cross-correlations ρ̃12(h),
ρ̃12(k), h 6= k, of {Zt1} and {Xt2} are for large n approximately normal
with means 0, variances n−1 and covariance n−1ρ22(k − h), where ρ22(·)
is the autocorrelation function of {Xt2}. Hence, for any fixed h, ρ̃12(h)
also falls (under H0) between the bounds ±1.96n−1/2 with a probability
of approximately 0.95.

7.3.4 Barlett’s Formula
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The following theorem gives a large-sample approximation to the covari-
ances of the sample cross-correlations ρ̂12(h) and ρ̂12(k) of the bivariate
time series {Xt} under the assumption that {Xt} is Gaussian. However, it
is not assumed (as in Theorem 7.10) that {Xt1} is independent of {Xt2}.
Theorem 7.12. Bartlett’s Formula:

If {Xt} is a bivariate Gaussian time series with covariances satisfying
∞∑

h=−∞
|γij(h)| <∞, i, j = 1, 2, then

lim
n→∞

nCov(ρ̂12(h), ρ̂12(k)) =
∞∑

j=−∞

[
ρ11(j)ρ22(j + k − h) + ρ12(j + k)ρ21(j − h)

−ρ12(h){ρ11(j)ρ12(j + k) + ρ22(j)ρ21(j − k)}
−ρ12(j){ρ11(j)ρ12(j + h) + ρ22(j)ρ21(j − h)}

+ρ12(h)ρ12(k)

{
1
2
ρ211(j) + ρ212(j) + 1

2
ρ222(j)

}]
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Corollary 7.13. If {Xt} satisfies the conditions for Bartlett’s formula,
if either Xt1} or {Xt2} is white noise, and if

ρ12(h) = 0, h 6∈ [a, b],

then
lim
n→∞

nV ar(ρ̂12(h)) = 1, h 6∈ [a, b].

7.4 Multivariate ARMA Processes
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Definition 7.14. {Xt} is an ARMA(p, q) process if {Xt} is stationary
and if for every t,

Xt − Φ1Xt−1 − · · · − ΦpXt=p = Zt + Θ1Zt−1 + · · ·+ ΘqZt−q,

where {Zt} ∼WN(0, Σ̄). ({Xt} is an ARMA(p, q) process with mean
µ if {Xt − µ} is an ARMA(p, q) process.)

The definition can be written in the more compact form

Φ(B)Xt = Θ(B)Zt, {Zt} ∼WN(0, Σ̄),

where Φ(Z) := I − Φ1z − · · · − Φpz
p and Θ(z) := I + Θ1z + · · · + Θqz

q

are matrix-valued polynomials, I is the m × m identify matrix, and B
as usual denotes the backward shift operator. (Each component of the
matrices Φ(z), Θ(z) is a polynomial with real coefficients and degree less
than or equal to p, q, respectively.)

Example 7.15. The multivariate AR(1) process.
Setting p = 1 and q = 0 in definition gives the defining equations

Xt = ΦXt−1 + Zt, {Zt} ∼WN(0, Σ̄),

for the multivariate AR(1) series {Xt}. We can express Xt as

Xt =

∞∑
j=0

ΦjZt−j ,

provided that all the eigenvalues of Φ are less than 1 in absolute value,
i.e., provided that

det(I − zΦ) 6= 0 ∀z ∈ C such that |z| ≤ 1.

�

Definition 7.16. Causality:
An ARMA(p, q) process {Xt} is causal, or a causal function of

{Zt}, if there exist matrices {Ψj} with absolutely summable components
such that

Xt =

∞∑
j=0

ΨjZt−j , ∀t.
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Causality is equivalent to the condition

det Φ(z) 6= 0 ∀z ∈ C such that |z| ≤ 1.

The matrices Ψj are found recursively from the equations

Ψj = Θj +

∞∑
k=1

ΦkΨj−k, j = 0, 1, ...,

where we define Θ0 = I, Θj = 0 for j > q, Φj = 0 for j > p, and Ψj = 0
for j < 0.

Definition 7.17. Invertibility:
An ARMA(p, q) process {Xt} is invertible if there exist matrices

{Πj} with absolutely summable components such that

Zt =

∞∑
j=0

ΠjXt−j ∀ t.

Invertibility is equivalent to the condition

det Θ(z) 6= 0 ∀z ∈ C such that |z| ≤ 1.

The matrices Πj are found recursively from the equations

Πj = −Φj −
∞∑
k=1

ΘkΠj−k, j = 0, 1, ...,

where we defined Φ0 = −I, Φj = 0 for j > p, Θj = 0 for j > q, and
Πj = 0 for j < 0.

7.4.1 The Covariance Matrix Function of a Causal ARMA
Process
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From Γ(h) =
∞∑

j=−∞
Cj+hΣ̄C′j , we can express the covariance matrix Γ(h) =

E(Xt+hX
′
t) of the causal process Xt =

∞∑
j=0

ΨjZt=j as

Γ(h) =

∞∑
j=0

Ψh+jΣ̄Ψ′j , h = 0,±1, ...,

where the matrices Ψj are found from Ψj = Θj +
∞∑
k=1

∞∑
k=1

ΦkΨj−k and

Ψj := 0 for j < 0.
The covariance matrices Γ(h), h = 0,±1, ..., can also be found by

solving the Yule-Walker equations

Γ(j)−
p∑
r=1

ΦrΓ(j − r) =
∑
j≤r≤q

ΘrΣ̄Ψr−j , j = 0, 1, 2, ...,
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obtained by postmultiplying Xt−ΦXt−1−· · ·−ΦpXt−p = Zt+Θ1Zt−1 +
· · · + ΘqZt−q by X′t−j and taking expectations. The first p + 1 of the

equations Γ(j) −
p∑
r=1

ΦrΓ(j − r) =
∑

j≤r≤q
ΘrΣ̄Ψr−j can be solved for the

components of Γ(0), ...,Γ(p) using the fact that Γ(−h) = Γ′(h). The
remaining equations then give Γ(p + 1), Γ(p + 2), ... recursively. An
explicit form of the solution of these can be written down by making use
of Kronecker products and the vec operator (see e.g., Lütkepohl, 1993)
[23].

Remark 7.18. If z0 is the root of det Φ(z) = 0 with smallest absolute

value, then it can be shown from the recursions Ψj = Θ +
∞∑
k=1

ΦkΨj−k

that Ψj/r
j → 0 as j →∞ for all r such that |z0|−1 < r < 1. Hence, there

is a constant C such that each component of Ψj is smaller in absolute
value by KR2j . Provided that |z0| is not very close to 1, this means that

the series Γ(h) =
∞∑
j=0

Ψh+jΣ̄Ψ′j converges rapidly, and the error incurred

in each component by truncating the series after the term with j = k− 1

is smaller in absolute value than
∞∑
j=k

Kr2k/(1− r2).

�

7.5 Best Linear Predictors of Second-Order Ran-
dom Vectors

Go back to Table of Contents. Please click TOC Let {Xt = (Xt1, ..., Xtm)′}
be an m-variate time series with means E(Xt) = µt and covariance func-
tion given by the m×m matrices

K(i, j) = E(XjX
′
j)− µiµ′j .

If Y = (Y1, ..., Ym)′ is a random vector with finite second moments and
E(Y) = µ, we define

Pn(Y) = (PnY1, ..., PnYm)′,

where PnYj is the best linear predictor of the component Yj of Y in terms
of all of the components of the vectors Xt, t = 1, ..., n, and the constant
1. It follows immediately from the properties of the prediction operator
(Section 2.5) that

Pn(Y) = µ+A1(Xn − µn) + · · ·+An(X1 − µ1)

for some matrices A1, ..., An, and that

Y− Pn(Y) ⊥ Xn+1−i, i = 1, ..., n,

where we say that two m-dimensional random vectors X and Y are or-
thogonal (written X ⊥ Y) if E(XY′) is a matrix of zeros. The vector
of best predictors Pn() = (PnY1, ..., PnYm)′ is uniquely determined by
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Pn(Y) and Y − Pn(Y) ⊥ Xn+1−i, although it is possible that there may
be more than one possible choice for A1, ..., An.

As a special case of the above, if {Xt} is a zero-mean time series, the
best linear predictor X̂n+1 of Xn+1 in terms of X1, ...,Xn is obtained an
replacing Y by Xn+1 in Pn(Y). Thus

[̂Xn+1 =

{
0, if n = 0,
Pn(Xn+1), if n ≥ 1.

Hence, we can write

X̂n+1 = Φn1Xn + · · ·+ ΦnnX1, n = 1, 2, ...,

where, from Y − Pn(Y) ⊥ Xn+1−i, the coefficients Φnj , j = 1, ..., n, are
such that

E(X̂n+1X
′
n+1−i) = E(Xn+1X

′
n+1−i), i = 1, ..., n,

i.e.,

n∑
j=1

ΦnjK(n+ 1− j, n+ 1− i) = K(n+ 1, n+ 1− i), i = 1, ..., n.

In the case where {Xt} is stationary with K(i, j) = Γ(i−j), the prediction
equations simplify to the m-dimensional analogues of Γnan = γn(h) (see
Section 2.5), i.e.,

n∑
j=1

ΦnjΓ(i− j) = Γ(i), i = 1, ...n.

Provided that the covariance matrix of the nm components of X1, ...,Xn

is nonsingular for every n ≥ 1, the coefficients {Φnj} can be determined
recursively using a multivariate version of the Durbin-Levinson algorithm
given by Whittle (1963) [36]. Whittle’s recursions also dtermine the co-
variance matrices of the one-step prediction errors, namely, V0 = Γ(0)
and, for n ≥ 1,

Vn = E(Xn+1 − X̂n+1)(Xn+1 − X̂n+1)′

= Γ(0)− Φn1Γ(−1)− · · · − ΦnnΓ(−n).

7.6 Modeling and Forecasting with Multivariate
AR Processes
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If {Xt} is any zero-mean second-order multivariate time series, it is easy
to show from the results of Section 7.5 (Problem 7.4 of text [9]) that the
one-step prediction errors Xj − X̂j , j = 1, ..., n, have the property

E(Xj − X̂j)(Xk − X̂k)′ = 0 for j 6= k.
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Moreover, the matrix M such that
X1 − X̂1

X2 − X̂2

X3 − X̂3

. . .

Xn − X̂n

 = M


X1

X2

X3

. . .
Xn


is lower triangular with ones on the diagonal and therefore has determi-
nant equal to 1.

If the series {Xt} is also Gaussian, then E(Xj − X̂j)(Xk − X̂k)′ = 0
implies that the prediction errors Ij = Xj − X̂j , j = 1, ..., n, are inde-
pendent with covariance matrices V0, ..., Vn−1, respectively (as in Vn =
E(Xn+1 − X̂n+1)(Xn+1 − X̂n+1)′ = Γ(0)−Φn1Γ(−1)− · · · −ΦnnΓ(−n)).
Consequently, the joint density of the prediction errors is the product

f(u1, ...,un) = (2π)−nm/2
( n∏
j=1

detVj−1

)−1/2

exp

[
− 1

2

n∑
j=1

u′jV
−1
j−1uj

]
.

Since the determinant of the matrix M is equal to 1, the joint density of
the observations X1, ...,Xn at x1, ...,xn is obtained on replacing u1, ...,un
in the last expression by the values of Xj − X̂j corresponding to the
observations x1, ...,xn.

If we suppose that {Xt} is a zero-mean m-variate AR(p) process with
coefficient matrices Φ = {Φ1, ...,Φp} and white noise covariance matrix
Σ̄, we can therefore express the likelihood of the observations X1, ...,Xn

as

L(Φ, Σ̄) = (2π)−nm/2
( n∏
j=1

detVj−1

)−1/2

exp

[
− 1

2

n∑
j=1

U′jV
−1
j−1Uj

]
,

where Uj = Xj − X̂j , j = 1, ..., n, and X̂j and Vj are found from X̂n+1,
n∑
j=1

ΦnjΓ(i− j) = Γ(i), and Vn.

7.6.1 Estimation for Autoregressive Processes Using Whit-
tle’s Algorithm
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If {Xt} is the (causal) multivariate AR(p) process defined by the difference
equations

Xt = Φ1Xt−1 + · · ·+ ΦpXt−p + Zt, {Zt} ∼WN(0, Σ̄),

then multiplying by X′t=j , j = 0, ..., p, and taking expectations gives the
equations

Σ̄ = Γ(0)−
p∑
j=1

ΦjΓ(−j)

and

Γ(i) =

n∑
j=1

ΦjΓ(i− j), ı = 1, ..., p.
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Given the matrices Γ(0), ...,Γ(p), equations Γ(i) can be used to determine
the coefficient matrics Φ1, ...,Φp. The white noise covariance matrix Σ̄ can

then be found from Σ̄ = Γ(0)−
p∑
j=1

ΦjΓ(−j). The solution of these equa-

tions Φ1, ...,Φp, and Σ̄ is identical to the solution
n∑
j=1

ΦnjΓ(i− j) = Γ(i),

and Vn for the prediction coefficient matrics Φp1, ...,Φpp and the corre-
sponding prediction error covariance matrix Vp. Consequently, Whittle’s
algorithm can be used to carry out the algebra.

The Yule-Walker estimators Φ̂1, ..., Φ̂p, and ˆ̄Σ for the model Xt fitted
to the data X1, ...,Xn are obtained by replacing Γ(j) by Γ̂(j), j = 0, ..., p,
and solving the resulting equations for Φ1, ...,Φp, and Σ̄. The solution
can be found from programs.

7.6.2 Forecasting Multivariate Autoregressive Processes
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The technique developed in Section 7.5 allows us to compute the minimum
mean squared error one-step linear predictors X̂n+1 for any multivariate
stationary time series from the mean µ and autocovariance matrices Γ(h)
by recursively determining the coefficients Φni, i = 1, ..., n, and evaluating

X̂n+1 = µ+ Φn1(Xn − µ) + · · ·+ Φnn(X1 − µ).

The situation is simplified when {X} is the causal AR(p) process de-
fined by Xt = Φ1Xt−1 + · · ·+ ΦpXt−p + Zt, since for n ≥ p

X̂n+1 = Φ1Xn + · · ·+ ΦpXn+1−p.

To verify this, it suffices to observe that the right-hand side has the re-
quired form Pn(Y) = µ+A1(Xn − µn) + · · ·+An(X1 − µ1) and that the
prediction error

Xn+1 − Φ1Xn − · · · − ΦpXn+1−p = Zn+1

is orthogonal to X1, ...,Xn in the sense of Y−Pn(Y ⊥ Xn+1−i. (In fact,
the prediction error is orthogonal to all Xj , −∞ < j ≤ n, showing that if
n ≥ p, then X̂n+1 is also the best linear predictor of Xn+1 in terms of all
components of Xj , −∞ < j ≤ n.) The covariance matrix of the one-step
prediction error is clearly E(Zn+1Z

′
n+1) = Σ̄.

To compute the best h-step linear predictor PnXn+h based on all
the components of X1, ...,Xn we apply the linear operator Pn to Xt =
Φ1Xt−1 + · · ·+ ΦpXt−p + Zt to obtain the recursions

PnXn+h = Φ1PnXn+h−1 + · · ·+ ΦpPnXn+h−p.

These equations are easily solved resurcively, first for PnXn+1, then for
PnXn+2, PnXn+3, ..., etc. also satisfy PnXn+h and are therefore the
same as the h-step predictors based on X1, ...,Xn.

To compute the h-step error covariance matrices, recall from Xt =
∞∑
j=0

ΨjZt−j that

Xn+h =

∞∑
j=0

ΨjZn+h−j ,
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where the coefficients matrics Ψj are found from the recursions from Ψj =

Θj +
∞∑
k=1

ΦkΨj−k with q = 0. From Xn+h we find that for n ≥ p,

PnXn+h =

∞∑
j=h

ΨjZn+h−j .

Subtracting PnXn+h from Xn+h gives the h-step prediction error

Xn+h − PnXn+h =

h−1∑
j=0

ΨjZn+h−j ,

with covariance matrix

E[(Xn+h − P +n Xn+h)(Xn+h − PnXn+h)′] =

h−1∑
j=0

ΨjΣ̄Ψ′j , n ≥ p.

For the (not necessarily zero-mean) causal AR(p) process defined by

Xt = Φ0 + Φ1Xt−1 + · · ·+ ΦpXt−p + Zt, {Zt} ∼WN(0Σ̄),

equations X̂n+1 = Φ1Xn+ · · ·+ ΦpXn+1−p and PnXn+h =
∞∑
j=0

ΨjZn+h−j

remain valid, provided that µ0 is added to each of their right-hand sides.
The error covariance matrices are the same as in the case φ0 = 0.

The above calculations are all based on the assumption that the AR(p)
model for the series is known. However, in practice, the parameters
of the model are usually estimated from the data, and the uncertainty
in the predicted values of the series will be larger than indicated by

E[(Xn+h −PnXn+h)(Xn+h −PnXn+h)′] =
h−1∑
j=0

ΨjΣ̄Ψ′j because of param-

eter estimation errors (see Lütkepohl, 1993) [23].

7.7 Cointegration
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We have seen that nonstationary univariate time series can frequently be
made stationary by applying the differencing operator O = 1−B respeat-
edly. If {OdXt} is stationary for some positive integer d but {Od−1Xt}
is nonstationary, we say that {Xt} is integrated of order d, or some
concisely, {Xt} ∼ I(d). many macroeconomic time series are found to be
integrated of order 1.

If {Xt} is a k-variate time series, we define {OdXt} to be the series
whose jth component is obtained by applying the operator (1B)d to the
jth component of {Xt}, j = 1, ..., k. The idea of a cointegrated multivari-
ate time serries was introduced by Granger (1981) [15] and developed by
Engle and Granger (1987) [14]. Here we use the slightly different defini-
tion of Lütkepohl (1993) [23]. We say that the k-dimensional time series
{Xt} is integrated or order d (or {Xt} ∼ I(d)) if d is a positive integer,
{OdXt} is stationary, and {Od−1Xt} is nonstationary. The I(d) process
{Xt} is said to be cointegrated with cointegration vector α if α is
a k × 1 vector such that {α′Xt} is of order less than d.
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8 Forecasting Techniques
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In this chapter we discuss three forecasting techniques that have less em-
phasis on the explicit construction of a model for the data. Each of the
three selects, from a limited class of algorithms, the one that is optimal
according to specified criteria.

The three techniques have been found in practice to be effective on
wide ranges of real data sets.

The ARAR algorithm described in Section 9.1 is an adaptation of the
ARARMA algorithm (Newton and Parzen, 1984; Parzen, 1982) [26] [27]
in which the idea is to apply automatically selected “memory-shortening”
transformations (if necessary) to the data and then to fit an ARMA model
to the transformed series. The ARAR algorithm we describe is a version
of this in which the ARMA fitting step is replaced by the fitting of a
subset AR model to the transformed data.

The Holt-Winters (HW) algorithm described in Section 9.2 uses a set
of simple recursions that generalizes the exponential smoothing recursions
of Section 1.5.1 to generate forecasts of series containing a locally linear
trend.

The Holt-Winters seasonal (HWS) algorithm extends the HW algo-
rithm to handle data in which there are both trend and seasonal variation
of known period. It is described in section 9.3.

8.1 The ARAR Algorithm
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8.1.1 Memory Shortening
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Given a data set {Yt, t = 1, 2, ..., n}, the first step is to decide whether
the underlying process is “long-memory,” and if so to apply a memory-
shortening transformation before attempting to fit an autoregressive model.
There are two types allowed:

Ỹt = Yt − Φ̂(τ̂)Yt−τ̂

and
Ỹt = Yt − φ̂1Yt−1 − φ̂2Yt−2.

With the aid of the five-step algorithm described below, we classify
{Yt} and take one of the following three courses of action:

• L. Declare {Yt} to be long-memory and form {Ỹt} using Ỹt = Yt −
φ̂(τ̂)Yt−τ̂ ).

• M. Declare {Yt} to be moderately long-memory and form {Ỹt} using
Ỹt = Y − t− φ̂1Yt−1 − φ̂2Yt−2.

• S. {Yt} to be short-memory.
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If the alternative L or M is chosen, then the transformed series {Ỹt}
is again checked. If it is found to be long-memory or moderately long-
memory, then a further transformation is performed. The process contin-
ues until the transformed series is classified as short-memoery. At most
three memory-hsortening transformations are performed, but it is very
rare to require more than two. The algorithm for deciding among L, M,
and S can be as follows:

(1) For each τ = 1, 2, ..., 15, we find the value φ̂(τ) of φ that minimizes

ERR(φ, τ) =

n∑
t=τ+1

[Yt − φYt−τ ]2

n∑
t=τ+1

Y 2
t

.

We then define
Err(τ) = ERR(φ̂(τ), τ)

and choose the lag τ̂ to be the value of τ that minimizes Err(τ).

(2) If Err(τ̂) ≤ 8/n, go to L.

(3) If φ̂(τ̂) ≥ .93 and τ̂ > 2, go to L.

(4) If φ̂(τ̂) ≥ .93 and τ̂ = 1 or 2, determine the values φ̂1 and φ̂2 of φ1

and φ2 that minimize
n∑
t=3

[Yt − φ1Yt−1 − φ2Yt−2]2; then go to M.

(5) If φ̂(τ̂) < .93, go to S.

8.1.2 The Holt-Winters Algorithm
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Let {St, t = k+1, ..., n} denote the memory-shortened series derived from
{Yt} by the algorithm of the previous section and let S̄ denote the sample
mean of Sk+1, ..., Sn.

The next step in the modeling procedure is to fit an autoregressive
process to the mean-corrected series

Xt = St − S̄, t = k + 1, ..., n.

The fitted model has the form

X − t = φXt−1 + φl1Xt−l1 + φl2Xt−l2 + φl3Xt−l3 + Zt,

where {Zt} ∼ WN(0, σ2), and for given lags l1, l2, and l3, the coeffi-
cients φj and the white noise variance σ2 are found from the Yule-Walker
Equations

1 ρ̂(l1 − 1) ρ̂(l2 − 1) ρ̂(l3 − 1)
ρ̂(l1 − 1) 1 ρ̂(l2 − l1) ρ̂(l3 − l1)
ρ̂(l2 − 1) ρ̂(l2 − l1) 1 ρ̂(l3 − l2)
ρ̂(l3 − 1) ρ̂(l3 − l1) ρ̂(l3 − l2) 1



φ1

φl1
φl2
φl3

 =


φρ(1)
φρ(l1)
φρ(l2)
φρ(l3)


and

σ2 = γ̂(0)[1− φ1ρ̂(1)− φl1 ρ̂(l1)− φl2 ρ̂(l2)− φl3 ρ̂(l3)],
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where γ̂(j) and ρρ(j), j = 0, 1, 2, ..., are the sample autocovariances and
autocorrelations of the series {Xt}.

The program computes the coefficients φj for each set of lags such that

1 < l1 < l2 < l3 ≤ m,

where m can be chosen to be either 13 or 26. If then selects the model
for which the Yule-Walker estimate σ2 is minimal and prints out the lags,
coefficients, and white noise variance for the fitted model.

A slower procedure chooses the lags and coefficients (computed from
the Yule-Walker equations as above) that maximize the Gaussian likeli-
hood of the observations. For this option the maximum lag m is 13.

8.1.3 Forecasting
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If the memory-shortening filter found in the first step has coefficients
ψ0(= 1), ψ1, ..., ψk (k ≥ 0), then the memory-shortened series can be
expressed as

St = ψ(B)Yt = Yt + ψ1Yt−1 + · · ·+ ψkYt−k,

where ψ(B) is the polynomial in the backward shift operator,

ψ(B) = 1 + ψ1B + · · ·+ ψkB
k.

Similarly, if the coefficients of the subset autoregression found in the sec-
ond step are φ1, φl1 , φl2 , and φl3 , then the subset AR model for the
mean-corrected series {Xt = St − S̄} is

φ(B)Xt = Zt,

where {Zt} ∼WN(0, σ2) and

φ(B) = 1− φ1B − φl1B
l1 − φl2B

l2 − φl3B
l3 .

From St and φ(B)Xt = Zt we obtain the equations

ξ(B)Yt = φ(1)S̄ + Zt,

where
ξ(B) = ψ(B)φ(B) = 1 + ξ1B + · · ·+ ξk+l3B

k+l3 .

Assuming that the fitted model ξ(B)Yt = φ(1)S̄ + Zt is appropriate and
that the white noise term Zt is uncorrelated with {Yj , j < t} for each t, we
can determine the minimum mean squared error linear predictors PnYn+h
of Yn+h in terms of {1, Y1, ..., Yn}, for n > k + l3, from the recursions

PnYn+h = −
k+l3∑
j=1

ξjPnYn+h−j + φ(1)S̄, h ≥ 1,

with the initial conditions

PnYn+h = Yn+h, for h ≤ 0.
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The mean squared error of the predictor PnYn+h is found to be (see Prob-
lem 9.1 in text [9])

E[(Yn+h − PnYn+h)2] =

h−1∑
j=1

τ2j σ
2,

where
∞∑
j=0

τjz
j is the Taylor expansion of 1/ξ(z) in a neighborhood of

z = 0. Equivalently the sequence {τj} can be found from the recursion

τ0 = 1,

n∑
j=0

τjξn−j = 0, n = 1, 2, ...

8.1.4 Application of the ARAR Algorithm
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To determine an ARAR model for a given data set {Yt}, choose the ap-
propriate options in the resulting dialog box. These include specification
of the number of forecasts required, whether or not you wish to include
the memory-shortening step, whether you require prediction bounds, and
which of the optimality criteria is to be used. Once you have made these
selections, the forecasts will be plotted with the original data. Then you
want to check the coefficients 1, ψ1, ..., ψk of the memory-shortening filter
ψ(B), the lags and coefficients of the subset autoregression

X − t− φ1Xt−1 − φl1Xt−l1 − φl2Xt−l2 − φl3Xt−l3 = Zt,

and the coefficients ξj of Bj in the overall whitening filter

ξ(B) = (1 + ψ1B + · · ·+ ψkB
k)(1− φ1B − φl1B

l1 − φl2B
l2 − φl3B

l3).

The numerical values of the predictors, their root mean squared errors,
and the prediction bounds are also printed.

8.2 The Holt-Winters Algorithm
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8.2.1 The Algorithm
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Given observations Y1, Y2, ..., Y − n from the “trend plus noise” model
Xt = mt + Yt, the exponenail smoothing recursions m̂t = αXt + (1 −
α)m̂t−1 allowed us to compute estimates m̂t of the trend at times t =
1, 2, ..., n.

If the data have a (nonconstant) trend, then a natural generalization
of the forecast function PnYn+h = m̂n that takes this into account is

PnYn+h = ân + b̂h, h = 1, 2, ...,
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where ân and b̂n can be thought of as estimates of the “level” an and
“slope” bn of the trend function at time n. Holt (1957) [18] suggested a re-
cursive scheme for computing the quantities ân and b̂n in PnYn+hân+ b̂nh.
Denoting by Ŷn+1 the one-step forecast PnYn+1, we have from PnYn+1

Ŷn+1 = ân + b̂n.

Now, as in exponential smoothing, we suppose that the estimated level at
time n+ 1 is a linear combination of the observed value at time n+ 1 and
the forecast value at time n+ 1. Thus,

ân+1 = αYn+1 + (1− α)(ân + b̂n).

We can then estimate the slope at time n + 1 as a linear combination of
ân+1 − ân and the estimated slope b̂n at time n. Thus,

b̂n+1 = β(ân+1 − ân) + (1− β)b̂n.

In order to solve the recursions ân+1 and b̂n+1 we need initial conditions.
A natural choise is to set

â2 = Y2

and
b̂2 = Y2 − Y1.

Then ân+1 and b̂n+1 can be solved successively for âi and b̂i, i = 3, ..., n,
and the predictors PnYn+h found from PnYn+h.

The forecasts depend on the “smoothing parameters” α and β. These
can either be prescribed arbitrarily (with values between 0 and 1) or
chosen in a more systematic way to minimize the sum of squares of the

one-step errors
n∑
i=3

(Yi−Pi−1Yi)
2, obtained when the algorithm is applied

to the already observed data.
Before illustrating the use of the Holt-Winters forecasting procedure,

we discuss the connection between the recursions ân+1 and b̂n+1 and the
steady-state solution of the Kalman filtering equations for a local linear
trend model. Suppose {Yt} follows the local linear structural model with
observation equation

Yt = Mt +Wt

and the state equation[
Mt+1

Bt+1

]
=

[
1 1
0 1

] [
Mt

Bt

]
+

[
Vt
Ut

]
.

Now define ân and b̂n to be the filtered estimates of Mn and Bn, respec-
tively, i.e.,

ân = Mn|n := PnMn,

b̂n = Bn|n := PnBn.

Using Problem 8.17 from text [9] and Kalman recursion (see remark), we
find that [

ân+1

b̂n+1

]
=

[
ân + b̂n
b̂n

]
+4−1

n ΩnG
′(Yn − ân − b̂n),
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where G =

[
1 0

]
. Assuming that Ωn = Ω1 = [Ωij ]

2
i,j=1 is the steady-

state solution of Ωt+1 = FtΩF
′
t + Qt − Θt4−1

t Θ′t for this model, then

4n = Ω11 + σ2
ω for all n, so that

[
ân+1

b̂n+1

]
simplifies to the equations

ân+1 = ân + b̂n +
Ω11

Ω11 + σ2
ω

(Yn − ân − b̂n)

and

b̂n+1 = b̂n +
Ω12

Ω11 + σ2
ω

(Yn − ân − b̂n).

Solving ân+1 for (Yn − ân − b̂n) and substituting into b̂n+1, we find that

ân+1 = αYn+1 + (1− α)(ân + b̂n),

b̂n+1 = β(ân+1 − ân) + (1− β)b̂n

with α = Ω11/(Ω11 + σ2
ω) and β = Ω21/Ω11. These equations coincide

with the Holt-Winters recursions. Equations relating to α and β to the
variances σ2

u, σ2
v, and σ2

ω can be found in Harvey (1990) [17].

Remark 8.1. From page 273 of text [9], we have Kalman Prediction:
For the state-sapce model, the one-step predictors X̂t := Pt−1(Xt) and

their error covariance matrices Ωt = E[(Xt− X̂t)(Xt− X̂t)
′] are uniquely

determined by the initial conditions

X̂1P (X1|Y0), Ω1 = E[(X1 − X̂1)(X1 − X̂1)′]

and the recursions, for t = 1, ...,

X̂t+1 = FtX̂t + ΘtO
−1
t (Yt −GtX̂t),

Ωt+1 = FtΩtF
′
t +Qt −ΘtO

−1
t Θ′t,

where
Ot = GtΩtG

′
t +Rt,

Θt = FtΩtG
′
t,

and 4−1
t is any generalized inverse of 4t.

Kalman Fitlering:
The filtered estimates Xt|t = Pt(Xt) and their error covariance matri-

ces Ωt|t = E[(Xt −Xt|t(Xt −Xt|t)
′] are determined by the relations

PtXt = Pt−1Xt + ΩtG
′
t4−1

t (Yt −GtX̂t)

and Ωt|t = Ωt − ΩtG
′
t4−1

t GtΩ
′
t.

�

8.3 The Holt-Winters Seasonal Algorithm
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8.3.1 The Holt-Winters Seasonal Algorithm
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If the series Y1, Y2, ..., Yn contains not only trend, but also seasonality with
period d (as in model Xt = mt+st+Yt from Section 1.5.2), then a further
generalization of the forecast function PnYn+h = m̂n that takes this into
account is

PnYn+h = ân + b̂nh+ ĉn+h, h = 1, 2, ...,

where ân, b̂n, and ĉn can be thought of as estimates of the “trend level”
an, “trend slope” bn, and “seasonal component” cn at time n. If k is the
smallest integer such that n+ h− kd ≤ n, then we set

ĉn+h = ĉn+h−kd, h = 1, 2, ...,

while the values of âi, b̂i, and ĉi, i = d+2, ..., n, are found from recursions
analogous to ân+1 = αYn+1(1 − α)(ân + b̂n) and b̂n+1 = β(ân+1 − ân) +
(1− β)b̂n, namely,

ân+1 = α(Yn+1 − ĉn+1−d) + (1− α)(ân + b̂n),

b̂n+1 = β(ân+1 − ân) + (1− β)b̂n,

and
ĉn+1 = γ(Yn+1 − ân+1) + (1− γ)ĉn+1−d,

with initial conditions
âd+1 = Yd+1,

b̂d+1 = (Yd+1 − Yt)/d,
and

ĉi = Yi − (Y1 + b̂d+1(i− 1)), i = 1, ..., d+ 1.

Then ân+1, b̂n+1, and ĉn+1 above can be solved successively for âi, b̂i,
and ĉi, i = d+ 1, ..., n, and the predictors PnYn+h found from PnYn+h =
ân + b̂nh+ ĉn+h.

8.3.2 Holt-Winters Seasonal and ARIMA Forecasting
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As in Section 9.2.2, the Holt-Winters seasonal recursions with seasonal
period d correspond to the large-sample forecast recursions of an ARIMA
process, in this case defined by

(1−B)(1−Bd)Yt = Zt + · · ·+ Zt−d+1 + γ(1− α)(Zt−d − Zt−d−1)
−(2− α− αβ)(Zt−1 + · · ·+ Zt−d)
+(1− α)(Zt−2 + · · ·+ Zt−d−1),

where {Zt} ∼WN(0, σ2). Holt-Winters seasonal forecasting with optimal
α, β, and γ can therefore be viewed as fitting a member of this four-
parameter family of ARIMA models and using the corresponding large-
sample forecast recursions.
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8.4 Choosing a Forecasting Algorithm
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Real data are rarely if ever generated by a simple mathematical model
such as an ARIMA process. Forecasting methods that are predicated on
the assumption of such a model are therefore not necessarily the best,
even in the mean squared error sense. Nor is the measurement of error
in terms of mean squared error necessarily always the most appropriate
one in spide of its mathematical convenience. Even within the framework
of minimum mean squared-error forecasting, we may ask (for example)
whether we wish to minimize the one-step, two-step, or twelve-step mean
squared error.

The use of more heuristic algorithms such as those discussed in this
chapter is therefore well worth serious consideration in practical forecast-
ing problems. But how do we decide which method to use? A relatively
simple solution to this problem, given the availability of a substantial his-
torical record, is to choose among competing algorithms by comparing
the relevant errors when the algorithms are applied to the data already
observed (e.g., by comparing the mean absolute percentage errors of the
twel-step predictors of the historical data if twelve-step prediction is of
primary concern).

9 Further Topics
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In this final chapter we touch on a variety of topics of special interest. In
Section 10.1 we consider transfer function models, designed to exploit for
predictive purposes the relationship between two time series when one acts
as a leading indicator for the other. Section 10.2 deals with intervention
analysis, which allows for possible changes in the mechanism generating a
time series, causing it to have different properties over different time inter-
vals. in Section 10.3 we introduce the very fast growing area of nonlinear
time series analysis, and in Section 10.4 we briefly discuss continuous-time
ARMA processes, which besides being of itnerest in their own right, are
very useful also for modeling irregularly spaced data. In Section 10.5 we
discuss fractionally integrated ARMA processes, sometimes called “long-
memory” processes on account of the slow rate of convergence of their
autocorrelation functions to zero as the lag increases.

9.1 Transfer Function Models

Go back to Table of Contents. Please click TOC In this section we consider

the problem of estimating the transfer function of a linear filter when the
output includes added uncorrelated noise. Suppose that {Xt1} and {Xt2}
are, respectively, the input and output of the trasnfer function model

Xt2 =

∞∑
j=0

τjXt−j,1 +Nt,
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where T = {τj , j = 0, 1, ..., } is a causal time-invariant linear filter and
{Nt} is a zero-mean stationary process, uncorrelated with the input pro-
cess {Xt1}. We further assume that {Xt1} is a zero=-mean stationary
time series. Then the bivariate process {(Xt1, Xt2)′} is also stationary.

Multiplying each side of Xt2 =
∞∑
j=0

τjXt−j,1 + Nt by Xt−k,1 and then

taking expectations gives the equation

τ21(k) =

∞∑
j=0

τjγ11(k − j).

Equation γ21(k) simplifies a great deal if the input process happens
to be white noise. For example, if {Xt1} ∼ WN(0, σ2

1), then we can

immediately identify tk from γ21(k) =
∞∑
j=0

τjγ11(k − j) as

τk = γ21(k)/σ2
1 .

This observation suggests that “prewhitening” of the input process might
simplify the identification of an appropriate transfer function model and
at the same time provide simple preliminary estimates of the coefficients
tk.

If {Xt1} can be represented as an invertible ARMA(p,q) process

φ(B)Xt1 = θ(B)Zt, {Zt} ∼WN(0, σ2
Z),

then application of the filter π(B) = φ(B)θ−1(B) to {Xt1} will produce
the whitened series {Zt}. Now applying the operator π(B) to each side of

Xt2 =
∞∑
j=0

τjXt−j,1 +Nt and letting Yt = π(B)Xt2, we obtain the relation

Yt =

∞∑
j=0

τjZt−j +N ′t ,

where
N ′t = π(B)Nt,

and {N ′t} is a zero-mean stationary process, uncorrelated with {Zt}. The
same arguments that led to τk = γ21(k)/σ2

1 therefore yield the equation

τj = ρY Z(j)σY /σZ ,

where ρY Z is the cross-correlation function of {Yt} and {Zt}, σ2
Z =

V ar(Zt), and σ2
Y = V ar(Yt).

Given the observations {(Xt1, Xt2)′, t = 1, ..., n}, the results of the
previous paragraph suggest the following procedure for estimating {τj}

and analyzing the noise {Nt} in the model Xt2 =
∞∑
j=0

τjXt−j,1 +Nt:

(1) Fit an ARMA model to {Xt1} and file the residuals (Ẑ1, ..., Ẑn). Let
φ̂ and θ̂ denote the maximum likelihood estimates of the autoregres-
sive and moving-average parameters and let σ2

Z be the maximum
likelihood estimate of the {Zt}.

134



(2) Apply the operator π̂(B) = φ̂(B)θ̂−1(B) to {Xt2} to obtain the se-
ries (Ŷ1, ..., Ŷn). (After fitting the ARMA model as in Step 1 above,
highlight the window containing the graph of {Xt} and replace {Xt}
by {Yt}. The residuals are then automatically replaced by the resid-
uals of {Yt} under the model already fitted to {Xt}.) Let σ̂2

Y denote
the sample variance of Ŷt.

(3) Compute the sample auto- and corss-correlation functions of {Zt}
and {Yt}. Comparison of ρ̂Y Z(h) with the bounds ±1.96n−1/2 gives
a preliminary indication of the lags h at which ρY Z(h) is significantly
different from zero. A more refined check can be carried out by
using Bartlett’s formula in Section 7.3.4 for the asymptotic variance
of ρ̂Y Z(h). UNder the assumptions that {Ẑt} ∼ WN(0, σ2

Z) and
{(Ŷt, Ẑt)′} is a stationary Gaussian process,

nV ar(ρ̂Y Z(h)) ∼ 1− ρ2Y Z(h)

[
1.5−

∞∑
k=−∞

(ρ2Y Z(k) + ρ2Y Y (k)/2)

]

+

∞∑
k=−∞

[ρY Z(h+ k)ρY Z(h− k)− 2ρY Z(h)ρY Z(k + h)ρ2Y Y (k)].

In order to check the hypothesis H0 that ρY Z(h) = 0, h 6∈ [a, b],
where a and b are integers, we note from Corollary 7.13 (see remark,
also Corolarry 7.3.1 from text [9]) that under H0,

V ar(ρ̂Y Z(h)) ∼ n−1 for h 6∈ [a, b].

We can therefore check the hypothesis H0 by comparing ρ̂Y Z , h 6∈
[a, b], with the bounds ±1.96n−1/2. Observe that ρY Z(h) should be

zero for h > 0 if the model Xt2 =
∞∑
j=0

τjXt−j,1 +Nt is valid.

Remark 9.1. Recall Corollary 7.13: If {Xt} satisfies the conditions
for Bartlett’s formula, if either {Xt1} or {Xt2} is white noise, and if

ρ12(h) = 0, h 6∈ [a, b],

then
lim
n→∞

nV ar(ρ̂12(h)) = 1, h 6∈ [a, b].

�

(4) Preliminary estimates of τh for the lags h at which ρ̂Y Z(h) is signif-
icantly different from zero are

τ̂h = ρ̂Y Z(h)σ̂Y /σ̂Z .

For other values of h the preliminary estimates are τ̂h = 0. The
numerical value sof the cross-correlations ρ̂Y Z(h) are found on the
graphs of the sample correlations. The values of σ̂Z and σ̂Y are
found similaryly. Let m ≥ 0 be the largest value of j such that τ̂j is
nonzero and let b ≥ 0 be the smallest such value. Then b is known
as the delay parameter of the filter {τ̂j}. If m is very large and if the
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coefficients {τ̂j} are approximately related by difference equations of
the form

τ̂j − v1τ̂j−1 − · · · − vpτ̂j−p = 0, j ≥ b+ p,

then T̂ (B) =
m∑
j=b

τ̂jB
j can be represented approximately, using fewer

parameters, as

T̂ (B) = w0(1− v1B − · · · − vpBp)−1Bb.

In particular, if τ̂j = 0, j < b, and τ̂j = w0v
j−b
1 , j ≥ b, then

T̂ (B) = w0(1− v1B)−1Bb.

Box and Jenkins (1976) [6] recommend choosing T̂ (B) to be a ratio
of two polynomials. However, the degrees of the polynomial are
often difficult to estimate from {τ̂j}. The primary objective at this
stage is to find a parametric function that provides an adequate
approximation to T̂ (B) without introducing too large a number of
parameters. If T̂ (B) is represented as T̂ (B) = Bbw(B)v−1(B) =
Bb(w0 +w1B + · · ·+wqB

q)(1− v1B − · · · − vpBp)−1 with v(z) 6= 0
for |z| ≤ 1, then we define m = max(q + b, p).

(5) The noise sequence {Nt, t = m+ 1, ..., n} is estimated as

N̂t = Xt2 − T̂ (B)Xt1.

(6) Preliminary identification of a sutiable model for the noise sequence
is carried out by fitting a causal invertible ARMA model

φ(N)(B)Nt = θ(N)(B)Wt, {Wt} ∼WN(0, σ2
W ),

to the estimated noise N̂m+1, ..., N̂n.

(7) At this state we have the preliminary model

φ(N)(B)v(B)Xt2 = Bbφ(N)(B)w(B)Xt1 + θ(N)(B)v(B)Wt,

where T̂ (B) = Bbw(B)v−1(B) as in step (4). For this model we can
compute Ŵt(w,v, φ

(N), θ(N)), t > m∗ = max(p2 + p, b+ p2 + q), by
setting Ŵt = 0 for t ≤ m∗. The parameters w, v, φ(N), and θ(N)

can then be reestimated (more efficiently) by minimizing the sum of
squares

n∑
t=m∗+1

Ŵ 2
t (w,vφ(N), θ(N)).

(8) To test for goodness of fit, the estimated residuals {Ŵt, t > m∗} and
{Ẑt, t > m∗} should be filed as a bivariate series and the auto- and
crosscorrelations compared with the bounds ±1.96/

√
n in order to

check the hypothesis that the two series are uncorrelated white noise
sequences. Alternative mdoels can be compared using the AICC
value that is printed with the estimated parameters in step (7).
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9.1.1 Prediction Based on a Transfer Function Model
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When predicting Xn+h,2 on the basis of the transfer function model de-

fined by t2 =
∞∑
j=0

τjXt−j,1 + Nt, φ(B)Xt1 = θ(B)Zt, and φ(N)(B)Nt =

θ(N)(B)Wt, with observations of Xt1 and Xt2, t = 1, ..., n, our aim is to
find the linear combination of 1, X11, ..., Xn1, X12, ..., Xn2 that predicts
Xn+h,2 with minimum mean squared error.

In order to provide a little more insight, we give here the predictors
P̃nXn+h and mean squared error based on infinitely many past obser-
vations Xt1 and Xt2, −∞ < t ≤ n. These predictors and their mean
squared errors will be close to those based on Xt1 and Xt2, 1 ≤ t ≤ n, if
n is sufficiently large.

The transfer function model can be rewritten as

Xt2 = T (B)Xt1 + β(B)Wt,

Xt1 = θ(B)φ−1(B)Zt,

when β(B) = θ(N)(B)/φ(N)(B). Eliminating Xt1 gives

Xt2 =

∞∑
j=0

αjZt−j +

∞∑
j=0

βjWt−j ,

where α(B) = T (B)θ(B)/φ(B).
Noting that each limit of linear combinations of {Xt1, Xt2,−∞ < t ≤

n} is a limit of linear combinations of {Zt,Wt,−∞ < t ≤ n} and con-
versely and that {Zt} and {Wt} are uncorrelated, we see at once from

Xt2 =
∞∑
j=0

αjZt−j +
∞∑
j=0

βjWt−j that

P̃nXn+h,2 =

∞∑
j=h

αjZn+h−j +

∞∑
j=h

βjWn+h−j .

Setting t = n + h in Xt2 =
∞∑
j=0

αjZt−j +
∞∑
j=0

βjWt−j and subtracting

P̃nXn+h,2 =
∞∑
j=h

αjZn+h−j +
∞∑
j=h

βjWn+h−j gives the mean squared error

E(Xn+h,2 − P̃nXn+h,2)2 = σ2
Z

h−1∑
j=0

α2
j + σ2

W

h−1∑
j=0

β2
j .

To compute the predictors P̃nXn+h,2 we proceed as follows. Rewrite
Xt2 = T (B)Xt1 + β(B)Wt as

A(B)Xt2 = BbU(B)Xt1 + V (B)Wt,

where A, U , and V are polynomials of the form

A(B) = 1−A1B − · · · −AaBa,
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U(B) = U0 + U1B + · · ·+ UuB
u,

V (B) = 1 + V1B + · · ·+ VvB
v.

Applying the operator P̃n to equation A(B)Xt2 = BbU(B)Xt1 +V (B)Wt

with t = n+ h, we obtain

P̃nXn+h,2 =

a∑
j=1

AjP̃nXn+h−j,2 +

u∑
j=0

UjP̃nXn+h−b−j,1 +

v∑
j=h

VjWn+h−j ,

where the last sum is zero if h > v.
Since {Xt} is uncorrelated with {Wt}, the predictors appearing in

the second sum in P̃nXn+h,2 are therefore obtained by predicting the
univariate series {Xt1} as described in Section 3.3 using the model Xt1 =
θ(B)φ−1(B)Zt.

The model P̃nXn+h,2 can now be sovled recursively for the predictors
P̃nXn+1,2, P̃nXn+2,2, P̃nXn+3,2, ....

9.2 Intervention Analysis
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During the period for which a time series is observed, it is sometimes the
case that a change occurs that affects the level of the series. A change in
the tax laws may, for example, have a continuing effect on the daily closing
prices of shares on the stock market. In the same way construction of a
dam on a river may have a dramatic effect on the time series of streamflows
below the dam. In the following we shall assume that time T at which
the change (or “intervention”) occurs is known.

To account for such changes, Box and Tiao (1975) [7] introduced a
model for intervention analysis that has the same form as the trasnfer
function model

Yt =

∞∑
j=0

τjXt−j +Nt,

except that the input series {Xt} is not a random series but a deterministic

function of t. It is clear from Yt that
∞∑
j=0

τjXt−j is then the mean of Yt.

The function {Xt} and the coefficients {τj} are therefore chosen in such a
way that the changing level of the observations of {Yt} is well represented

by the sequence
∞∑
j=0

τjXt−j . For a series {Yt} with E(Y )t = 0 for t ≤ T

and E(Yt)→ 0 as t→∞, a suitable input series is

Xt = It(T ) =

{
1 if t = T,
0 if t 6= T.

For a series {Yt} with E(Yt) = 0 for t ≤ T and E(Yt)→ a 6= 0 as t→∞,
a suitable input series is

Xt = Ht(T ) =

∞∑
k=T

It(k) =

{
1 if t ≥ T,
0 if t < t.
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(Other deterministic input functions {Xt} can also be used, for example
when interventions occur at more than one time.) The function {Xt}
having been selected by inspection of the data, the determination of the
coefficients {τj} in Yt then reduces to a regression problem in which the
errors {Nt} constitue an ARMA process.

9.3 Nonlinear Models

Go back to Table of Contents. Please click TOC

A time series of the form

Xt =

∞∑
j=0

ψjZt−j , {Zt} ∼ IID(0, σ2),

where Zt is expressible as a mean square limit of linear combinations of
{Xs,∞ < s ≤ t}, has the property that the best mean square predictor
E(Xs,−∞ < s ≤ t) and the best linear predictor P̃tXt+h in terms of
{Xs,−∞ < s ≤ t} are identical. It can be shown that if iid is repaced

by WN in Xt =
∞∑
j=0

ψjZt−j , then the two predictors are identical if and

only if {Zt} is a martingale difference sequence relative to {Xt}, i.e.,
if and only if E(Zt|Xs,−∞ < s ≤ t) = 0 for all t.

The Wold decomposition (Section 2.6) ensures that every purely non-

deterministic stationary process can be expressed in the formXt =
∞∑
j=0

ψjZt−j

with {Zt} ∼ WN(0, σ2). The process {Zt} in the Wold decompoistion,
however, is generally not an iid sequence, and the best mean square pre-
dictor of Xt+h may be qutie different from the best linear predictor. In
the case where {Xt} is a purely nondeterministic Gaussian stationary
process, the sequence {Zt} in the Wold decomposition is Gaussian and
therefore iid. Every stationary purely nondeterministic Gaussian process
can therefore be generated by applying a causal linear filter to an iid Gaus-
sian sequence. We shall therefore refer to such a process as a Gaussian
linear process.

In this section we shall use the term linear process to mean a process

{Xt} of the form Xt =
∞∑
j=0

ψjZt−j . This is a more restrictive use of the

term than in Definition 2.10 (see remark, also Definition 2.2.1 from text
[9]).

Remark 9.2. Recall Definition 2.10:
The time series {Xt} is a linear process if it has the representation

Xt =

∞∑
j=−∞

ψjZt−j ,

for all t, where {Zt} ∼ WN(0, σ2) and {ψj} is a sequence of constants

with
∞∑

j=−∞
|ψj | <∞.
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9.3.1 Deviations from Linearity
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Many of the time series encountered in practice exhibit characteristics
not shown by linear processes, and so to obtain good model and predic-
tors it is necessary to look to model more general than those satisfying

Xt =
∞∑
j=0

ψjZt−j with iid noise. As indicated above, this will mean that

the minimum mean squared error predictors are not, in general, linear
functions of the past observations.

Gaussian linear processes have a number of properties that are often
found to be violated by observed time series. The former are reversible in
the sense that (Xt1 , ..., Xtn)′ has the same distribution as (Xtn , ..., Xt1)′.
(Except in a few special cases, ARMA processes are reversible if and
only if they are Gaussian (Breidt and Davis, 1992). [8]) Deviations from
this property by observed time series are suggested by sample paths that
rise to their maxima and fall away at different rates. Bursts of outlying
values are frequently observed in practical time series and are seen also
in the sample paths of nonlinear (and infinite-variance) models. They are
rarely seen, however, in the sample paths of Gaussian linear processes.
Other characteristics suggesting deviation from a Gaussian linear model
are discussed by Tong (1990) [35].

9.3.2 Chaotic Deterministic Sequences
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To distinguish between linear and nonlinear processes, we need to be able
to decide in particular when a white noise sequence is also iid. Sequences
generated by nonlinear deterministic difference equations can exhibit sam-
ple correlation functions that are very close to those of samples from white
noise sequence. However, the deterministic nature of the recursions im-
plies the strongest possible dependence between successive observations.

9.3.3 Distinguishing Between Whtie Noise and iid Sequences
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If {Xt} ∼WN(0, σ2) and E|Xt|4 <∞, a useful tool for deciding whether
or not {Xt} is iid is the ACF ρX2(h) of the process {X2

t }. If {Xt} is iid,
then ρX2(h) = 0 for all h 6= 0, whereas this is not necessarily the case
otherwise. This is the basis for the test of mcLeod and Li described in
section 1.6.

Now suppose that {Xt} is a strictly stationary time series such that
E|Xt|k ≤ K < ∞ for some itneger k ≥ 3. The kth-order cumulant
Ck(r1, ..., rk−1) of {Xt} is then defined as the joint cumulant of the random
variables, Xt, Xt+r1 , ..., Xt+rk−1 , i.e., as the coefficient of ikz1z2 . . . zk in
the Taylor expansion about (0, ..., 0) of

χ(z1, ..., zk) := lnE[exp(iz1Xt + iz2Xt+r1 + · · ·+ izkXt+rk−1)].

(Since {Xt} is strictly stationary, this quantity does not depend on t.) In
particular, the third-order cumulant function C3 of {Xt} coincides with
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the third-order central moment function, i.e.,

C3(r, s) = E[(Xt − µ)(Xt+r − µ)(Xt+s − µ)], r, s ∈ {0,±1, ...},

where µ = E(Xt). If
∑
r

∑
s |C3(r, s)| < ∞, we define the third-order

polyspectral density (or bispectral density) of {Xt} to be the Fourier
trasnform

f3(ω1, ω2) =
1

(2π)2

∞∑
r=−∞

∞∑
s=−∞

C3(r, s)e−irω1−isω2 ,−π ≤ ω1, ω2 ≤ π,

in which case

C3(r, s) =

∫ π

−π

∫ π

−π
eirω1+isω2f3(ω1, ω2)dω1dω2.

[More generally, if the kth order cumulants Ck(r1, ..., rk−1), of {Xt} are
absolutely summable, we define the kth order polyspectral density as the
Fourier transform of Ck. For details see Rosenblatt (1985) [29] and Priest-
ley (1988) [28].]

If {Xt} is a Guassian linear process, it follows from Problem 10.3
in text [9] that the cumulant function C3 of {Xt} is identically zero.
(The same is also true of all the cumulant functions Ck with k > 3.)
Consequently, f3(ω1, ω2) = 0 for all ω1, ω2 ∈ [−π, π]. Appropriateness of
a Gaussian linear model for a given data set can therefore be checked by
using the data to test the null hypothesis f3 = 0. For details of such a
test, see Subba-Rao and Gabr (1984) [34].

If {Xt} is a linear process of the form Xt =
∞∑
j=0

ψjZt−j , {Zt} ∼

IID(0, σ2) with E(|Zt|)3 < ∞, E(Z3
t ) = η, and

∞∑
j=0

|ψj | < ∞, it can be

shown from χ(z1, ..., zk) := lnE[exp(iz1Xt+ iz2Xt+r1 + · · ·+ izkXt+rk−1)]
that the third-order cumulant function of {Xt} is given by

C3(r, s) = η

∞∑
i=−∞

ψiψi+rψk+s

(with ψj = 0 for j < 0), and hence that {Xt} has bispectral density

f3(ω1, ω2) =
η

4π2
ψ(ei(ω1+ω2))ψ(e−iω1)ψ(e−iω2),

where ψ(z) :=
∞∑
j=0

ψjz
j . By Proposition 4.19 (see the remark below, also

see Proposition 4.3.1 in text [9]), the spectral density of {Xt} is

f(ω) =
σ2

2π
|ψ(e−iω)|2.

Hence,

φ(ω1, ω2) :=
|f3(ω1, ω2)|2

f(ω1)(f(ω2)(f(ω1 + ω2)
=

η2

2πσ6
.

Appropriateness of the linear process for modeling a given data set can
therefore be checked by using the data to test for constancy of φ(ω1, ω2)
(see Subba-Rao and Gabr, 1984) [34].
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Remark 9.3. Recall the following proposition: Let {Xt} be a stationary
time series with mean zero and spectral density fX(λ). Suppose that Ψ =

{ψj , j = 0,±1, ...} is an absolutely summable TLF (i.e.,
∞∑

j=−∞
Ψj | <∞).

Then the time series

Yt =

∞∑
j=−∞

ΨjXt−j

is stationary with mean zero and spectral density

fY (λ) = |Ψ(e−iλ)|2fX(λ) = Ψ(e−iλ)Ψ(eiλ)fX(λ),

where Ψ(e−iλ) =
∞∑

j=−∞
ψje
−ijλ. (The function Ψ(e−i·) is called the trans-

fer function of the filter, and the squared modulus |Ψ(e−i·)|2 is referred
to as the power transfer function of the filter.)

�

9.3.4 Three Useful Classes Nonlinear Models
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If a linear Gaussian model is not appropriate, there is a choice of several
families of nonlinear processes that have been found useful for model-
ing purposes. These include bilinear models, autoregressive models with
random coefficients, and threshold models.

The bilinear model of order (p, q, r, s) is defined by the equations

Xt = Zt +

p∑
i=1

aiXt−i +

q∑
j=1

bjZt−j +

r∑
i=1

s∑
j=1

cijXt−iZt−i,

where {Zt} ∼ iid(0, σ2). A sufficient condition for the existence of strictly
stationary solution of these equations is given by Liu and Brockwell (1988)
[22].

A random coefficient autoregressive process {Xt} of order p satisfies
an equation of the form

Xt =

p∑
i=1

(φi + U
(i)
t )Xt−i + Zt,

where {Zt} ∼ IID(0, σ2), {U (i)
t } ∼ IID(0, v2), {Zt} is independent of

{Ut}, and φ1, ..., φp ∈ R.
Threshold models can be regarded as piecewise linear models in which

the linear relationship varies with the values of the process. For example,
if R(i), i = 1, ..., k is a partition of Rp, and {Zt} ∼ IID(0, 1), then the k
difference equations

Xt = σ(i)Zt +

p∑
j=1

φ
(i)
j Xt−j , (Xt−1, ..., Xt−p) ∈ R(i), i = 1, ..., k,

define a threshold AR(p) model. Model identification and parameter es-
timation for threshold models can be carried out in a manner similar to
that for linear models using amximum likelihood and the IAC criterion.
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9.3.5 Modeling Volatility
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For modeling changing volatility as discussed above under deviations from
linearity, Engle (1982) introduced the ARCH(p) process {Xt} as a so-
lution of the equations

Zt =
√
htet, {et} ∼ IID N(0, 1),

where ht is the (positive) function of {Zt, s < t}, defined by

ht = α0 +

p∑
i=1

αiZ
2
t−i,

with α0 > 0 and αj ≥ 0, j = 1, ..., p. The name ARCH signifies autore-
gressive conditional heteroscedasticity with ht the conditional variance of
Zt given {Zs, s < t}.

The simplest such process is the ARCH(1) process. In this case the

recursions of Zt =
√
htet and ht = α0 +

p∑
i=1

give

Z2
t = α0e

2
t + α1Z

2
t−1e

2
t

= α0e
2
t + α1α0e

2
t e

2
t−1 + α1Z

2
t−2e

2
t e

2
t−1

= . . .

= α0

n∑
j=0

αj1e
2
t e

2
t−1 . . . e

2
t−j + αn+1

1 Z2
t−n−1e

2
t e

2
t−1 . . . e

2
t−n.

If |α1| < 1 and {Zt} is stationary and causal (i.e., Zt is a function of
{es, s ≤ t}), then the last term has expectation αn+1E(Z2

t ) and conse-
quently (by the Borel-Cantelli lemma) converges to zero with probability
one as n→∞. The first term converges with probability one, and hence

Z2
t = α0/(1− α1).

Since

Zt = et

√√√√α)

(
1 +

∞∑
j=1

αj1e
2
t−1 . . . e

2
t−j

)
,

it is clear that {Zt} is strictly stationary and hence, since E(Z2
t ) <∞, also

stationary in the weak sense. We have now the solution of the ARCH(1)
equations:

Theorem 9.4. If |α1| < 1, the unique causal stationary solution of the

ARCH(1) equations is given by Zt = et

√
α)

(
1 +

∞∑
j=1

αj1e
2
t−1 . . . e

2
t−j

)
. It

has the properties

E(Zt) = E(E(Zt|es, s < t)) = 0,
V ar(Zt) = α0/(1− α1),
E(Zt+hZt) = E(E(Zt+HZt|es, s < t+ h)) = 0 for h > 0.

143



Thus the ARCH(1) process with |α1| < 1 is strictly stationary white
noise. However, it is not an iid sequence, since from Zt =

√
htet and

ht = α0 +
p∑
i=1

αiZ
2
t−i,

E(Z2
t |Zt−1) = (α0 + α1Z

2
t−1)E(e2t |Zt−1) = α0 + α1Z

2
t−1.

This also shows that {Zt} is not Gaussian, since strictly stationary white

noise is necessarily iid. From Zt = et

√
α0

(
1 +

∞∑
j=1

αj1e
2
t−1 . . . e

2
t−j

)
, it is

clear that the distribution of Zt is symmetric, i.e., that Zt and −Zt have

the same distribution. From Z2
t = α0

∞∑
j=0

αj1e
2
t e

2
t−1 . . . e

2
t−j it is easy to

calculate E(X4
t ) (see Problem 10.4 in text [9]) and hence to show that

E(Z4
t ) is finite if and only if 3α2

1 < 1. More generally (see Engle, 1982
[13]), it can be shown that for every α1 in the interval (0, 1), E(Z2k) =∞
for some positive integer k. This indicates the “heavy-tailed” nature of the
margainl distribution of Zt. If E(Z4

t ) < ∞, the squared process Yt = Z2
t

has the samea ACF as the AR(1) process Wtα1Wt−1 + et, a result that
extends also to ARCH(p) processes (see Problem 10.5 in text [9]).

The ARCH(p) process is conditionally Gaussian, in the sense that for
given values of {Zs, s = t−1, t−2, ..., t−p}, Zt is Gaussian with known dis-
tribution. This makes it easy to wrtie down the likelihood of Zp+1, ..., Zn
conditional on {Z1, ..., Zp} and hence, by numerical maximization, to
compute conditional maximum likelihood estimates of the parameters.
For example, the conditional likelihood of observations {z2, ..., zn} of the
ARCH(1) process given Z1 = z1 is

L =

n∏
t=2

1√
2π(α0 + α1z2t−1

exp

{
− z2t

2(α0 + α1z2t−1

}
.

The GARCH(p, q) process (see Bollerslev, 1986 [5]) is a general-
ization of the ARCH(p) process in which the variance equation ht =

α0 +
p∑
i=1

αiZ
2
t−i is replaced by

ht = α0 +

p∑
i=1

αiZ
2
t−i +

q∑
j=1

βjh
2
t−j ,

with α0 > 0 and αj , βj ≥ 0, j = 1, 2, ....
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