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Preface
Starting with a background in trading, I am no stranger to
the knowledge of statistics. Just like trading, research in
the realms such as asset pricing and behavioral finance re-
quires a whole lot about theory in probabilities and statis-
tics as well.

With this purpose, I came to Columbia University to at-
tend this course knowing the essence of this subject. Luck-
ily, Professor Safikhani is teaching this course and I have
decided to put everything down from his lecture. It is not
just a solid project for me but also for the future genera-
tions.

The aim of the course is to describe the two aspects of
statistics – estimation and inference – in some details.
The topics will include maximum likelihood estimation,
Bayesian inference, confidence intervals, bootstrap meth-
ods, statistical hypothesis testing, etc.

Yiqiao Yin

Fall 2016 at Columbia University
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1 Pre-requisite: Different Types of Dis-
tributions

Go back to Table of Contents. Please click TOC

1.1 Bernoulli Distribution

Go back to Table of Contents. Please click TOC

Definition 1.1. Bernoulli Distribution. A random variableX has Bernoulli
distribution with parameter p (0 ≤ p ≤ 1) if X can take only the values 0
and 1 and the probabilities are

Pr(X = 1) = p and Pr(X = 0) = 1− p.

The p.f. of X can be written as follows:

f(x|p) =

{
px(1− p)1−x , for x = 0, 1
0 , otherwise

If X has the Bernoulli distribution with parameter p, then X2 and X
are the same random variable. It follows that

E(X) = 1× p+ 0× (1− p) = p
E(X2) = E(X) = p

and V ar(X) = E(X2)− [E(X)]2 = p(1− p)

Moreover, the m.g.f. of X is

φ(t) = E(etX)
= pet + (1− p) for −∞ < t <∞

1.2 Binomial Distribution

Go back to Table of Contents. Please click TOC

Definition 1.2. Binomial Distribution. A random variable X has the
binomial distribution with parameters n and p if X has a discrete distri-
bution for which the p.f. is as follows:

f(x|n, p) =

{ (
n
x

)
px(1− p)n−x , for x = 0, 1, 2, ..., n

0 , otherwise

Theorem 1.3. If the random variables X1, ..., Xn from n Bernoulli trials
with parameter p, and if X = X1 + ... + Xn, then X has the binomial
distribution with parameters n and p. Then we have

E(X) =
∑n
i=1 E(Xi) = np

V ar(X) =
∑n
i=1 V ar(Xi) = np(1− p)

φ(t) = E(etX)
=

∏n
i=1 E(etXi)

= (pet + 1− p)n
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1.3 Poisson Distribution

Go back to Table of Contents. Please click TOC

Definition 1.4. Poisson Distribution. Let λ > 0. A random variable X
has the Poisson distribution with mean λ if the p.f. of X is as follows:

f(x|λ) =

{
e−λλx

x!
, forx = 0, 1, 2, ...

0 , otherwise

Theorem 1.5. Mean. The mean of the distribution with p.f. equal to the
above equation is λ.

Theorem 1.6. Variance. The variance of the Poisson distribution with
mean λ is also λ.

Theorem 1.7. Moment Generating Function. The m.g.f. of the Poisson
distribution with mean λ is

φ(t) = eλ(et−1).

Definition 1.8. Moment Generating Function. If X has the negative
binomial distribution with parameters r and p, then the m.g.f. of X is as
follows:

φ(t) =

(
p

1− (1− p)et

)r
for t < log

(
1

1− p

)
.

Theorem 1.9. Mean and Variance. If X has the negative binomial dis-
tribution with parameters r and p, the mean and the variance of X must
be

E(X) =
r(1− p)

p
and V ar(X) =

r(1− p)
p2

.

Remark 1.10. The mean and variance of the geometric distribution with
parameter p are the special case of the equation above with r = 1.

1.4 Normal Distribution

Go back to Table of Contents. Please click TOC

Definition 1.11. Normal Distributions. A random variable X has the
normal distribution with mean µ and variance σ2 (−∞ < µ <∞ and σ >
0) if X has a continuous distribution with the following p.d.f.

f(x|µ, σ2) =
1

(2π)1/2σ
exp

[
− 1

2

(
x− µ
σ

)2]
,

for −∞ < x <∞.
Definition 1.12. Lognormal Distribution. If log(X) has the normal dis-
tribution with mean µ and variance σ2, we say that X has the lognormal
distribution with parameters µ and σ2.
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1.5 Gamma Distribution

Go back to Table of Contents. Please click TOC

Definition 1.13. Gamma Function. For each positive number α, let the
value Γ(α) be defined by the following integral

Γ(α) =

∫ ∞
0

xα−1e−x

The function Γ defined above for α > 0 is called the gamma function.

Definition 1.14. Gamma Distributions. Let α and β be positive num-
bers. A random variable X has the gamma distribution with parameters
α and β if X has a continuous distribution for which the p.d.f. is

f(x|α, β) =

{ βα

Γ(α)
xα−1e−βx , for x > 0

0 , for x ≤ 0

Theorem 1.15. Moments. Let X have the gamma distribution with pa-
rameters α and β. For k = 1, 2, ...,

E(Xk) =
Γ(α+ k)

βkΓ(α)
=
α(α+ 1)...(α+ k − 1)

βk
.

In particular, E(X) = α
β

, and V ar(X) = α
β2 .

Theorem 1.16. Moment Generating Function. Let X have the gamma
distribution with parameters α and β. The m.g.f. of X is

φ(t) =

(
β

β − t

)α
for t < β.

1.6 Beta Distribution

Go back to Table of Contents. Please click TOC

Definition 1.17. Beta Function. For each positive α and β, define

B(α, β) =

∫ 1

0

xα−1(1− x)β−1dx.

The function B is called the beta function.

Theorem 1.18. For all α, β > 0,

B(α, β) =
Γ(α)Γ(β)

Γ(α+ β)
.

Definition 1.19. Beta Distributions. Let α, β > 0 and let X be a random
variable with p.d.f.

f(x|α, β) =

{ Γ(α+β)
Γ(α)Γ(β)

xα−1(1− x)β−1 , for 0 < x < 1,

0 , otherwise.
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Theorem 1.20. Suppose that P has the beta distribution with parameters
α and β, and the conditional distribution of X given P = p is the binomial
distribution with parameters n and p. Then the conditional distribution of
P given X = x is the beta distribution with parameters α+x and β+n−x.

Theorem 1.21. Moments. Suppose that X has the beta distribution with
parameters α and β. Then for each positive integer k,

E(Xk) =
α(α+ 1)...(α+ k − 1)

(α+ β)(α+ β + 1)...(α+ β + k − 1)
.

In particular,

E(X) =
α

α+ β
,

V ar(X) =
αβ

(α+ β)2(α+ β + 1)
.

1.7 Multinomial Distribution

Go back to Table of Contents. Please click TOC

Definition 1.22. Multinomial Distribution. A discrete random vector
X = (X1, ..., Xk)whose p.f. is given as

f(X|n,p) = Pr(X = x) = Pr(X1 = x1, ..., Xk = k)

=

{ (
n

x1,...,xk

)
px1

1 ..p
xk
k , x1 + ...+ xk = n

0 , otherwise

and has the multinomial distribution with parameters n and p = (p1, ...,−+
pk).

Theorem 1.23. Means, Variance, and Covariance. Let the random vector
X have the multinomial distribution with parameters n and P. The means
and variances of the coordinates of X are

E(Xi) = npi and V ar(Xi) = npi(1− pi) for i = 1, ..., k.

Also, the covariances between the coordinates are

Cov(Xi, Xj) = −npipj .

2 Estimation

Go back to Table of Contents. Please click TOC

2.1 Motivation

Go back to Table of Contents. Please click TOC

Statistical inference is concerned with making probabilistic statements
about unknown quantities. The goal is to learn about the unknown quan-
tities after observing some data that we believe contain relevant informa-
tion. For an example, consider a comany sells electronic components, and
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they are interested in knownign about how long each component is likely
to last. They collect data on components that have been used under typi-
cal conditions. They choose to use the family of exponential distributions
to model the length of time in years from when a component is put into
service until it fails. The company believes that, if they knew the failure
rate θ, then Xn = (X1, ..., Xn) would be n i.i.d. random variables having
the exponential distribution with parameter θ.

In this case, by the L.L.N., X̄n converges in probability to the expec-

tation 1
θ

(failure rate), i.e. X̄
P→ 1

θ
. Then by the continuous mapping

theorem (see remark) X̄−1
n converges in probability to θ. By the C.L.T.,

we know that
√
n(X̄n − θ−1)

D→ N(0, θ−2) where V ar(X1) = θ−2. By the

delta method, we can show that
√
n(X̄−1

n − θ) D→ N(0, (θ2)2θ−2), where
we have considered g9x) = 1

x
; g′(x) = − 1

x2 .

Remark 2.1. This is the Theorem 6.2.5, continuous mapping theorem,
from textbook [1].

Theorem 2.2. (Continuous Functions of Random Variables). If Zn
P→ b,

and if g(z) is a function that is continuous at z = b, then g(Zn)
P→ g(b).

2.2 Statistical Inference

Go back to Table of Contents. Please click TOC

Definition 2.3. (Statistical Model). A statistical model is (1) an identi-
fication of random variables of itnerest, 92) a specification of a joint distri-
bution or a family of possible joint distributions for the observable random
variables, (3) the identification of any parameters of those distributions
that are assumed unknown, and (4) (Bayesian approach, if deisred) a
specification for a (joint) distribution for the unknown parameter(s).

Here we can discuss a little the difference between frequentist and
Bayesian statistics. Frequentist treats data as repeatable random sample,
hence the word frequency. They consider parameters to be fixed. They see
underlying parameters remaining constant during the repeatable process.
For Bayesians, the parameters are unknown and are described probabilis-
tically. Analysis is done conditioning on the observed data and the data
is treated as fixed.

Definition 2.4. (Statistical Inference). A statistical inference is a pro-
cedure that procdues a probabilistic statement about some or all parts of
a statistical model.

Definition 2.5. (Parameter Space). In a problem of statistical inference,
a characteristic or combination of characteristics that determine the joint
distribution for the random variables of interest is called a parameter of
the distribution. The set Ω of all possible values of a parameter θ or of a
vector of parameters θ = (θ1, ..., θk) is called the parameter space.

To under this definition, consider the following examples. The family
of binomial distributions has parameters n and p. The family of normal
distributions is parameterized by the mean µ and variance σ2 of each
distribution (so θ = (µ, σ2) can be considered a pair of parameters, and
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Ω = R × R+). The family of exponential distributions is parameterized
by the rate parameter θ (the failure rate must be positive: Ω will be the
set of all positive numbers).

The parameter space Ω must contain all possible values of the param-
eters in a given problem. For example, suppose that n patients are going
to be given a treatment for a condition and that we will observe for each
patient whether or not they recover from the condition. For each patient
i = 1, 2, ..., let Xi = 1 if patient i recovers, and let Xi = 0 if not. As a
collection of possible distributions for X1, X2, ..., we could choose to say
that the Xi are i.i.d. having the Bernoulli distribution with parameter p,
for 0 ≤ p ≤ 1. In this case, the parameter p is known to lie in the closed
interval [0, 1], and this interval could be taken as the parameter space.
Notice also that by the L.L.N., p is the limit as n→∞ of the proportion
of the first n patients who recover.

Definition 2.6. (Statistic). Suppose that the observable random vari-
ables of interest are X1, ..., Xn. Let ϕ be a real-valued function of n real
variables. Then the random variable T = ϕ(X1, ..., Xn) is called a statis-
tic.

For example, one can consider the sample mean X̄n = 1
n

n∑
i=1

Xi, the

maximum X(n) of the values X1, ..., Xn, and the sample variance S2
n =

1
n−1

n∑
i=1

(Xi − X̄n)2 of the vales X1, ..., X − n.

Definition 2.7. (Estimator/Estimate). Let X1, ..., Xn be observalbe
data whose joint distribution is indexed by a parameter θ taking avlues
in a subset Ω of the real line. An estimator θ̂n of the parameter θ is a
real-valued function θ̂n = ϕ(X1, ..., Xn). If {X1 = x1, ..., Xn = xn} is
observed, then ϕ(x1, ..., xn) is called the estimate of θ.

Definition 2.8. (Estimator/Estimate). Let X1, ..., Xn be observable
data whose joint distribution is indexed by a parameter θ taking values
in a subset Ω of k-dimensional space, i.e. Ω ⊂ Rk. Let h : Ω → Rd, be a
function from Ω into d-dimensional space. Define ψ = h(θ). An estimator
of ψ is a function g(X1, ..., X) that takes values in d-dimensional space.
If{X1 = x1, ..., Xn = xn} are observed, then g(x1, ..., xn) is called the
estimate of ψ.

Remark 2.9. When h in the above definition is the identity function h(θ) =
θ, then ψ = θ and we are estimating the original parameter θ. When g(θ)
is one coordinate of θ, then the ψ that we are estimating is just that one
coordinate.

Definition 2.10. (Consistent in probability estimator). A sequence of
estimators θ̂n that converges in probability to the unknown value of the
parameter being estimated, as n → ∞, is called a consistent sequence of
estimators, i.e. θ̂n is consistent if and only if for every ε > 0,

P(|θ̂n − θ| > ε)→ 0, as n→∞.

Notice that in this section we will cover three types of estimators: (1)
Method of Moments Estimators, 92) Maximum Likelihood Estimators,
and (3) Bayes Estimators.
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2.3 Method of Moments Estimators

Go back to Table of Contents. Please click TOC

Definition 2.11. (Method of Moments Estimator/Estimate). Assume
that X1, ..., Xn form a random sample from a distribution that is indexed
by a k-dimensional parameter θ and that has at least k fintie moments.
For j = 1, ..., k, let

µj(θ) = E(Xj
1 |θ).

Suppose that the function µ(θ) = (µ1(θ), ..., µk(θ)) is a one-to-one func-
tion of θ. Let M(µ1, ..., µk) denote the inverse function, that is, for all
θ,

θ = M(µ1, ..., µk).

Define the sample moments by

mj =
1

n

n∑
i=1

Xj
i forj = 1, ..., k.

The method of moments estimator of θ is M(m1, ....mk).

The usual way of implementing the method of moments is to set up
the k equations mj = µj(θ) and then solve for θ. Consider the following
example. Suppose that X1, ..., Xn are i.i.d. Γ(α, β) with α, β > 0. Thus,
θ(α, β) ∈ Ω := R+ × R+. The first two moments of this distribution are

µ1(θ) =
α

β
, µ2(θ) =

α(α+ 1)

β2
,

which implies that

α =
µ2

1

µ2 − µ2
1

, β =
µ1

µ2 − µ2
1

.

The MOM says that we replace the right-hand sides of these equations by
the sample moments and then solve for α and β. In this case, we get

α̂ =
m2

1

m2 −m2
1

, β̂ =
m1

m2 −m2
2

.

For another example, let X1, .., Xn be from a N(µ, σ2) distribution.
Thus, θ = (µ, σ2). What is the MOM estimator of θ? The solution
is the following. Consider µ1 = E(X1) and µ2 = E(X2

1 ). Cleraly, the
parameter θ can be expressed as a function of the first two population
moments, since µ = µ1, σ2 = µ2 − µ2

1. To get MOM estimates of µ and
σ2 we are going to plug in the sample moments. Thus µ̂ = m1 = X̄, and
σ̂2 = 1

n

∑n
j=1 X

2
j − X̄2 = 1

n

∑n
i=1(Xi − X̄)2.

Remark 2.12. MOM can be understood as “plug-in” estimates; to get an
estimate θ̂ of θ = M(µ1, µ2, ..., µk), we plug in estimates of the µi’s which
are the mi’s, to get θ̂.

An observation of the result is the follows. if M is continuous, then
the fact that m− I converges in probability to µi, for every i, entails that

θ̂ = M(m1,m2, ...,mk)
P→ M(µ1, µ2, ..., µk) = θ. Thus MOM estimators

are consistent under mild assumptions. Hence, we have the theorem:
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Theorem 2.13. If M is continuous, then m− I converges in probability
to µi,

∀i, θ̂ = M(m1, ...,mk)
P→M(µ1, ..., µk) = θ.

Proof: By the L.L.N., the sample moments converge in probability
to the population moments µ1(θ), ..., µk(θ). The generalization of the
continuous mapping theorem to functions of k variables implies that M(•)
evaluted at the sample moments converges in probability to θ. That is,
the MOM estimator converges in probability to θ.

Remark 2.14. Recall Theorem 6.2.5, Continuous Mapping Theorem, from
text [1]. The theorem, a.k.a. Continuous Functions of Random Variables,

if Zn
p→ b, and if g(z) is a function that is continuous at z = b, then

g(Zn)
p→ g(b).

Similarly, it is almost as easy to show that if Zn
p→ b and Yn

p→ c, and
if g(z, y) is continuous at (z, y) = (b, c), then g(Zn, Yn)

p→ g(b, c). Indeed,
this theorem extends to any finite number k of sequences that converge
in probability and a continuous function of k variables.

Remark 2.15. In general, we might be interested in estimating g(θ) where
g is some known function of θ; in such a case, the MOM estimate of g(θ)
is g(θ̂) where θ̂ is the MOM estimate of θ.

For an example, let X1, ..., Xn be the indicators of n Bernoulli trials
with success probability θ. We are going to find a MOM estimator of θ.
The solution is the following. Note that θ is the probability of success
and satisfies that θ = E(X1), θ = E(X2

1 ). Thus, we can get MOMs of θ
based on both the first and the second moments. Thus, θ̂MOM = X̄, and

θ̂MOM = 1
n

n∑
j=1

X2
j =

n∑
j=1

Xj = X̄. Thus, the MOM estimates obtained in

these two different ways coincide. Note that V arθ(X̄) = θ(1−θ)
n

, and a

MOM estimate of V arθ(X̄) is obtained as ̂V arθ(X̄)MOM = X̄(1−X̄)
n

. here
the MOM estimate based on the second moment µ2 coincides with the
MOM estimate based on µ1 because of the 0-1 nature of the Xi’s (which
entails that X2

i = Xi). However, this is not necessarily the case; the
MOM estimate of a certain parameter may not be unique as illustrated
below.

For an example, consider X1, ..., Xn be i.i.d. Poisson(λ). Find the
MOM estimator of λ. The solution is the following. We know that
E(X1) = µ1 = λ and V ar(X1) = µ2 − µ2

1 = λ. Thus µ2 = λ + λ2.
Now a MOM estimate of λ is clearly given by λ̂ = m1 = X̄; thus a MOM
estimate of µ2 = λ2 + λ is given by X̄2 + X̄. On the other hand, the
obvious MOM estimate of m2 is m2 = 1

n

∑n
j=1 X

2
j . However these two es-

timates are not necessarily equal; in other words, it is not necessarily the
case that X̄2 + X̄ = 1

n

∑n
j=1 X

2
j . This illustrates one of the disadvantages

of MOM estimates - they may not be uniquely defined.

For another example, consider n systems with failure times X1, ..., Xn
assumed to be i.i.d. Exp(λ). Find the MOM estimators of λ. The solution
is to show that E(X1) = 1

λ
, E(X2

1 ) = 2
λ2 . Therefore, we have λ = 1

µ1
=√

2
µ2

. The above equations lead to two different MOM estimators for

λ; the estimate based on the first moment is λ̂ = 1
m1

, and the estimate
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based on the second moment is λ̂MOM =
√

2
m2

. Once again, note the

non-uniqueness of the estimates.
We finish up this section by some key observations about method of

moments estimates. First of all, the MOM principle generally leads to
procedures that are easy to compute and which are therefore valuable as
preliminary estimates. Second, for large sample sizes, these estimates are
likely to be close to the value being estimated (consistency). Third, the
prime disadvantage is that they do not provide a unique estimate and this
has been illustrated before with examples.

2.4 Method of Maximum Likelihood

Go back to Table of Contents. Please click TOC

As before we have i.i.d. observations X1, ..., Xn with common probability
density or mass function f(x, θ) and θ is a Euclidean parameter indexing
the class of distributions being considered. The goal is to estimate θ or
some Φ(θ) where Φ is some known function of θ.

Definition 2.16. (Likelihood function). The likelihood function for the
sample Xn = (X1, ..., Xn) is

Ln(θ,Xn) =

n∏
i=1

f(Xi, θ).

This is simply the joint density (or mass function) but we now think
of this as a function of θ for a fixed Xn; namely the Xn that is realized.
Heutistics is the following. Suppose for the moment that Xi’s are discrete,
so that f is actually p.m.f., then Ln(Xn, θ) is exactly the probability that
the observed data is realized or “happens”. We now seek to obtain that
θ ∈ Ω for which Ln(Xn, θ) is maximized. Call this θ̂n assume that it exists.
Thus θ̂n is that value of the parameter that maximizes the likelihood
function, or in other words, makes the observed data most likely. It makes
sense to pick θ̂n as a guess for θ. When the Xi’s are continuous and f(x, θ)
is in fact a density we do the same thing – maximize the likelihood function
as before and prescribe the maximizer as an estimate of θ. For obvious
reasons, θ̂n is called an maximum likelihood estimate (M.L.E.). Notice
that θ̂n is itself a deterministic function of (X1, ..., Xn) and is therefore
a random variable. There is nothing that gaurantees that θ̂n is unique,
even if it exists. In cases of multiple maximizers, we choose one which is
more desirable according to some “sensible” criterion.

For an example, suppose that X1, ..., Xn are i.i.d. Poisson(θ), θ > 0.
Find the M.L.E. of θ. The solution is to find

Ln(θ,Xn) =

n∏
i=1

e−θθXi

X1!
= C(Xn)e−nθθ

∑n
i=1 Xi .

To maximize this expression, we set

∂

∂θ
log Ln(θ,Xn) = 0.

14



This yields that

∂

∂θ

[
− nθ +

( n∑
i=1

Xi

)
log θ

]
= 0;

that is,

−n+
1

θ

n∑
i=1

= 0,

showing that θ̂n = X̄. It can be checked by compuing the second deriva-
tive at θ̂n that the stationary point indeed gives a (unique) maximum or
by noting that the log-likelihood is a strictly concave function.

For another example, let X1, ..., Xn be i.i.d. Ber(θ) where 0 ≤ θ ≤ 1.
We want to find the M.L.E. of θ. Now,

Ln(θ,Xn) =
∏n
i=1 θ

Xi(1− θ)1−Xi

= θ
∑
Xi(1− θ)n−

∑
Xi

= θnX̄n(1− θ)n(1−X̄n)

Maximizing Ln(θ,Xn) is equivalent to maximizing logLn(θ,Xn). Now

log Ln(θ,Xn) = nX̄nlog theta+ n(1− X̄n)log(1− θ).

We split the maximization problem into the following three cases. First,
X̄n = 1; this means that we observed a success in every trial. It is not
difficult to see that in this case the M.L.E. θ̂n = 1 which is compatible
with intuition. Second, for X̄n = 0; this means that we observe da failure
in every trial. It is not difficult to see that in this case the M.L.E. θ̂ = 0,
also compatible with intuition. Last, for 0 < X̄n < 1; in this case it is
easy to see that the function logLn(θ,Xn) goes to −∞ as θ approaches 0
or 1, so that for purposes of maximization we can restrict to 0 < θ < 1.
To maximize log Ln(θ,Xn), we solve the equation,

∂

∂θ
log Ln(θ,Xn) = 0,

which yields,
X̄n
θ
− 1− X̄n

1− θ = 0.

This gives θ = X̄, which can be checked by computing the second deriva-
tive at X̄n or noticing that logLn(θ,X−n) is concave in θ that the function
attains a maximum at X̄n. Thus, the M.L.E., θ̂n = X̄n and this is just the
sample proportion of 1’s. Thus, in every case, the M.L.E. is the sample
proportion of 1’s. Note that this is also the MOM estimate of θ.

For example, suppose X1, ..., Xn are i.i.d. unif([0, θ]) random vari-
ables, where θ > 0. We want to obtain the M.L.E. of θ. The solution is
to find the likelihood function, which is

Ln(θ,Xn) =
n∏
i=1

1
θ
I[0,θ](Xi)

= 1
θn

n∏
i=1

I[Xi,∞)(θ)

= 1
θn
I[maxi=1,...,n,Xi,∞)(θ)
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It is then clear that Ln(θ,Xn) is constant and equals 1
θn

for θ ≥ max Xi
and is 0 otherwise. By plotting the graph of this function, you can see
that

θ̂n = max
i=1,...,n

Xi.

Here the differentiation will not help you to get the M.L.E. because the
likelihood function is not differentiable at the point where it hits the max-
imum.

For example, suppose that X1, ..., Xn are i.i.d. N(µ, σ2). We want to
find the M.L.E.s of the mean µ and the variance σ2. The solution is to
find likelihood function first, which is,

Ln(µ, σ2, Xn) =
1

(2π)n/2σn
exp

(
− 1

2σ2

n∑
i=1

(Xi − µ)2

)
.

It is easy to see that

log Ln(µ, σ2, Xn) = −n
2
log σ2 − 1

2σ2

n∑
i=1

(Xi − µ)2 + c, c some constant

= −n
2
log σ2 − 1

2σ2

n∑
i=1

(Xi − X̄n)2 − n
2σ2 (X̄n − µ)2.

To maximize the above expression w.r.t. µ and σ2 we proceed as
follows. For any (µ, σ2) we have

log Ln(µ, σ2, Xn) ≤ log Ln(X̄n, σ
2, Xn),

showing that we can choose µM.L.E. = X̄n. Then we need to maximize
log Ln(X̄n, σ

2, Xn) with respect to σ2 to find σ2
M.L.E.. Now,

log Ln(X̄n, σ
2, Xn) = −n

2
log σ2 − 1

2σ2

n∑
i=1

(Xi − X̄n)2.

The fact that this actually gives a global maximizer follows from the fact
that the second derivative at σ̂2 is negative. Notice that MOM estimates
coincide with the M.L.E.s.

For example, we now tweak the above situation a bit. Suppose now
that we restrict parameter space, so that µ has to be non-negative, i.e.,
µ ≥ 0. Thus we seek to maximize logLn(µ, σ2, Xn) but subject to the
constraint that µ ≥ 0 and σ2 > 0. To approach this problem, the M.L.E.
is (X̄n, σ̂2) if X̄ ≥ 0. In case, that X̄n < 0 we proceed thus. For fixed σ2,
the function logLn9µ, σ2, Xn), as a function of µ, attains a maximum at
X̄n and then falls off as a parabola on either side. The µ ≥ 0 for which
the function logLn(µ, σ2, Xn) is the largest is 0; thus µM.L.E. = 0 and
logLn(µ̂, σ2, Xn) is then given by,

log Ln(µ̂, σ2, Xn) = −n
2
log σ2 − 1

2σ2

n∑
i=1

(Xi − X̄)2 − n
2σ2 X̄

2

= −n
2
logσ2 − 1

2σ2

n∑
i=1

X2
i
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Proceeding as before (by differentiation) it is shown that σ2
M.L.E. = 1

n

n∑
i=1

X2
i .

Thus, the M.L.E.s can be written as

(µM.L.E., σ
2
M.L.E.) = I(−∞,0)(X̄)

(
0,

1

n

n∑
i=1

X2
i

)
+ I[0,+∞)(X̄)(X̄, σ̂2).

For example, about the non-uniqueness of M.L.E., suppose thatX1, ..., Xn
form a random sample from the uniform distribution on the interval
[θ, θ + 1], where θ ∈ R is unknown. We want to find the M.L.E. of θ.

Ln(θ) =

n∏
i=1

I[θ,θ+1](Xi).

The condition that θ ≤ Xi, for all i = 1, ...n, is equivalent to the condition
that θ ≤ min{X1, ..., Xn} = X(1).

Similarly, the condition that Xi ≤ θ+1, for all i = 1, ..., n is equivalent
to the condition that θ ≥ max{X1, ..., Xn} − 1 = X(n) − 1. Thus the
likelihood can be written as

Ln(θ) = I[X(n)−1,X(1)](θ).

Hence, it is possible to select as an M.L.E. any value of θ in the interval
[X(n) − 1, X(1)], and thus the M.L.E. is not unique.

For example, consider a random variable X that can come with equal
probability either from a N(0, 1) or from N(µ, σ2), where both µ and σ
are unknown. Thus, the p.d.f. f(•, µ, σ2) of X is given by

f(x, µ, σ2) =
1

2

[
1√
2π
e−x

2/2 +
1√
2πσ

e−(x−µ)2/(2σ2)

]
.

Suppose now that X1, ..., Xn form a random sample from this distribution.
As usual, the likelihood function

Ln(µ, σ2) =

n∏
i=1

f(Xi, µ, σ
2).

We want to find the M.L.E. of θ = (µ, σ2). Let Xk denote one of
the observed values. If we let µ = Xk and let σ2 → 0, we find that
Ln(µ, σ2)→∞. Note that 0 is not a permissible estimate of σ2, because
we know in advance that σ > 0. Since the likelihood function can be made
arbitrarily large by choosing µ = Xk and choosing σ2 arbitrarily close to
0, it follows that the M.L.E. does not exist.

2.4.1 Properties of M.L.E.s
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Theorem 2.17. (Invariance Property of M.L.E.s). If θ̂n is the M.L.E.
of θ and if h is any function, then h(θ̂n) is the M.L.E. of h(θ).

Remark 2.18. Recall Theorem 7.6.2 in text [1]. Let θ̂ be an M.L.E. of θ,
and let g(θ) be a function of θ. Then M.L.E. of g(θ) is g(θ̂).
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Consistency is another property for M.L.E.. Consider an estimation
problem in which a random sample is to be taken from a distribution in-
volving a parameter θ. Then under certain conditions, which are typically
satisfied in practical problems, the sequence of M.L.E.s is consistent, i.e.

θ̂n
P→ θ, as n→∞.

2.4.2 Computational Methods for Approximating M.L.E.s

Go back to Table of Contents. Please click TOC

Consider an example, suppose that X1, ..., Xn are i.i.d. from a Gamma
distribution for which the p.d.f. is as follows f(x, α) = 1

Γ(α)
xα−1e−x, for

x > 0. The likelihood function is

Ln(α) =
1

Γ(α)n

( n∏
i=1

Xi

)α−1

e
−
n∑
i=1

Xi
,

and thus the log-likelihood is

ln(α) = log Ln(α) = −n logΓ(α) + (α− 1)

n∑
i=1

log(Xi)−
n∑
i=1

Xi,

The M.L.E. of α will be the value of α that satisfies the equation

∂
∂α
ln(α) = −nΓ′(α)

Γ(α)
+

n∑
i=1

= 0

Γ′(α)
Γ(α)

= 1
n

n∑
i=1

log(Xi).

Newton’s Method. Let f(x) be a real-valued function of a real variable,
and suppose that we wish to solve the equation f(x) = −. Let x0 be
an initial guess at the solution. Newton’s method replaces the initial
guess with the updated guess x1 = x0 − f(x0)

f ′(x0)
. The rationale behind the

Newton’s method is: approximate the curve by a line tangent to the curve
passing through the point (x0, f(x0)). The approximating line crosses the
horizontal axis at the revised guess x1. Typically, one replaces the initial
guess with the revised guess and iterates Newton’s method until the results
stabilize.

18



Figure 1: This is the graphic illustration for Newton’s Method.

The EM Algorithm. According to text [1], there are a number of com-
plicated situations in which it is difficult to compute the M.L.E.. Many of
these situations involve forms of missing data. The term “missing data”
can refer to several different types of information. The most obvious would
be observations that we had planned or hoped to observe but were not
observed. For example, imagine that we planned to collect both heights
and weights for a sample of athletes. For reasons that might be beyond
our control, it is possible that we observed both heights and weights for
most of the athletes, but only heights for one subset of atheletes and only
weights for another subset. If we model the heights and weights as having
a bivariate normal distribution, we might want to compute the M.L.E. of
the parameters of that distribution.

The EM algorithm is an iterative method for approximating M.L.E.’s
when missing data making it difficult to find the M.L.E.’s in closed form.
One begins at stage 0 with an initial parameter vector θ(0). To move
from stage j to stage j + 1, one first writes the full-data log-likelihood,
which is what the logarithm of the likelihood function would be if we
had observed the missing data. The values of the missing data appear in
the full-data log-likelihood as random variables rather than as observed
values. The “E” step of the EM algorithm is the following: compute the
conditional distribution of the missing data given the observed data as
if the parameter θ were equal to θ(j), and then compute the conditional
mean of the full-data log-likelihood treating θ as constant and the missing
data as random variables. The E step gets rid of the unobserved random
variables from the full-data log-likelihood and leaves θ where it was. For
the “M” step, choose θ(j+1) to maximize the expected value of the full-
data log-likelihood that you just computed. The M step takes you to stage
j + 1. Ideally, the maximization step is no harder than it would be if the
missing data had actually been observed.
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2.5 Principles of Estimation
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We need to setup the problem firs.t Our data X1, ..., Xn are i.i.d. obser-
vations from the distribution Pθ where θ ∈ Ω, the parameter space (Ω is
assumed to be the k-dimensional Euclidean space). We need to assume
we have θ1 6= θ2 ⇒ Pθ1 6= Pθ2 .

Here is the estimation problem. Consider, for now, the problem of
estimating g(θ) where g is some function of θ. In many cases g(θ) = θ
itself. Generally g(θ) will describe some important aspect of the distri-
bution Pθ. Our estimator of g(θ) will be some function of our observed
data Xn = (X1, ..., Xn). In general, there will be different estimators of
g(θ) which may all seem reasonable from different perspectives - the ques-
tion then becomes one of finding the most optimal one. This requires an
objective measure of performance of the estimator. If Tn estimates g(θ)
a criterion that naturally suggests itself if the distance of Tn from g(θ).
Good estimators are those for which |Tn − g(θ)| is generally small. Since
Tn is a random variable no deterministic statement can be made about
the absolute deviation; however what we can expect of a good estimator
is a high chance of remaining close to g(θ).

Also as n, sample size, increases we get hold of more information and
hence expect to be able to do a better job of estimating g(θ). These
notions when coupled together give rise to the consistency requirement
for a sequence of estimators Tn; as n increases, Tn ought to converge in
probability to g(θ) under the probability distribution Pθ). In other words,
for any ε > 0,

Pn(|Tn − g(θ)| > ε)→ 0.

The above is clearly a large sample property; what it says is that with
probability increasing to 1, Tn estimates g(θ) to any pre-determined level
of accuracy. However, the consistency condition alone, does not tell us
anything about how well we are performing for any particular sample size,
or the rate at which the above probability is going to 0.

For a fixed sample size n, how do we measure the performance of an
estimator Tn? One option is to obtain an average measure of the error, or
in other words, average out |Tn − g(|theta)| over all possible realizations
of Tn. The resulting quantity is then still a function of θ but no longer
random. It is called the mean absolute error, written as,

M.A.E. = Eθ(|Tn − g(θ)|).

However, it is more common to avoid absolute deviations and work with
the square of the deviation, integrated out as before over the distribution
of Tn. This is called the mean squared error, M.S.E., and is

M.S.E.(Tn, g(θ)) = Eθ[(Tn − g(θ))2].

This is meaningful only the above quantity is finite for all θ. Good esti-
mators are those for which the M.S.E. is generally not too high, whatever
be the value of θ. There is a standard decomposition of the M.S.E. that
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helps us understand its components. We have

M.S.E.(Tn, g(θ)) = Eθ[(Tn − g(θ))2]
= Eθ[(Tn − Eθ(Tn) + Eθ(Tn)− g(θ))2]
= Eθ[(Tn − Eθ(Tn))2] + (Eθ(Tn)− g(θ))2

+2Eθ[(Tn − Eθ(Tn))(Eθ(Tn)− g(θ))]
= V arθ(Tn) + b(Tn, g(θ))2,

where b(Tn, g(θ)) = Eθ(Tn) − g(θ0 is the bias of Tn as an estimator of
g(θ). The cross product term in the above vanishes since Eθ(Tn)−g(θ) is a
constant and equals to 0. The bias measures, on average, by how much Tn
overestimate or underestimate g(θ). If we think of the expectation Eθ(Tn)
as the center of the distribution of Tn¡ then the bias measures by how
much the center deviates from the target. The variance of Tn measures
how closely Tn is clustered around tis center. Ideally one would like to
minimize both simultaneously, but unfortunately this is rarely possible.

Two estimators Tn and Sn can be compared on the basis of their
M.S.E.s. Under parameter value θ, Tn dominates Sn as an estimator if

M.S.E.(Tn, θ) ≤M.S.E.(Sn, θ), ∀θ ∈ Ω.

In this situation we say that Sn is inadmissible in the presence of Tn.
The use of the term “inadmissible” hardly needs explanation. If, for all
possible values of the parameter, we incur less error using Tn instead of
Sn as an estimate of g(θ), then clearly there is no point in considering Sn
as an estimator at all.

Remark 2.19. Continuing along this line of thought, is there an estimate
that improves all others? In other words, is there an estimator that makes
every other estimator inadmissible? The answer is no, except in certain
pathological situations. As we have noted before, it is generally not pos-
sible to find a universally best estimator.

One way to try to construct optimal estimators is to restrict oneself
to a subclass of estimators and try to find the best possible estimator
in this subclass. One arrives at subclasses of estimators by constraining
them to meet some desirable requirements. One such requirement is that
of unbiasedness. Below, we provide a formal definition.

Definition 2.20. (Unbiased estimator). An estimator Tn of g(θ) is said
to be unbiased if Eθ(Tn) = g(θ) for all possible values of θ, that is,

b(Tn, g(θ)) = 0, ∀θ ∈ Ω.

Thus, unbiased estimators, on an average, hit the target value. This
seems to be a reasonable constraint to impose on an estimator and indeed
produces meaning ful estimates in a variety of situations.

Remark 2.21. Notice that for an unbiased estimator Tn, the M.S.E. under
θ is simply the variance of Tn under θ.

In a large class of models, it is possible to find an unbiased estimator of
g(θ) that has the smallest possible variance among all possible unbiased
estimators. Such an estimate is called an minimum variance unbiased
estimator (MVUE). Here is a formal definition.
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Definition 2.22. (Minimum Variance Unbiased Estimator). We call Sn
an M.V.U.E. of g(θ) if (i) Eθ(Sn) = g(θ), ∀θ ∈ Ω, and (ii) if Tn is an
unbiased estimate of g(θ), then V arθ(Sn) ≤ V arθ(Tn).

Here are a few examples to illustrate some of the various concepts.

(a) Consider X1, .., Xn i.i.e. N(µ, σ2). A natural unbiased estimator of
gt(θ) = µ is X̄n, the sample mean. IT is also consistent for µ by the
W.L.L.N.. It can be shown that this is also the M.V.U.E. of µ.

In other words, any other unbiased estimate of µ will have a larger
variance than X̄n. Recall that the variance of X̄n is simply σ2/n.
Consider now, the estimation of σ2. Two estimates of this that we
have considered in the past are

σ̂2 =
1

n

n∑
i=1

(Xi − X̄)2, formula (i)

and

s2 =
1

n− 1

n∑
i=1

(Xi − X̄)2, formula (ii).

Our of these σ̂2 is not unbiased for σ2 but s2 is. In fact s2 is also
the M.V.U.E. of σ2.

(b) Let X1, ..., Xn be i.i.d. from some underlying density function or
mass function f(x, θ). Let g(θ) = Eθ(X1). Then sample mean X̄n is
always an unbiased estimate of g(θ). Whether it is M.V.U.E. or not
depends on the underlying structure of the model.

(c) Suppose that X1, ..., Xn be i.i.d. Ber(θ). It can be shown that X̄n
is the M.V.U.E. of θ. Now define g(θ) = θ

1−θ . This is a quantity of
interest because it is precisely the odds in favor of heads in a coin-
toss-event. It can be shown that there is no unbiased estimator of
g(θ) in this model.

However, an intuitively appealing estimate of g(θ) is Tn ≡ X̄n
1−X̄n

. It

is not unbiased for g(θ); however, it does converge in probability to
g(θ).

Remark 2.23. This example illustrates an important point: unbiased
estimators may not always exist. Hence imposing unbiasedness as a
constraint may not be meaningful in all situations.

(d) Unbiased estimators are not always better than biased estimators.
Remember that it is the M.S.E. that gauges the performance of
the estimator and a biased estimator may actually outperform an
unbiased one owing to a significantly smaller variance.

Consider X1, ..., Xn i.i.d. Unif([0, θ]). Here Ω = (0,∞). A natu-
ral estimate of θ is the maximum of the Xi’s, which we denote by
X(n). Another estimate of θ is obtained by observing that X̄n is
an unbiased estimate of θ/2, the common mean of the Xi’s; hence
2X̄n is an unbiased estimate of θ. Show that X(n) in the sense of
M.S.E. outperforms 2X̄n by an order of magnitude. The best un-
biased estimator (M.V.U.E.) of θ is (1 + n−1)X(n). The solution is
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the following:

M.S.E.(2X̄n, θ) = θ2

3n
= V ar(2X̄n)

M.S.E.((1 + n−1)X(n), θ) = θ2

n(n+2)
= V ar((1 + n−1)X(n))

M.S.E.(X(n), θ) = θ2

n(n+2)
n2

(n+1)2
+ θ2

(n+1)2
,

where in the last equality we have two terms, the variance and the
squared bias.

2.6 Sufficient Statistics
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Sometimes there may not be any M.L.E., or there may be more than
one. Even when an M.L.E. is unique, it may not be suitable (as in the
Unif(0, θ) example where the M.L.E. always underestimates the value of
θ). In such problems, the search for a good estimator must be extended
beyond the methods that have been introduced thus far. This section
discusses the concept of a sufficient statistic, which can be sued to simplify
the search for a good estimator in many problems.

Suppose that in a specific estimation problem, two statisticians A and
B must estimate the value of the parameter θ. Statistician A can observe
the values of the observations X1, ..., Xn in a random sample, and statis-
tician B cannot observe the individual value of X1, ..., Xn but can learn
the value of a certain statistic T = ϕ(X1, ..., Xn). Then, statistician A
can choose any function of the observations X1, ..., Xn as an estimator of
θ (including a function of T ). But statistician B can use only a function of
T . Hence, it follows that A will generally be able to find a better estimator
than B does.

Sometimes, however, B will be able to do just as well as A does.
In such cases, the single function T = ϕ(X1, ..., Xn) will in some sense
summarize all the information contained in the random sample about θ,
and knowledge of the individual values of X1, ..., Xn will be irrelevant in
the search for a good estimator of θ. A statistic T having this property is
called a sufficient statistic.

A statistic is sufficient with respect to a statistical model Pθ and its
associated unknown parameter θ if it provides “all” the information on θ;
e.g., if “no other statistic that can be calculated from the same sample
provides any additional information as to the value of the parameter”.

Definition 2.24. (Sufficient Statistic). Let X1, ..., Xn be a random sam-
ple from a distribution indexed by a parameter θ ∈ Ω. Let T be a statistic.
Suppose that, for ever θ ∈ Ω and every possible value t of T , the condi-
tional joint distribution of X1, ..., Xn given that T = t (at θ) depends only
on t but not on θ.

That is, for each t, the conditional distribution of X1, ..., Xn given
T = t is the same for all θ. Then we say that T is a sufficient statistic for
the parameter θ.

If T is sufficient, and one observed only T instead of (X1, ..., Xn), one
could, at least in principle, simulate random variables (X ′1, ..., X

′
n) with

the same joint distribution.
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In this sense, T is sufficient for obtaining as much information about θ
as one could get from (X1, ..., Xn). We shall now present a simple method
for finding a sufficient statistic that can be applied in many problems.

Theorem 2.25. (Factorization Criterion). Let X1, ..., Xn form a random
sample from either a continuous distribution or a discrete distribution for
which the p.d.f. or the p.m.f. is f(x, θ), where the value of θ is unknown
and belongs to a given parameter space Ω.

A statistic T = r(X1, ..., Xn) is a sufficient statistic for θ if and only if
the joint p.d.f. or the joint p.m.f. fn(x, θ) of (X1, ..., Xn) can be factored
as follows for all values of x = (x1, ..., xn) ∈ Rn and all values of θ ∈ Ω:

fn(x, θ) = u(x)v(r(x), θ),

where (i) u and v are both non-negative, (ii) the function u may depend
on x but does not depend on θ, and (iii) the function v will depend on θ
but depends on the observed value x only through the value of the statistic
r(x).

For an example, suppose that X1, ..., Xn are i.i.d. Poi(θ), θ > 0.
Thus, for every non-negative integers x1, ..., xn, the joint p.m.f. fn(x, θ0
of (X1, ..., Xn) is

fn(x, θ) =

n∏
i=1

e−θθxi

xi!
=

1
n∏
i=1

xi!
e−nθθ

n∑
i=1

xi
.

THus, we take u(x) = 1
n∏
i=1

xi!
, r(x) =

n∑
i=1

xi, v(t, θ) = e−nθθt. It follows

that T =
n∑
i=1

Xi is a sufficient statistic for θ.

For another example, suppose that X1, ..., Xn are i.i.d. Gamma(α, β),
α, β > 0, where α is known, and β is unknown. The joint p.d.f. is

fn(x, β) =

{
[Γ(α)]n

( n∏
i=1
u(x)

xi

)α−1}−1

×
{
βnα exp

v(t,β)

(−nβt)
}
, t =

n∑
i=1

Xi.

The sufficient statistics if Tn =
n∑
i=1

Xi.

For example, suppose that X1, ..., xXn are i.i.d. Gamma(α, β), α, β >
0 where α is unknown, and β is known. The joint p.d.f. in this exercise
is the same as that given in the previous exercise. However, since the
unknown parameter is now α instead of β, the appropriate factorization
is now

fn(x, α) =

{
exp
u(x)

(−β
n∑
i=1

xi)

}
×
{

βnα

[Γ(α)]n
tα−1

v(t,α)

}
, t =

n∏
i=1

xi.

The sufficient statistics is Tn =
n∏
i=1

Xi.
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2.7 Bayesian Paradigm
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2.7.1 Prior Distribution
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Definition 2.26. (Prior Distribution). Suppose that one has a statistical
model with parameter θ. If one treats θ as random, then the distribution
that one assigns to θ before observing the data is called its prior distribu-
tion.

Thus, now θ is random and will be denoted by Θ. We will assume
that if the prior distribution of Θ is continuous, then its p.d.f. is called
the prior p.d.f. of Θ. For an example, let Θ denote the probability of
obtaining a head when a certain coin is tossed. We discuss two cases.
First, suppose that it is known that the coin either is fair or has a head
on each side. Then Θ only takes two values, namely 1/2 and 1. If the
prior probability that the coin is fair is 0.8, then the prior p.m.f. of Θ is
ζ(1/2) = 0.8 and ζ(1) = 0.2. Second, suppose that Θ can take any value
between (0, 1) with a prior distribution given by a Beta distribution with
parameters (1, 1).

Suppose that the observable data X1, ..., Xn are modeled as random
sample from a distribution indexed by θ. Suppose f(·|θ) denote the
p.m.f./p.d.f. of a single random variable under the distribution indexed
by θ. When we treat the unknown parameter Θ as random, then the joint
distribution of the observable random variables (i.e. data) indexed by θ
is understood as the conditional distribution of the data given Θ = θ.
Thus, in general we will have X1, ..., Xn|Θ = θ are i.i.d. with p.d.f./p.m.f.
f(·|θ), and that Θ ∼ ζ, i.e.,

fn(X|θ) = f(x1|θ) . . . f(xn|θ),

where fn is the joint conditional distribution of X = (X1, ..., Xn) given
Θ = θ.

2.7.2 Posterior Distribution
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Definition 2.27. (Posterior Distribution). Consider a statistical infer-
ence problem with parameter θ and random variables X1, ..., Xn to be
observed. The conditional distribution of Θ given X1, ..., Xn is called the
posterior distribution of θ.

The conditional p.m.f./p.d.f. of Θ given X1 = x1, ..., Xn = xn is called
the posterior p.m.f./p.d.f. of θ and is usually denoted by ζ(·|x1, ..., xn).

Theorem 2.28. Suppose that the n random variables X1, ..., Xn form
a random sample from a distribution for which the p.d.f./p.m.f. is ·|θ).

25



Suppose also that the value of the parameter θ is unknown and the prior
p.d.f./p.m.f. of θ is ζ(·). Then the posterior p.d.f./p.m.f. of θ is

ζ(θ|x) =
f(x1|θ) . . . f(xn|θ)ζ(θ)

gn(x)
,∀θ ∈ Ω,

where gn is the marginal joint p.d.f./p.m.f. of X1, ..., Xn.

2.7.3 Sampling from a Bernoulli Distribution
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Theorem 2.29. Suppose that X1, ..., Xn form a random sample from the
Bernoulli distribution with mean θ > 0, where 0 < θ < 1 is unknown.
Suppose that the prior distribution of Θ is Beta(α, β), where α, β > 0.

Then the posterior distribution of Θ given X1 = xi, for i = 1, ..., n, is

Beta(α+
n∑
i=1

xi, β + n−
n∑
i=1

xi).

Proof: The joint p.m.f. of the data is

fx(x|θ) = f(x1|θ) . . . f(xn|θ) =

n∏
i=1

θxi(1− θ)1−xi = θ

n∑
i=1(1− θ)

n−
n∑
i=1

xi
.

Therefore the posterior density of Θ|X1 = x1, ..., Xn = xn is given by

ζ(θ|x0) ∝ θα−1(1− θ)β−1 · θ
n∑
i=1

xi
(1− θ)

n−
n∑
i=1

xi

= θ

n∑
i=1

xi+α−1

(1− θ)
β+n−

n∑
i=1

xi−1

,∀θ ∈ (0, 1)

Thus, Θ|X1 = x1, ..., Xn = xn ∼ Beta(α+
n∑
i=1

xi, β + n−
n∑
i=1

xi).

Q.E.D.

2.7.4 Sampling from a Poisson Distribution
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Theorem 2.30. Suppose that X1, ..., Xn form a random sample from the
Poisson distribution with mean θ > 0, where θ is unknown. Suppose that
the prior distribution of Θ is Gamma(α, β), where α, β > 0. Then the
posterior distribution of Θ given Xi = xi, for i = 1, ..., n, is Gamma(α+
n∑

ı=1

xi, β + n).

Definition 2.31. Let X1, ..., Xn be conditionally i.i.d. given Θ = θ with
common p.m.f./p.d.f. f(·|θ), where θ ∈ Ω.

Let Ψ be a family of possible distributions over the parameter space
Ω. Suppose that no matter which prior distribution ζ we choose from
ψ, no matter how many observations X = (X1, ..., Xn) we observe, and
no matter what are their observed values x = (x1, ..., xn), the posterior
distribution ζ(·|x) is a member of Ψ. Then Ψ is called a conjugate family
of prior distributions for samples from the distributions f(·|θ).
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2.7.5 Sampling from a Exponential Distribution
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Consider the following example, suppose that the distribution of the life-
time of fluorescent tubes of a certain type is the exponential distribution
with parameter θ. Suppose that X1, ..., Xn is a random sample of lamps
of this type. Also suppose that Θ ∼ Gamma(α, β), for known α, β. Then

fn(x|θ) =

n∏
i=1

θe−θxi = θne
−θ

n∑
i=1

xi
.

Then the posterior distribution of Θ given the data is

ζ(θ|x) ∝ θne
−n

n∑
i=1

xi
· θα−1e−βθ = θn+α−1e

−(β+
n∑
i=1

xi)θ

.

Therefore, Θ|Xn = x ∼ Gamma(α+ n, β +
n∑
i=1

xi).

2.8 Bayes Estimators

Go back to Table of Contents. Please click TOC

An estimator of a parameter is some function of the data that we hope
is close to the parameter, i.e., θ̂ ≈ θ. Let X1, ..., Xn be data whose joint
distribution is indexed by a parameter θ ∈ Ω. Let δ(X1, ..., Xn) be an
estimator of θ.

Definition 2.32. A loss function is a real-valued function of two vari-
ables, L(θ, a), where θ ∈ Ω and a ∈ R.

The interpretation is that the statistician losses L(θ, a) if the param-
eter equals θ and the estimate equals a.

For an example, say to calculate squared error loss, we compute L(θ, a) =
(θ − a)2, which is the formula for squared error loss. And the formula
for absolute error loss is L(θ, a) = |θ − a|. Suppose that ζ(·) is a prior
p.d.f./p.m.f. of θ ∈ Ω. Consider the problem of estimating θ without
being able to observe the data. If the statistician chooses a particular
estimate a, then her expected loss will be

E[L(θ, a)] =

∫
Ω

L(θ, a)ζ(θ)dθ.

It is sensible that the statistician wishes to choose an estimate a for which
the expected loss is minimum.

Definition 2.33. Suppose now that the statistician can observe the value
x of the data Xn before estimating θ, and let ζ(·|x) denote the posterior
p.d.f. of θ ∈ Ω. For each estimate a that the statistician might use, her
expected loss in this case will be

E[L(θ, a)|x] =

∫
Ω

L(θ, a)ζ(θ|x)dθ.
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Hence, the statistician should now choose an estimate a for which
the above expectation is minimum. For each possible value x of Xn,
let δ∗(x) denote a value of the estimate a for which the expected loss is
minimum. Then the function δ∗(Xn) is called the Bayes estimator of θ.
Once Xn = x is observed, δ∗(x) is called the Bayes estimate of θ. Thus, a
Bayes estimator is an estimator that is chosen to minimize the posterior
mean of some measure of how far the estimator that is chosen to minimize
the posterior mean of some measure of how far the estimator is from the
parameter.

Corollary 2.34. Let θ ∈ Ω ⊂ R. Suppose that the squared error loss
function is used and the posterior mean of Θ, i.e., E(Θ|Xn) is finite.
Then the Bayes estimator of θ is δ∗(Xn) = E(Θ|Xn).

For example, suppose that X1, ..., Xn form a random sample from the
Bernoulli distribution with mean θ > 0, where 0 < θ < 1 is unknown.
Suppose that the prior distribution of Θ is Beta(α, β0, where α, β > 0.
Recall that

Θ|X1 = x1, ..., Xn = xn ∼ Beta(α+

n∑
o=1

xi, β + n−
n∑
i=1

xi)

and thus, we have

δ∗(X) =

α+
n∑
i=1

Xi

α+ β + n
.

2.8.1 Sampling from a Normal Distribution
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Theorem 2.35. Suppose that X1, ..., Xn form a random sample from
N(µ, σ2), where µ is unknown and the value of the variance σ2 > 0 is
known. Suppose that Θ ∼ N(µ0, v

2
0). Then

Θ|X1 = x1, ..., Xn = xn ∼ N(µ1, v
2
1),

where

µ1 =
σ2µ0 + nv2

0 x̄n
σ2nv2

0

, and v2
1 =

σ2v2
0

σ2 + nv2
0

.

Proof: The joint density has the form

fn(x|θ) ∝ exp
[
− 1

2σ2

n∑
i=1

(xi − θ)2

]
.

Thus, by omitting the factor that involves x1, ..., xn but does depend on
θ, we may rewrite fn(x|θ) as

fn(x|θ) ∝ exp
[
− n

2σ2
(θ − x̄n)2

]
.

Since the prior density has the form

ζ(θ) ∝ exp
[
− 1

2v2
0

(θ − µ0)2

]
,
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it follows that the posterior p.d.f. ζ(θ|x) satisfies

ζ(θ|x) ∝ exp
[
− n

2σ2
(θ − x̄n)2 − 1

2v2
0

(θ − µ0)2

]
.

Completing the squares again establishes the following identity:

n

σ2
(θ − x̄n)2 +

1

v2
0

(θ − µ0)2 =
1

v2
1

(θ − µ1)2 +
n

σ2 + nv2
0

(x̄n − µ0)2.

The last term on the right side does not involve on θ. Thus,

ζ(θ|x) ∝ exp
[
− 1

2v2
1

(θ − µ1)2

]
.

Thus, we have

δ∗(X) =
σ2µ0 + nv2

0X̄n
σ2 + nv2

0

.

Q.E.D.

Let us finish this section with a corollary.

Corollary 2.36. Let θ ∈ Ω ⊂ R. Suppose that the absolute error loss
function is sued. Then the Bayes estimator of θ, δ∗(Xn) equals the median
of the posterior distribution of Θ.

3 Sampling Distribution of Estimators
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3.1 Sampling Distribution of a Statistic
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A statistic is a function of the data, and hence is itself a random variable
with a distribution. This distribution is called its sampling distribution.
It tells us what values the statistic is likely to assume and how likely
is it to take these values. Supposethat X1, ..., Xn are i.i.d. from the
distribution Pθ, where θ ∈ Ω ⊂ Rk. Let T be a statistic, i.e. suppose
that T = ϕ(X1, ..., Xn). Assume that T ∼ Fθ, where Fθ is the c.d.f. of T
(dependent on θ. The distribution of T (with θ fixed is called the sampling
distribution of T . Thus, the sampling distribution has c.d.f. Fθ.

3.2 The Gamma and the χ2 Distributions

Go back to Table of Contents. Please click TOC
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3.2.1 The Gamma Distributions
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The gamma function is a real-valued non-negative function defined on
(0,∞) in the following manner

Γ(α) =

∫ ∞
0

xα−1e−xdx, α > 0

The Gamma function enjoys some nice properties. Two of these are listed
below:

(a) Γ(α+ 1) = αΓ(α);

(b) Γ(n) = (n− 1)!

Perperty (b) is an easy consequence of Property (a).

Proposition 3.1. Let X1, X2, ..., Xn be independent random variable with
Xi ∼ Gamma(αi, λ). Then Sn := X1 + X2 + · · · + Xn is distributed as

Gamma(
n∑
i=1

αi, λ). If X follows the Gamma(α, λ) distribution, the mean

and variance of X can be explicitly expressed in terms of the parameters

E(X) =
α

λ
, V ar(X) =

α

λ2

We can do the following computation of a general moment E(Xk),
where k is a positive interger,

E(Xk) =
∫∞

0
xk λα

Γ(α)
e−λxxα−1dx

= λα

Γ(α)

∫∞
0
e−λxxk+α−1dx

= λα

Γ(α)
Γ(α+k)
λα+k

= (α+k−1)...(α)Γ(α)

λkΓ(α)

=

n∏
i=1

(α+i−1)

λk

Note that we also have∫ ∞
0

e−λxxk+α−1dx =
Γ(α+ k)

λα+k
.

This is an immediate consequence from the result that the gamma density
with parameters (α+ k, λ) integrates to 1.

3.2.2 The Chi-squared Distribution
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We now introduce an important family of distributions, called the χ2

family.
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Definition 3.2. Let Z ∼ N (0, 1). Then the distribution function of
W = Z2 is called the χ2

1 distribution and W itself is called a χ2
1 random

variable.

Definition 3.3. The χ2
d distribution: Let Z1, Z2, ..., Zd be i.i.d. N (0, 1)

random variables. Then the distribution function of

Wd = Z2
1 + Z2

2 + · · ·+ Z2
d

is called the χ2
d distribution and Wd itself is called a χ2

d random variable.

Theorem 3.4. If X ∼ χ2
m, then E(X) = m and V ar(X) = 2m.

Theorem 3.5. Suppose that X1, ..., Xk are independent and Xi ∼ χ2
mi

then the sum
X1 + · · ·+Xk ∼ χ2∑k

i=1 mi

3.3 Sampling from a Normal Population
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Let X1, X2, ..., Xn be i.i.d. N (µ, σ2), where µ ∈ R, σ > 0 are unknown.
For example, this can be used for scores distribution. This comes with
natural estimates of mean and variance to be

µ̂ = X̄n =
1

n
(X1 +X2 + · · ·+Xn), σ̂ =

1

n

n∑
i=1

(Xi − X̄n)2

These are sample mean and sample variance with biased. We want to use
a slightly different estimator of σ2 than the tradition one above. That is,

s2 =
1

n− 1

n∑
i=1

(Xi − X̄n)2

One reason for using s2 is that it has a natural interpretation as the
multiple of a χ2 random variable; further s2 is an unbiased estimator of
σ2 whereas σ̂2 is not, that is,

E(s2) = σ2, but E(σ̂2) 6= σ2

For notational purpose, we denote S2L =
n∑
i=1

(Xi − X̄n)2.

Proposition 3.6. Let X1, X2, ...Xn be an i.i.d. sample from some distri-
bution F with mean µ and variance σ2. Then F is the N (µ, σ2) distribu-
tion if and only if for all n, X̄n and s2 are independent random variables.

Proof: Defne new random variables Y1, Y2, ..., Yn where for each i,
Yi = (Xi − µ)/σ. These are the standardized versionso f the Xi’s and are
i.i.d. N (0, 1) random variables. Now note that

X̄ = Ȳ σ + µ, and s2 =

σ2
n∑
i=1

(Yi − Ȳ )2

n− 1

From the above, it is sufficient to show the independence of Ȳ and
n∑
i=1

(Yi−

Ȳ )2.
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Next, let Y denote the n× 1 column vector (Y1, Y2, ..., Yn)T and le tP
be an n×n orthogonal matrix with the first row of P being ( 1√

n
, ..., 1√

n
).

Using linear algebra, it can be shown that P can always be found so that

W = PY

Then the random vector W = (W1,W2, ...,Wn)T has the same distribu-
tion as (Y1, Y2, ..., Yn)T ; that is, W1,W2, ..,Wn are i.i.d. N (0, 1) random
variables.

Q.E.D.

Theorem 3.7. Suppose that Z1, ..., Zn are i.i.d. N (0, 1). Suppose that
A is an orthogonal matrix and

V = AZ

Then the random variables V1, ..., Vn are i.i.d. N (0, 1). Also we have

n∑
i=1

V 2
i =

n∑
i=1

Z2
i

Proof: Note that

WTW = (pY)TPY = YTPTPY = YTY

by the orthogonality of P ; that is,
n∑
i=1

W 2
i =

n∑
i=1

Y 2
i . Also we have

W1 =
Y1√
n

+
Y2√
n
· · ·+ Yn√

n
=
√
nȲ

Note that W1 is independent of W 2
2 +W 2

3 + · · ·+W 2
n . But

n∑
i=2

W 2
i =

n∑
i=1

W 2
i −W 2

1 =

n∑
i=1

Y 2
i − nȲ 2 =

n∑
i=1

(Yi − Ȳ )2

It follows that
√
nȲ and

n∑
i=1

(Yi − Ȳ )2 are independent – which implies

that Ȳ and
n∑
i=1

(Yi − Ȳ )2 are independent.

Q.E.D.

3.4 The t-Distribution
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Definition 3.8. Let Z ∼ N (0, 1) and let V ∼ χ2
n, independent of each

other. Then,

T =
Z√
V/n

is said to follow the t-distribution on n degrees of freedom. We write
T ∼ tn.
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Theorem 3.9. Suppose that X1, ..., Xn form a random sample from the
normal distribution with mean µ and variance σ2. Let X̄n denote the

sample mean, and define s2 = 1
n−1

n∑
i=1

(Xi − X̄n)2. Then

√
n(X̄n − µ)

s
∼ tn−1

3.5 Confidence Intervals
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Definition 3.10. Suppose that Xn = (X1, ..., Xn) is a random sample
fro ma distribution Pθ, θ ∈ Ω ⊂ Rk (which depends on a parameter θ.
Suppose that we want to estimate g(θ), a real-valued function of θ. Let
A ≤ B be two statistics that have the property that for all value sof θ,

Pθ(A ≤ g(θ) ≤ B) ≥ 1− α,

where α ∈ (0, 1). Then the random interval (A,B) is called a confidence
interval for g(θ) with level 1− α.

Remark 3.11. If the inequality “≥ 1− α” is an equality for all θ, the C.I.
is called exact.

Example 3.12. Find a level (1 − α) C.I. for µ from data X1, X2, ..., Xn
which are i.i.d. N (µ, σ2) where σ is known. Here θ = µ and g(θ) = µ.

First, we want to construct Ψ(X1, X2, ..., Xn, µ) such that the distri-
bution of this object is known.

The usual way is to find some decent estimator of |mU and combine it
along with µ in some way to get a “pivot”, i.e. a random variable whose
distribution does not depend on θ.

The most inuitive stimator of |mu is the sample mean X̄n. We know
that X̄n ∼ N (µ, σ/n). The stnadardized version of the sample mean
follows N (0, 1) and can therefore act as a pivot. In other words, construct,

Ψ(Xn, µ) =
X̄ − µ
σ/
√
n

=

√
n(X̄ − µ)

σ
∼ N (0, 1)

for every value of θ.
With zβ denoting the upper β− th quantile of N (0, 1), that is, P(Z >

zβ) = β where Z follows N (0, 1), we can write

Pµ
(
− zα/2 ≤

√
n(X̄ − µ)

σ
≤ zα/2

)
= 1− α

From the above display we can find limits for µ such that the above
inequalities are simultaneously satisfied. On doing the algebra, we get

P
(
X̄ − σ√

n
zα/2 ≤ µ ≤ X̄ +

σ√
n
zα/2

)
= 1− α

Thus, our level 91− α) C.I. for µ is given by[
X̄ − σ√

n
zα/2, X̄ +

σ√
n
zα/2

]
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Example 3.13. Suppose the same data in Example 1, but not σ2 is no
longer known. Thus, the parameter of unknowns θ = (µ, σ2) and we are
itnerested in finding a C.I. for g(θ) = µ. Set

Ψ(Xn, µ) =

√
n(X̄ − µ)

σ

will not work smoothly here. This certainly has a known N (0, 1) distribu-
tion but involves the nuisance parameter σ making it difficult get a C.I.
for µ directly.

However, one can replace σ by s, where s2 is the natural estimate of
σ2 introduced before. Set

Ψ(Xn, µ) =

√
n(X̄ − µ)

s

This only depends on the data and g(θ) = µ. We claim that this is indeed
a pivot. To see this, we have

√
n(X̄ − µ)

s
= (

√
n(X̄ − µ)

σ
)÷ (

√
s2

σ2
)

The numerator on the extreme right of the above display follows N (0, 1)
and the denominator is independent of the numerator and is the square
root of a χ2

n−1 random variable over its degrees of freedom.
It follows from definition that ψ(Xn, µ) ∼ tn−1 distribution. Thus, G

is the tn−1 distribution and we can choose quantiles to be q(tn−1;α/2)
and q(tn−1; 1 − α/2). By symmetry of the tn−1 distribution about 0, we
have q(tn−1;α/2) = −q(tn−1; 1− α/2). It follows that

Pµ,σ2

[
− q(tn−1; 1− α/2) ≤

√
n(X̄ − µ)

s
≤ q(tn−1; 1− α/2)

]
= 1− α

Aymptotic pivots using the C.T.L.
The C.L.T. allows us to construct an approximate pivot for large sam-

ple sizes for estimating the population mean µ for any underlying dis-
tribution F . Let X1, ..., Xn be i.i.d. observations from some common
distribution f and let E(X1) = µ and V ar(X1 = σ2. We are interested in
constructing an approximate level (1− α) C.I. for µ. By C.L.T., we have
X̄ ∼ N (µ, σ2/n) for large n; in other words,

√
n(X̄ − µ)

σ
∼ N (0, 1)

If σ is known the above quantity is an approximate pivot and following
Example 1, we can thus say

Pµ
(
− zα/2 ≤

√
n(X̄ − µ)

σ
≤ zα/2

)
≈ 1− α

Remark 3.14. Realistically, however, σ is unknown and is replaced by s.
Since we are dealing with large sample sizes, s is with high probability
close to σ and the interval(

X̄ − s√
n
zα/2, X̄ +

s√
n
zα/2

)
,

still remains an approximate level (1− α) C.I..
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3.6 The Cramer-Rao Information Inequality
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In previous examples, the log-likelihood as a function of θ is strictly con-
cave and hence solving for the stationary point gives us the unique maxi-
mizer of the log-likelihood.

Let X be a random variable with p.d.f. f(·, θ), where θ ∈ Ω, and

l(x, θ) = log f(x, θ), andl̇(x, θ) =
∂

∂θ
l(x, θ).

As before, Xn denotes the vector (X1, ..., Xn) and x denotes a particular
value (x1, ..., xn) assumed by the random vector Xn. Denote by fn(x, θ)
the value of the density of Xn at the point x. Then,

fn(x, θ) =
n∏
i=1

f(xi, θ)

Thus,

Ln(θ,Xn) =

n∑
i=1

f(Xi, θ) = fn(Xn, θ)

and

ln(Xn, θ) = logLn(θ,Xn) =

n∑
i=1

l(Xi, θ).

Differentiating with respect to θ yields

l̇n(Xn, θ) =
∂

∂θ
log fn(X− n, θ) =

n∑
i=1

l̇(Xi, θ).

which gives us l̇(x, θ), and let us call it the score function. Notice that

l̇n(Xn, θ) = 0

the score equation. If differentiation is permissible for the purpose of
obtaining the M.L.E., then θn, the M.L.E., sovles the equation

l̇n(Xn, θ) ≡
n∑
i=1

l̇(Xi, θ) = 0

We define the information about the parameter θ in the model, namely
I(θ), by

I(θ) = Eθ[l̇2(X, θ)],

provided it exists as a finite quantity for every θ ∈ Ω. Then we have the
following theorem.

Theorem 3.15. Suppose T (Xn) is an unbiased estimator of g(θ). Then
we have

V arg(T (Xn)) ≥ [g′(θ)]2

nI(θ)

provided the following assumptions hold:
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(a) The set Aθ = {x : f(x, θ) > 0} actually does not depend on θ and is
subsequently denoted by A.

(b) If W (Xn) is a statistic such that Eθ(|W (Xn)|) <∞ for all θ, then

∂

∂θ
Eθ[W (Xn)] =

∂

∂θ

∫
An

W (x)fn(x, θ)dx =

∫
An

W (x)
∂

∂θ
fn(x, θ)dx

(c) The quantity ∂
∂θ

log f(x, θ) exists for all x ∈ A and all θ ∈ Ω as a
well-defined finite quantity.

and I(θ) exists and is finite for all θ.

Proof: Let ρθ denote the correlation between T (Xn) and l̇n(Xn, θ).
Then ρ2

θ ≤ 1 which implies that

Cov2
θ(T (Xn), l̇n(Xn)) ≤ V arθ(T (Xn)) · V arθ(l̇n(Xn, θ)).

Now that

1 =

∫
fn(x, θ)dx :

differentiating both sides with respect to θ and using assumption (b) with
W (x) ≡ 1 would give us

0 =
∫

∂
∂θ
fn(x, θ)dx

=
∫ (

∂
∂θ
fn(x, θ)

)
1

fn(x,θ)
fn(x, θ)dx

=
∫ (

∂
∂θ

log fn(x, θ)

)
fn(x, θ)dx

The last expression in the above display is precisely Eθ[l̇n(X, θ)] which
therefore is equal to 0. Notice that

Eθ[l̇n(Xn, θ)] = Eθ
( n∑
i=1

l̇(Xi, θ)

)
= nEθ[l̇(X, θ)],

Further, let In(θ) := Eθ[l̇2n(Xn, θ)]. Then we have

In(θ) = V arθ(l̇n(Xn, θ))

= V arθ

(
n∑
i=1

l̇(Xi, θ)

)
=

n∑
i=1

V arθ(l̇(Xi, θ)) = nI(θ)

Then we refer In(θ) as information based on n observations. Since Eθ[l̇n(Xn, θ)] =
0, it follows that

Covθ(T (Xn), l̇n(Xn, θ)) =
∫
T (x)l̇n(x, θ)fn(x, θ)dx

=
∫
T (x)

(
∂
∂θ
fn(x, θ)dx

= ∂
∂θ

∫
T (x)fn(x, θ)dx

= ∂
∂θ
g(θ)

= g′(θ)

Thus, by using Cov2
θ(T (Xn), l̇n(Xn)) we derived from above, we have

|g′(θ)|2 ≤ V arθ(T (Xn))In(θ)

Q.E.D.
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3.7 Large Sample Properties of the M.L.E.
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Let us recall Vramer-Rao inequality. When does an unbiased estimator
T (Xn) of g(θ) attain the bound given by this inequality? This requires

V arθ(T (Xn)) =
(g′(θ))2

nI(θ)

which is equivalent to say that the correlation between T (Xn) and l̇n(Xn, θ)
is equal to 1 or −1. This means that T (Xn) can be expressed as a linear
function of l̇n(Xn, θ).

Example 3.16. Consider this example. Let X1, ..., Xn be i.i.d. Ber(θ).
We have

f(x, θ) = θx(1− θ1−x, x = 0, 1

Thus,
l(x, θ) = x log θ + (1− x) log(1− θ),

and we can take derivative

l̇(x, θ) =
x

θ
− 1− x

(1− θ)2

and a second derivative

l̈(x, θ) = − x

θ2
− 1− x

(1− θ)2

Thus,

l̇n(Xn, θ) =

n∑
i=1

l̇(Xi, θ) =
1

θ

n∑
i=1

Xi −
1

1− θ (n−
n∑
i=1

Xi)

which would give us M.L.E.
We can also compute the information I(θ),

I(θ) = −Eθ[l̈(X1, θ)] = Eθ
(
X1

θ2
+

1−X
(1− θ)2

)
=

1

θ
+

1

1− θ =
1

θ(1− θ)

Thus,

In(θ) = nI(θ) =
n

θ(1− θ)
Proposition 3.17. Suppose Tn is an estimator of g(θ) based on i.i.d.
observations, X1, ..., Xn from Pθ that satisfies

√
n(Tn − g(θ))

d→ N (0, σ2(θ)).

Here σ2(θ) is the limiting variance and depends onthe underlying pa-
rameter θ. Then for a continuously differentiable function h such that
h′(g(θ)) 6= 0, we have

√
n(h(Tn)− h(g(θ))) =

d
N (0, h′(g(θ))2σ2(θ))
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Proposition 3.18. If θ̂n is the M.L.E. of θ obtained by solving

n∑
i=1

l̇(Xi, θ) = 0,

then the following representation for the M.L.E. is valid

√
n(θ̂ − θ) =

1√
n

n∑
i=1

I(θ)−1 l̇(Xi, θ) + rn,

where rn converges to 0 in probability. It follows by a direct applciation
of the C.L.T. that √

n(θ̂n − θ)→
d
N (0, I(θ)−1)

4 Hypothesis Testing
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4.1 Hypothesis Testing

Go back to Table of Contents. Please click TOC

Consider a statistical problem involving a parameter θ whose value is
unknown but must lie in a certain space Ω. Suppose we want to test
H0 : θ ∈ Ω0 versus H1 : θ ∈ Ω1, where Ω0 ∩Ω1 = ∅ and Ω0 ∪Ω1 = Ω. We
discussed one-sided test and two-sided test as prerequisite.

The essence is to understand critical regions and test statistics so that
we can check whether to reject null hypothesis or not.

Definition 4.1. (Test Statistic/Rejection Region). Let X be a random
sample from a distribution that depends on a parameter θ. Let T = φ(X)
be a statistic, and let R be a subset of the real line. Suppose that a test
procedure is of the form reject H0 if T ∈ R. Then we call T a test statistic,
and we shall call R the rejection region of the test S1 = {x : φ(x) ∈ R}.
Example 4.2. Suppose that x1, ..., xn are i.i.d. N (µ, σ2) where µR is
unknown, σ > 0 is assumed known. Suppose we want to test H0 : µ = µ0

versus H1 : µ 6= µ0. Some of these procedures can be justified using
formal paradigms. Under the null hypothesis the xi are i.i.d. N (µ0, σ

2)
and the sample mean x̄ follows N (µ0, σ

2/n). Thus, it is reasonable to
take T = φ(x) = |x̄− µ|.

Note in this section we have Type 1 Error occurs if we reject the null
hypothesis when actually H0 is true. Type 2 Erro occurs if we do not
reject the null hypothesis when actually H0 is false.

4.1.1 Power Function and Types of Error
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Let δ be a test procedure. If S1 denotes the critical region of δ, then the
power function of test δ, π(θ|δ), is defined by the relation

π(θ|δ) = Pθ(x ∈ S1), for θ ∈ Ω.
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Thus, the power function π(θ|δ) specifies for reach possible value of θ,
the probability that δ will reject H0. If δ is described in terms of a test
statistic T and rejection region R, the power function is

π(θ|δ) = Pθ(T ∈ R), for θ ∈ Ω.

Example 4.3. Suppose that x1, ..., xn are i.i.d. Unif(0, θ), where θ > 0 is
unknown. Suppose that we are interested in the following hypotheses:

H0 : 3 ≤ θ ≤ 4, vs. H1 : θ < 3, or θ > 4.

We know that the M.L.E. of θ is x(n) = max{x1, ..., xn}. Note that
x(n) < θ. Suppose that we use a test δ given by the critical region

S1 = {x : x(n) ≤ 2.9 or x(n) ≥ 4}

Then let us say the goal is to find the power function of π. The solution
is the following. Consider the power function of δ to be

π(θ|δ) = Pθ(x(n) ≤ 2.9 or x(n) > 4) = Pθ(x(n) ≤ 2.9) + Pθ(x(n) ≥ 4).

Then we discuss separate cases:

π(θ|δ) =

{ Pθ(x(n) ≤ 2.9 = 1 , if θ ≤ 2.9

Pθ(x(n) ≤ 2.9 =

(
2.9
θ

)2

, if 2.9 < θ < 4

= ( 2.9
θ

)2 + [1− ( 4
θ
)n] , if θ > 4

The ideal power function would be one for which π(θ|δ) = 0 for every
value of θ ∈ Ω0 and π(θ|δ) = 1 for every value of θ ∈ Ω1. If the power
function of a test δ actually had these values, then regardless of the actual
value of θ, δ would lead to the correct decision with probabilitiy 1.

Hence, there is a need to strike an appropriate balance between the
two goals of lower power in Ω0 and high power in Ω1.

4.1.2 Significance Level
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Definition 4.4. (Level/size of the test) A test that satisfies π(θ|δ) ≤ α0,
is called a level α0 test, and we say that the test has level of significance
α0. The size α(δ) of a test δ is defined as follows

α(δ) = π
θ∈Ω0

(θ|δ).

Example 4.5. Consider the following example, suppose that X1, ..., Xn are
i.i.d. N (µ, σ2) where µ ∈ R is unknown, and σ > 0 is assumed known.
We want to test H0 : µ = µ0 versus H1 : µ 6= µ0. Suppose that the
null hypothesis H0 is true. If the variance of the sample mean is 100, a
deviation of X̄ from µ0 by 15 is not really unusual. On the other hand, if
the variance is 10, then a deviation of the sample mean from µ0 by 15 is
really sensational. Thus, the quantity |X̄ −µ0| in itself is not sufficient to
formulate a decision regarding rejection of the null hypothesis. We need
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to adjust for the underlying variance. This is done by computing the z
statistics.

Z =
X̄ − µ0

σ/
√
n
≡
√
n(X̄ − µ0)

σ

and rejecting the null hypothesis for large absolute values of this statistic.

The headline is that we need a critical point such that if the z-value
exceeds that point we reject. Our test procedure δ then looks like, reject

H0 if |
√
n(x̄−µ0)
σ

| > cn,α0 where cn,α0 is the critical value and will depend
on α0 is determined using the relation

Pµ0

(
|
√
n(x̄− µ0)

σ
> cn,α0

)
= α0

Straightforward algebra then gives us

Pµ0

(
− cn,α0

σ√
n
≤ X̄ − µ0 ≤ cn,α0

σ√
n

) = 1− α0,

whence we can choose cn,α0 = zα0/2, the α0/2-th qunintile of the N (0, 1)
distribution. The acceptance region A (or S0) for the null hypothesis is
therefore

A = {x = (x1, x2, ..., xn);µ0 −
σ√
n
zα0/2 ≤ x̄ ≤ µ0 +

σ√
n
zα0/2}.

4.1.3 P -Value
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The p-value is the smallest level α0 such that we would reject H0 at level
α0 with the observed data. For this reason, the p-value is also called the
observed level of significance.

Example 4.6. If the observed value of z was 2.78, and that the corre-
spondign p-value is 0.0054. It is then said that the observed value of z is
just significanct at the level of significance 0.0054.

There are two advantages for p-value. First, there is no need to select
beforehand an arbitrary level of significance α0 at which to carry out
the test. Second, when we learn that the observed value of z was just
significanct at the level of significance 0.0054, we immediately know that
H0 would be rejected for every larger value of α0 and would not be rejected
for any smaller value.

Let the random vector X = (X1, ..., Xn0 come from a distribution
for which the joint p.m.f./p.d.f. is either f09x) or fx(x). Let Ω =
{θ0, θ1}. Then, we have θ = θ0 stands for the case in which the data
have p.m.f./p.d.f. is f0(x); and θ = θ1 stands for the case in which the
data have p.m.f./p.d.f. f1(x). Let us say we are interested in testing the
following simple hypothesis: H0 : θ = θ0 versus H1 : θ = θ1. In this case,
we have special notation for the probabilities of type I and type II errros:
α(δ) = Pθ0(Rejecting H0) and β(δ) = Pθ1(Not rejecting H0).

Suppose that the probability α(δ) of an error of type I is not permitted
to be greater than a specified level of significance, and it is desired to find
a procedure δ for which β(δ) will be a minimum.
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Theorem 4.7. (Neyman-Pearson Lemma). Suppose that δ′ is a test
procedure that has the following form for some constant k > 0: We have
the following

H0 is not rejected if f1(x) < kf0(x),
H0 is rejected if f1(x) > kf0(x), and
H0 can be either rejected or not if f1(x) = kf0(x).
Let δ be another test procedure. Then, if α(δ) ≤ α(δ′), then it follows

that β(δ) ≥ β(δ′); and if α(δ) < α(δ′), then it follows that β(δ) > β(δ′).

Example 4.8. Suppose that X = (X1, ..., Xn) is a random sample from
the normal distribution with unknown mean θ and known variance 1. We
are itnerested in testing: H0 : θ = 0 versus H1 : θ = 1. We want to
find a test procedure for which β(δ) will be a minimum among all test
procedures for which α(δ) ≤ 0.05.

we have

f0(x) =
1

(2π)n/2
exp

(
− 1

2

n∑
i=1

x2
i

)
and

f1(x) =
1

(2π)n/2
exp

[
− 1

2

n∑
i=1

(xi − 1)2

]
After some algebra, the likelihood ratio f1(x)/f0(x) can be written in the
form

f1(x)

f0(x)
= exp

[
n

(
x̄− 1

2

)]
.

Thus, rejecting H0 when the likelihood ratio is greater than a specified
positive constant k is equivalent to rejecting H0 when the sample mean X̄
is greater than k′ = 1

2
+ log k

n
, another constant. Thus, we want to find,

k′ such that
P0(X̄ > k′) = 0.05.

Now, we need to copmute P0(X̄ > k′) = P(
√
nX̄ >

√
nk′) = P0(Z >√

nk′) = 0.05⇒
√
nk′ = 1.645.

4.2 The Complete Power Function
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Let us say our test δ is “rejecting H0 if |bigg
√
n(X̄−µ0)

σ
| > zα/2/”. Thus,

we have ,

π(µ|δ) = Pµ
(∣∣∣∣√n(X̄ − µ0)

σ

∣∣∣∣ > zα/2

)
,

which is just

Pµ
(∣∣∣∣√n(X̄ − µ)

σ
+

√
n(µ− µ0)

σ

∣∣∣∣ > zα/2

)
.

Whe µ is the population mean,
√
n(X̄ − µ)/σ is N (0, 1). If Z denotes a
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N (0, 1), then we have

π(µ|δ) = Pµ
(∣∣∣∣Z +

√
n(µ−µ0)
σ

∣∣∣∣ > zα/2

)
= Pµ

(
Z +

√
n(µ−µ0)
σ

> zα/2

)
+ P

(
Z +

√
n(µ−µ0)
σ

< −zα/2
)

= 1− Φ

(
zα/2 −

√
n(µ−µ0)
σ

)
+ Φ

(
− zα/2 −

√
n(µ−µ0)
σ

)
= Φ

(
− zα/2 +

√
n(µ−µ0)
σ

)
+ Φ

(
− zα/2 −

√
n(µ−µ0)
σ

)
Then we can cehck from the above calculations that π(µ0|δ) = α, the level
of the test δ.

Definition 4.9. (Noncentral t-distribution). Let W and Ym be indepen-
dent random variables W ∼ N (ψ, 1) and Y ∼ χ2

m. Then the distribution
of

X =
W√
Ym/m

is called the non-central t-distribution with m degreees of freedom and
non-centrality parameter |psi. We define

Tm(t|ψ) = P(X ≤ t)

as the c.d.f. of this distribution.

The non-central t-distribution with m degrees of freedom and non-
centrality parameter ψ = 0 is also the t-distribution withm degrees of free-
dom. The distribution of the statistic Un is the non-central t-distribution
with n− 1 degrees of freedom and non-centrality parameter

ψ =
√
n

(µ− µ0)

σ
.

The power function of δ is

π(µ, σ2|δ) = Tn−1(−c|ψ) + 1− Tn−1(c|ψ)

where c = T−1
n−1(1− α0/2).

4.3 Comparing the Means of Two Normal Distri-
butions (Two-sample tg-test)
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4.3.1 One-sided Alternatives
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Random samples are available from two normal distributions with com-
mon unknown variance σ2, and it is desired to determine which distribu-
tion has the larger mean. Specifically, X = (X1, ..., Xm) random sample
of m observations fro ma normal distribution for which both the mean µ1
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and the variance σ2 are unknown, and Y = (Y1, ..., Yn) form an indepen-
dent random sample of n observations from another normal distribution
for which both the mean |mu2 and the variance σ2 are unknown. We
shall assume that the variance σ2 is the same for both distributions, even
though the value of σ2 is unknown.

Suppose we are interested in testing H0 : µ1 ≤ µ2 versus H1 : µ1 > µ2.
We reject H0 if the difference between the sample means is large. For all
values of θ = (µ1, µ2, σ

2) such that µ1 = µ2, the test statistics

Ym,n =

√
m+ n− 2(X̄m − Ȳn)√
( 1
m

+ 1
n

)(S2
X + S2

Y )

follows the t-distribution with m+ n− 2 degrees of freedom, where

S2
X =

m∑
i=1

(Xi − X̄m)2, S2
Y =

n∑
i=1

(Yj − Ȳn)2.

We reject null hypothesis if Um,n ≥ T−1
m+n−2(1− α0). The p-value for the

hypotheses is 1−Tm+n−2(u), where u is the observed value of the statistic
Um,n.

4.3.2 Two-sided Alternatives
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For two-sided alternatives. Let us say we are itnerested in testing hy-
potheses such as H0 : µ1 = µ2 versus H1 : µ1 6= µ2. We reject null
hypothesis if |Um,n| ≥ T−1

m+n−2(1 − α0
2

). The p-value for the hypotheses
is 2[1− Tm+n−2(|u|)], where u is the observed value of the statistic Um,n.
The power function of the two-sided two-sample t test is based on the non-
central t-distribution in the same way as was the power function of the
one-sample two-sided t-test. The test δ that rejects H0 when |Um,n ≥ c
has pwoer function

π(µ1, µ2, σ
2|δ) = Tm+n−2(−c|ψ) + 1− Tm+n−2(c|ψ),

where Tm+n−2(|̇δ) is the c.d.f. of the non-central t-distribution with m+
n− 2 degrees of freedom and on-centrality parameter ψ given by

ψ =
µ1 − µ2√
σ2( 1

m
+ 1

n

4.3.3 Comparing the Variances of Two Normal Distribu-
tions (F -test)
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Consider X = (X1, ..., Xm) random sample of m observations from a
normal distribution for which both the mean µ1 and the variance σ2

1 are
unknown, and Y = (Y1, ..., Yn) from an independent random sample of n
observations from another normal distribution for which both the mean
|mu2 and the variance σ2

2 are unknown. Suppose that we want to test hte
hypothesis of equality of the population variances, i.e. H0 : σ2

1 = σ2
2 .
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Definition 4.10. (F-distribution). Let Y and W be independent random
variables such that Y ∼ χ2

m and W ∼ χ2
n. Then the distribution of

X =
Y/m

W/n

is called the F -distribution with m and n degrees of freedom.

The test statistic is

V ∗m,n =

S2
x

σ2
1
/(m− 1)

S2
Y

σ2
2
/(n− 1)

=
σ2

2S
2
X/(m− 1)

σ2
1S

2
Y /(n− 1)

follows the F -distribution with m − 1 and n − 1 degrees of freedom. In
particular, if σ2

1 = σ2
2 , then the distribution of

Vm,n =
S2
X/(m− 1)

S2
Y /(n− 1)

is the F -distribution with m− 1 and N − 1 degrees of freedom.

4.3.4 Likelihood Ratio Test
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Suppose that we want to test

H0 : θ ∈ Ω0, versus H1 : θ ∈ Ω1.

In order to compare these two hypotheses, we might wish to see whether
the likelihood function is higher on Ω0 or on Ω1. The likelihood ratio
statistic is defined as

Λ(X) =
supθ∈Ω0

Ln(θ,X)

supθ∈Ω1
Ln(θ,X)

,

where Ω = Ω0 ∪ Ω1. A likelihood ratio of this hypotheses rejects null
hypothesis when

Λ(x) ≤ k,
for some constant k.

Remark 4.11. We reject H0 if the likelihood function on Ω0 is sufficiently
small compared to the likelihood function on all of Ω. Generally speaking,
k is to be chosen so that test has a desired level of confidence.

Theorem 4.12. Let Ω be an open set of a p-dimensional space, and
suppose that H0 specifies that k coordinates of θ are equal to k specific
values. Assume that H0 is true and that the likelihood function satisfies
the conditions needed to prove that the M.L.E. is asymptotically normal
and asymptotically efficient. Then, as n→∞, we have

−2 log Λ(X)→
d
χ2
k.
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Example 4.13. Consider random variable x1, ..., xn ∼ f(x|θ) = θe−θxI(0,+∞)(x)
for all positive x. Suppose the goal is to test the following test: H0 : θ = 1
versus H1 : θ > 1. This requires to find likelihood ratio test at α = 0.05.

Ans: Recall that for Ω0 = {1}, Ω1 = (1,+∞), and Ω0 ∪Ω1 = [1,+∞),
there is

Λ(x) =

sup
θ∈Ω0

L(θ, x)

sup
θ∈Ω0∪Ω1

L(θ, x)

We need to solve for the M.L.E.. To do so, we form the likelihood, take
natural log, take derivatives, and set the equation to 0, which lead to the
following

L(θ, x) = θne−θnx̄, eq (2)
l = logL(θ, x) = n log θ − θnx̄

∂l
∂θ

= n
θ
− nx̄ = 0

θ̂M.L.E. = 1
x̄

Thus, we have θ̂M.L.E. = 1
x̄

. Consider

supL(θ, x) =

{
x̄−ne−n , 1

x̄
≥ 1, then plug in (2)

e−nx̄ , 1
x̄
< 1, for θ = 1

We can solve for

1(x) =

{
e−nx̄

1
, 1

x̄
≥ 1

1 , 1
x̄
< 1

That is, when x̄ ≤ 1, R.R. = {1(x) ≤ c}. We check if f(t) = tne−nt

is increasing or decreasing. In other words, we take derivative of f in
respective of g:

f ′(t) = ntn−1e−nt + tn(−n)e−nt

= ntn−1e−nt(1− t)

If t < 1, we have f ′(t) > 0. Therefore, we have

R.R. = {1(x) ≤ c}
⇔ {x̄ ≤ c}

⇔ {
n∑
i=1

xi ≤ c}

Recall that f(x|θ) is Gamma(1,1). We have R.R. = {
n∑
i=1

xi ≤ c} follows a

gamma distribution. Under H0:

α = Pθ=1(
n∑
i=1

xi ≤ c)

= P (Gamma(n, 1) ≤ c)
= Gamma{α,n,1}

Thus, R.R. = {
n∑
i=1

xi ≤ G{α,n,1}}.

5 Nonparametrics
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5.1 Tests of Goodness-of-Fit
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Before we collect data, we have some specific distribution in mind for
the data we will observe. We can test if the data indeed comes from the
specified distribution or not.

5.1.1 The χ2-Test

Go back to Table of Contents. Please click TOC

Suppose that a large population consists of items of k different types, and
let pi denote the probability that an item selected at random will be of
type i, i = 1, ..., k.

For example, there are four blood types: A, B , AB, and O. We may
be interested in testing whether data are consistent with a theory that
predicts a particular set of blood types. That is, pi ≥ 0 for i = 1, ..., k,

and
k∑
i=1

pi = 1. Let p
(0)
1 , ..., p

(0)
k be specific numbers such that p

(0)
i > 0 for

i = 1, ..., k, and
k∑
i=1

p
(0)
i = 1 and suppose that we want to test the following

hypotheses:
H0 : pi = p

(0)
i , ∀i = 1, ...k,

versus
H0 : pi 6= p

(0)
i for at least one value of i.

We shall assume that a random sample size n is to be taken from the given
population. For i = 1, ..., k, we let Ni denote the number of observations
in the random sample that are of type i. Thus, N1, ..., Nk are nonnega-

tive integers such that
k∑
i=1

Ni = n and (N1, ..., Nk) ∼Multinomial(n, p :=

(p1, ..., pk)). When H0 is true, E(Ni) = np
(0)
i , for i = 1, ..., k. The dif-

ference between the actual number of observations Ni and the expected
number np

(0)
i will tend to be smaller when H0 is true than when H0 is

not true. In 1900, Karl Pearson proved the following result, whose proof
will not be given here.

Theorem 5.1. The following statistic

Q =

k∑
i=1

(Ni − np(0)
i )2

np
(0)
i

has the property that if H0 is true and the sample size n→∞, then

Q
d→ χ2

k−1.

Thus, we will reject the null hypothesis if

Q ≥ cα,

where cα can be taken as the (1− α) quantile of the χ2 distribution with
k− 1 degrees of freedom. This test is called the χ2-test of goodness-of-fit.
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Whenever the value of each expected count, np
(0)
i , for i = 1, ..., k is

not too small, the χ2-distribution will be a good approximation to the
actual distribution of Q. Specifically, the approximation will be very
good if np

(0)
i ≥ 5 and the approximation should still be satisfactory if

np
(0)
i ≥ 1.5, for i = 1, ..., k.
For an example, consider a continuous random variable X taking val-

ues in [0, 1]. We observe a random sample of size n and want to test
the null hypothesis that the distribution is Uniform[0, 1]. This is a non-
parametric problem since the distribution of X might be any continuous
distribution on [0, 1]. Suppose that n = 100. We can divide [0, 1] into 20
subintervals of equal length, namely [0, 0.05), [0.05, 0.10), ..., [0.95, 1.00]. If
the actual distribution is uniform, then the probability that each observa-
tion will fall within i-th subinterval is 1/20. Let Ni denote the number of
observations in the sample that actually fall within the i-th subinterval.
Then the statistic Q can be written as Q = 1

5

∑20
i=1(Ni − 5)2, and under

the null hypothesis, Q will be approximately distributed as χ2 with 19
degrees of freedom.

Suppose that we want to test whether a random sample of observations
comes from a particular distribution. The following procedure can be
adopted:

(i) Partition the entire real line, or any particular interval that has
probability 1, into a finite number of k disjoint subintervals. Gener-
ally, k is chosen so that the expected number of observations in each
subinterval is at least 5, if H0 is true.

(ii) Determine the probability p
(0)
i that the particular hypothesized dis-

tribution would assign to the i-th subinterval, and calculate the ex-
pected number np

(0)
i of observations in the i-th subinterval, i =

1, ..., k.

(iii) Count the number Ni of observations in the sample that fall within
the i-th subinterval.

(iv) Calculate the value of A as defined in (i). If the hypothesized distri-
bution is correct, then Q will approximately follow a χ2 distribution
with k − 1 degrees of freedom.

5.1.2 Likelihood Ratio Tests for Proportions
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We could use the multinomial distribution to test for

H0 : p = p(0)

versus
H1 : H0 is not true.

The likelihood function for the multinomial vector X = (N1, ..., Nk) is

L(p) =

(
n

N1, ..., Nk

)
pN1

1 . . . p
Nk
k .
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Show that

−2 log Λ(X) = −2

k∑
i=1

Ni log

(
np

(0)
i

Ni

)
.

In order to apply Wilk’s theorem, see remark, the parameter space
must be an open set in k-dimensional space. This is not true for the

multinomial distribution if we let p to be the parameter (as
k∑
i=1

pi = 1).

The set of probability vectors lies on a (k − 1) dimensional set of Rk.
However, we can effectively treat the vector θ = (p1, ..., pk−1) as the pa-
rameter, as pk = 1 − p1 − · · · − pk−1 is a function of θ. As longa s we
believe that all the coordintaes of p are strictly between 0 and 1, the set
of possible values of the (k − 1)-dimensional parameter θ is open. There-
fore, by the Wilk’s theorem, −2 log Λ(X) is approximately χ2 with k − 1
degrees of freedom.

As an exercise, suppose that Y1, ..., Yn are random sample from a pop-
ulation with density function given by

f(y|p) =

{
pi , if y = j, where j = 1, 2, 3
0 , otherwise,

where p = (p1, p2, p3) is the vector of parameters such that p1+p2+p3 = 1
and pj ≥ 0 for j = 1, 2, 3. Use the likelihood ratio test for testing

H0 : p1 = p2 = p3

versus
H1 : H0 is not true.

Use the level α = 0.05. We use the likelihood ratio (L.R.) test with
statistic

Λ(Y ) =
L( 1

3
)

L(P̂1M.l.E., P̂2M.L.E., P̂3M.L.E.)

and
RR : −2 log Λ > χ2

0.05,2 = 5.99.

Note that under the null hypothesis p1 = p2 = p3 = 1
3
, because p1 +

p2 + p3 = 1. Also under the alternative hypothesis we have p̂jM.L.E. =
kj
n

where kj is the number of times that we observe j, for j = 1, 2, 3.
Therefore, we have

Λ =
( 1

3
)n

( k1
n

)k1( k2
n

)k2( k3
n

)k3

Thus we reject H0 if

k1 log(
k1

n
) + k2 log(

k2

n
) + k3 log(

k3

n
)− n log(

1

3
) > 2.995.

Remark 5.2. Recall Theorem 9.1.4 from text [1].
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5.1.3 Goodness-of-Fit for Composite Hypothesis
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We can extend the goodness-of-fit test to deal with the case in which the
null hypothesis is that the distribution of our data belongs to a particular
parametric family. The alternative hypothesis is that the data have a dis-
tribution that is not a member of that parametric family. The alternative
hypothesis is that the data have a distribution that is not a member of
that parametric family. Thus, in the statistic Q, the probabilities p

(0)
i are

replaced by estimated probabilities based on the parametric family, nad
the degrees of freedom are reduced by the number of parameters.

We are now interested in testing the hypothesis that for each i =
1, ..., k, each probability pi can be represented as a particular function
πi(θ) of a vector of parameters θ = (θ1, ..., θs). it is assumed that s < k−1
and no component of θ can be expressed as a function of the other s− 1
components.

we shall denote by Ω the s-dimensional parameter space of all possible
values of θ. Furthermore, we will assume that the functions πt(π), ..., πk(θ).
The hypothesis to be tested can be written as follows:

H0 : ∃θ ∈ Ωs.t.pi = πi(θ), ∀i = [1, ..., k],

versus
H1 : Hc

0

If θ̂ denotes the M.L.E. of θ based on observations N1, ..., Nk, then we
define Q as

Q =

k∑
i=1

[Ni − nπi(θ̂)]2

nπi(θ̂)
.

which is the test statistic.

Theorem 5.3. Suppose that H0 holds and certain regularity conditions
are satisfied. Then, as n→∞,

Q
d→ χ2

k−1−s.

Thus, we will reject H0 if Q ≥ cα, where cα can be taken as the 1−α
quantile of the χ2-distribution with k − 1− s degrees of freedom.

For example, consider sample with k categories and for each category
there is Nk sample size. The probability for eacah cateogry is denoted
with pk, and the sum of all probabilities will be 1. For special estimated
value, we have p

(0)
1 , ..., p

(0)
k for each category. We can test the following

H0 : p1 = p
(0)
1 , ...pk = p

(0)
k

H1 : Hc
0

with k − 1 parameters. Compute

Q =
∑ (Ni − np(0)

i )2

np
(0)
i

d→ χ2
k−1, as n→ ±∞
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The goal is to Q at a value so that we are not able to reject null. Then
we can argue that the test is good. For this purpose, we should find
parameters, that is,

L ∝ pN1
1 , pN2

2 , ..., p
Nk
k

and then we can compute θ̂ under multinomial likelihood that maximizers
L(θ). Thus, we have

θ̂ = max
θ
L(θ) ∝ (π1(θ))N1 , ..., (πk(θ))k.

Consider now a problem in which a random sample X1, ..., Xn is taken
from some continuous distribution for which the p.d.f. is unknown, and it
is desired to test the null hypothesis. H0: distribution is normal, versus,
H1: distribution is not normal. To perform the goodness-of-fit test in
this problem, we divide the real line R into k subintervals and count the
number Ni of observations in the random sample that fall into the i− th
subinterval, i = 1, ..., k. If the i-th subinterval is the interval (ai, bi), then

πi(µ, σ
2) =

∫ bi

ai

1√
2πσ

exp

[
− (x− µ)2

2σ2

]
= Φ

(
bi − µ
σ

)
− Φ

(
ai − µ
σ

)
.

It is important to note that in order to calculate the value of Q, the M.L.E.
µ̂ and σ̂2 must be found using the numbers N1, ..., Nk. In other words, µ̂
and σ̂2 will be the values of µ and σ that maximize the likelihood function

L(µ, σ2) = [π1(µ, σ2)]N1 . . . [πk(µ, σ2)]Nk .

Because of the complicated nature of the function πi(µ, σ
2), a lengthy

numerical computation would usually be requiredto determine the M.L.E.s
that maximize L(µ, σ2). The M.L.E.s found using the original observatins
X1, ..., Xn should not be used.

Theorem 5.4. Let X1, ..., Xn be a random sample from a distribution
with a s-dimensional parameter θ. Let θ̂n be the M.L.E. computed from
the Xi’s. Partition the real line into k > s+ 1 disjoint intervals I1, ..., Ik.
Let Ni be the number of observations that fall into Ii, for i = 1, ..., k. Let

πi(θ) = Pθ(X1 ∈ Ii).

Let

Q′ =

k∑
i=1

[Ni − nπ(θ̂n)2]

nπ(θ̂n)
.

Assume that regularity conditions needed for the asymptotic normality of
the M.L.E. hold. Then, as n→∞, we have

Q′
d→ F

where F is a c.d.f. that lies between the c.d.f. of a χ2
k−1−s and the c.d.f.

of a χ2
k−1.

For example, we have data set and observe three categories with sample

N1, N2, and N3 such that
3∑
i=1

Ni = n. We want to test the following

H0 : p1 = θ2 ∧ p2 = (1− θ)2 ∧ p3 = 2θ(1− θ)
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Then we compute

Q =
(N1 − nθ̂2)2

nθ̂2
+

(N2 − n(1− θ̂)2

n(1− θ̂)2
+

(N3 − n2θ̂(1− θ̂))2

n2θ̂(1− θ̂)

which lead to
Q

d→ χ2
3−1−1 = χ2

1, as n→∞.

Then we need to find θ̂. Recognize that

L(θ) ∝ (θ2)N1((1− θ)2)N2(2θ(1− θ))N3

and then we compute the log likelihood

log L(θ) = 2N1logθ + 2N2log(1− θ) +N3(log2 + logθ + log(1− θ))
∂
∂θ
log L(θ) = 2N1

θ
− 2N−2

1−θ + N3
θ
− N3

1−θ
= 2N1(1−θ)−2N2θ+N3(1−θ)−N3θ

θ(1−θ)
Set : 2N1(1− θ)− 2N2θ +N3(1− θ)−N3θ = 0

⇒ −(2N1 + 2N2 + 2N3)θ + (2N1 +N3) = 0

Solve : θ̂ = 2N1+N3
2N1+2N2+2N3

Then for θ̂, now known, are plugged in Q, and comare with χ2
1. Done.

5.2 The Sample Distribution Function
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Let X1, ..., Xn be i.i.d. F , where F is an unknown distribution function.
The question we are concerned is the following. we want to estimate F
without assuming any specific parametric form for F . How do we achieve
this goal?

Empirical Distribution Function (E.D.F.) For this function, we have
the following definition.

Definition 5.5. For each x ∈ R, we define Fn(x) as the proportion of
observed values in the sample that are less than of equal to x, i.e.

Fn(x) =
1

n

n∑
i=1

I(−∞,x](Xi).

The function Fn defined in this way is called the sample/empirical distri-
bution function.
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Figure 2: This is the graphic illustration for Sample/Empirical Distribution
Function.

The idea is the following. Notice that F (x) = P(X ≤ x) = E[I(−∞,x](X)].
Thus, given a random sample, we can find an unbiased estimator of F (x)
by looking at the proportion of times, among the Xi’s, we observe a value
less or equal to x. By W.L.L.N., we know that Fn(x)

p→ F (x),∀xR.

Theorem 5.6. (Glivenko-Cantelli Theorem). Let Fn be the sample c.d.f.
fro man i.i.d. sample X1, ..., Xn from the c.d.f. F . Then,

Dn := sup
x∈R
|Fn(x)− F (x)| p→ 0.

By the C.L.T., we have

√
n(Fn(x)− F (x))

d→ N(0, F (x)(1− F (x))), ∀x ∈ R.

As Fn(x)
p→ F (x) for all x ∈ R, we can also say that

√
n(Fn(x)− F (x))√
Fn(x)((1− Fn(x))

d→ N(0, 1), ∀x ∈ R.

Thus, an asymptotic (1− α) C.I. ofr F (x) is

[Fn(x)−
zα/2√
n

√
Fn(x)(1− Fn(x)), FN (x) +

zα/2√
n

√
Fn(x)(1− Fn(x))].

Likewise, we can also test the hypothesis: H0 : F (x) = F0(x) versus
H1 : F (x) 6= F0(x) for some known fixed c.d.f. F0, and x ∈ R.

Remark 5.7. For example, one can fix x ∈ R, and test H0 : F (x) = y. Or
even test H0 : F(x) = F0(x), ∀x ∈ R. This is infinitely dimensional func-
tion, and as long as one does not satisfy we would reject null hypothesis.
This is where we use Glivenko-Cantelli Theorem.
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5.2.1 The Kolmogorov-Smirnov Goodness-of-Fit Test
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Suppose that we wish to test the simple null hypothesis that the unknown
c.d.f. F is actually a particular continuous c.d.f. F ∗ against the alternative
that the actual c.d.f. is not F ∗, i.e.

H0 : F (x) = F ∗(x)∀x ∈ R

H1 : F (x) 6= F ∗(x), ∃x ∈ R.
This is a nonparametric (“infinite” dimensional) problem. Let

D∗n = sup
x∈R
|Fn(x)− F ∗(x)|.

D∗n is the maximum difference between the sample c.d.f. Fn and the
hypothesized c.d.f. F ∗. We should reject H0 when

√
nD∗n ≥ cα.

This is Kolmogorom-Smirnov test. How do we find cα? When H0 is true,
the distribution of D∗n will have a certain distribution that is the same
for every possible continuous c.d.f. F . That is, Kolmogorom-Smirnov
Theorem tells us the series converges as n goes to zero, but we still need
to know how fast it is. Notice that, under H0

D∗n = sup
x∈R
| 1
n

n∑
i=1

I(Xi ≤ x)− F ∗(x)|

= sup
x∈R
| 1
n

n∑
i=1

I(F ∗(Xi) ≤ F ∗(x))− F ∗(x)|

= sup
F∗(x)∈R

| 1
n

n∑
i=1

I(Ui ≤ F ∗(x))− F ∗(x)|

= sup
t∈[0,1]

| 1
n

n∑
i=1

I(Ui ≤ t)− t|

= sup
t∈[0,1]

|Fn,U (t)− t|

Theorem 5.8. (Distribution-free Property). Under H0, the distribution
of D∗n is the same for all continuous distribution functions F .

Theorem 5.9. Under H0, as n→∞,

√
nD∗n

d→ H,

where H is a valid c.d.f..

Remark 5.10. In fact, the exact sampling distribution of the K.S. statistic,
under H0, can be approximated by simulations, i.e., we can draw n data
points form a Uniform(0, 1) distribution and recompute the test statistic
multiple times.

Kolmogorom-Smirnov Test for Two Samples. Consider a problem in
which a random sample of m observations X1, ..., Xm is taken from the
unknown c.d.f. F , and an independent random sample of n observations
Y1, ..., Yn is take nfrom another distribution with unknown c.d.f. G. It
is desired to test the hypothesis that both these functions, F and G, are
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idnetical, without specifying their common form. Thus the hypotheses we
want to test are

H0 : F (x) = G(x), ∀x inR,
H1 : F (x) 6= G(x), ∃x ∈ R.

We shall denote by Fm the E.D.F. of the observed sample X1, ..., Xm,
and by Gn the E.D.F. of the sample Y1, ..., Yn. We consider the following
statistic

Dm,n = sup
x∈R
|Fm(x)−Gn(x)|.

When H0 holds, the sample E.D.F.s Fm and Gn will tend to be close to
each other. In fact, when H0 is true, it follows from the Glivenko-Cantelli
lemma that

Dm,n
p→ 0, as m, n→∞.

Theorem 5.11. Under H0, we have(
mn

m+ n

)1/2

Dm,n
d→ H,

where H is the same c.d.f. as in
√
nD∗n

d→ H (see above theorem).

A test procedure that rejects H0 when(
mn

m+ n

)1/2

Dm,n ≥ cα,

where cα (i.e. the (1 − α)-quantile of H) is an appropriate constant, is
called a Kolmogorov-Smirnov two sample test.

Remark 5.12. Consider some c.d.f., F ∗(x), we can compute sup
F∗(x)

|A(F ∗(x)| =

sup
t∈[0,1]

|A(t)|. Note that we can evaluate everywhere (assume it is continu-

ous).

Figure 3: This is the graphic illustration for Kolmogorov-Smirnov Test.

54



Moreover, we can also consider X ∼ F (x) ⇒ F (x) ∼ Unif([0, 1]) or
X ∼ (0, 1)⇒ Φ(x) ∼ unif(0, 1). For some random x, we can apply c.d.f.
on sample F (x), which leads to the answer to the question: how machine
generates random uniformly distributed numbers?

5.3 Bootstrap
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Let us consider an example. Suppose that we model our data X =
(X1, ..., Xn) as coming from some distribution with c.d.f. F having me-
dian θ. Suppose that we are interested in using the sample median M
as an estimator of θ. We would like to estimate the M.S.E. of M (as an
estimator of θ), i.e. we would like to estimate

E[(M − θ)2].

We may also be interested in finding a confidence interval for θ.
For another example, suppose that (X1, Y1), ..., (Xn, Yn) is a random

sample fro ma distribution F . We are interested in the distribution of the
sample correlation coefficient.

R =

n∑
i=1

(Xi − X̄)(Yi − Ȳ )

[
n∑
i=1

(Xi − X̄)2
n∑
i=1

(Yi − Ȳ )2]1/2

We might be interested in the variance of R, or the bias of R, or the
distribution of R as an estimator of the correlation ρ between X and Y .
How do we solve this problem? How would we do it if an oracle told us
F?

Bootstrap. The bootstrap is a method of replacing (plug-in) an un-
known distribution function F with a known distribution in probabil-
ity/expectation calculations. If we have a sample of data from the dis-
tribution F , we first approximate F by F̂ and then perform the desired
calculation. If F̂ is a good approximation of F , then bootstrap can be
successful.

5.3.1 Bootstrap in General
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In general, let η(X, F ) be a quantity of interest that possibly depends on
both the distribution F and a sample X drawn from F . We might wish
to estimate the mean or a quantile or some other probabilistic feature or
the entire distribution of η(X, F ). The bootstrap estimates η(X, F ) by
η(X∗, F̂ ), where X∗ is a random sample drawn from the distribution F̂ ,
where F̂ is some distribution that we think is close to F . How do we find
the distribution of η(X∗, F̂ )? In most cases, the distribution of η(X∗, F̂ )
is difficult to compute, but we can approximate it easily by simulation.
The bootstrap can be broken down in the following simple steps:

(a) Find a “good” estimator F̂ of F .
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(b) Draw a large number (say, v) of a random samples X(1), ...,X(v)

from the distribution F̂ and then compute T (i) = η(X∗(i), F̂ ), for
i = 1, ..., v.

(c) Finally, compute the desired feature of η(X∗, F̂ ) using the sample
c.d.f. of the values of T (1), ..., T (v).

5.3.2 Parametric Bootstrap
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Parametric Bootstrap. Consider the following example about (estimating
the standard deviation of a statistic. Suppose that X1, ..., Xn is random
sample from N(µ, σ2). Suppose that we are interested in the parameter

θ = P(X ≤ c) = Φ(

(
c− µ
σ

)
,

where c is a given known constant. What is the M.L.E. of θ? The M.L.E.
is

θ̂ = Φ(
c− X̄
σ̂

)
.

The question is, how do we calculate the standard deviation of θ̂? There
is no easy closed form expression for this. We can bootstrap. We draw
many, say v, bootstrap samples of size n from N(X̄, σ̂2). For the i-th
sample we compute a sample average X̄∗(i), a sample standard deviation
σ̂∗(i). Finally, we compute

θ̂∗(i) = Φ(

(
c− X̄∗(i)

σ̂∗(i)

)
.

We can estimate the mean of θ̂ by

θ̄∗ =
1

v

v∑
i=1

θ̂∗(i).

The standard deviation of θ can then be estimated by the sample standard
deviation of the θ̂∗(i) values, i.e.

[
1

v

v∑
i=1

(θ̂∗(i) − θ̄∗)2]1/2.

For another example, suppose we want to compare means when vari-
ances are unequal. Suppose that we have two samples X1, ..., Xm and
Y1, ..., Yn from two possibly different normal populations. Suppose that
X1, ..., Xm are i.i.d. N(µ1, σ

2
1) and Y1, ..., Yn are i.i.d. N(µ2, σ

2
2). Suppose

that we want to test H0 : µ1 = µ2 versus H1 : µ1 6= µ2. We can use the
test statistic

U =
(m+ n− 2)1/2(X̄m − Ȳn)

( 1
m

+ 1
n

)1/2(S2
X + S2

Y )1/2
.

Note that as σ2
1 6= σ2

2 , U does not necessarily follow a t-distribution. How
do we find the cut-off value of the test? The parametric bootstrap can
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proceed as follows. First choose a large number v, and for i = 1, ..., v
simulate (X̄

∗(i)
m , Ȳ

∗(i)
n , S

2∗(i)
X , S

2∗(i)
Y ), where all four random variables are

independent with the following distributions

X̄(∗(i)
m ∼ N(0, σ̂2

1/m)

Ȳ ∗(i)n ∼ N(0, σ̂2
2/n)

S
2∗(i)
X ∼ σ̂2

1χ
2
m−1

S
2∗(i)
Y ∼ σ̂2

2χ
2
n−1

Then we compute

U∗(i) =
(m+ n− 2)1/2(X̄

∗(i)
m − Ȳ ∗(i)n )

( 1
m

+ 1
n

)1/2(S
2∗(i)
X + S

2∗(i)
Y )1/2

,∀i

We approximate the null distribution of U by the distribution of the
U∗(i)’s. Let c∗ be the (1− α

2
)-quantile of the distribution of U∗(i)’s. Thus

we reject H0 if
|U | > c∗.

Remark 5.13. Consider the following example, say we have a discrete
sample acting like the following. We have some points that have weights
and the rest of the points with weights of zero. For each xi, we have the
same weight of 1

n
. With this sample, we try to ask the question: “how to

generate large dataset?”
We take the sample, we generate v trials, say (1), x7, ..., x17, and

(2), x10, ...,, and all the way to (v), x19, ..., with each trial the sample
size exactly like xi.

Figure 4: This is the graphic illustration for c.d.f. of a discrete random sample.

5.3.3 The Nonparametric Bootstrap

Go back to Table of Contents. Please click TOC

Nonparametric Bootstrap. Let us go back to previous example. Consider
X1, ..., Xn be a random sample from a distribution F . Suppose that we
want a C.I. for the median θ of F . We can base a C.I. on the sample
median M . We want the distribution of M − θ! Let η(X, F ) = M − θ.
We approximate the α/2 and the 1 − α/2 quantiles of the distribution
of η(X, F ) be that of η(X∗, F̂ ). We may choose F̂ = Fn, the empirical
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distribution function. Thus, our method can be broken in the following
steps. First, choose a large number v and simulate many samples X∗(i), for
i = 1, .., n, from Fn. This reduces to drawing with replacement sampling
from X. Second, for each sample, we compute the sample median M∗(i)

and then find the sample quantiles of {M∗(i) −M}vi=1.
For another example above, suppose that (X1, Y1), ..., (Xn, Yn) is a

random sample from a distribution F . We are interested in the distribu-
tion of the sample correlation coefficient:

R =

n∑
i=1

(Xi − X̄)(Yi − Ȳ )

[
n∑
i=1

(Xi − X̄)2
n∑
i=1

(Yi − Ȳ )2]1/2
.

We might be interested in the bias of R, i.e., η(X,Y, F ) = R − ρ. Let
Fn be the discrete distribution that assigns probability 1

n
to each of the

n data points. Thus, our method can be broken in the following steps.

(a) Choose a large number v and simulate many samples from Fn. This
reduces to drawing with replacement sampling from the original
paired data.

(b) For each sample we compute the sample correlation coefficient R∗(i)

and then find the sample quantiles of {T ∗(i) = R∗(i) −R}vi=1.

(c) We estimate the mean of R− ρ by the average 1
n

v∑
i=1

T ∗(i).

6 Linear Regression Models
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We are often times interested in understanding the relationship between
two or more variables. Say we want to model a functional relationship
between a “predictor” (i.e. input independent variable) and a “response”
variable (output, dependent variable). However, the real world is noisy,
no f = ma situation that we can use. Then we have to understand
observations like noise, weak relationship, etc..

6.1 Method of Least Squares

Go back to Table of Contents. Please click TOC

Suppose that we have n data points (x1, Y1), ..., (xn, Yn). We want to
predict Y given a value of x. Let Yi be the value of the response variable
for the i-th observation. Let xi be the value of the predictor variable
for the i-th observation. We can then plot the data and try to visualize
the relationship, scatter plot. Suppose that we think that Y is a linear
function of x, then we have Yi ≈ β0 + β1xi, and we want to find the
“best” such linear function. For the correct parameter values β0 and β1,
the deviation of the observed values to its expected value, Yi − β0 − β1xi,
should be small. We can also try to minimize the sum of the n squared
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deviations, i.e. we can try to minimize

Q(b0, b1) =

n∑
i=1

(Yi − b0 − b1xi)2

as a function of b0 and b1. In other words, we want to minimize the sum of
the squares of the vertical deviations of all the points from the line. The
least squares estimators can be found by differentiating Q with respect to
b0 and b1 and setting the partial derivatives equal to 0. We can find b0
and b1 by solving

∂Q

∂b0
= −2

n∑
i=1

(Yi − b0 − b1xi) = 0

∂Q

∂b1
= −2

n∑
i=1

xi(Yi − b0 − b1xi) = 0

6.1.1 Normal Equations
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The values of b0 and b1 that minimize Q are given by the solution to the
normal equations:

n∑
i=1

Yi = nb0 + b1

n∑
i=1

xi

n∑
i=1

xiYi = b0

n∑
i=1

xi + b1

n∑
i=1

x2
i

Solving the normal equations gives us the following point estimates:

b1 =

n∑
ı=1

(xi − x̄)(Yi − Ȳ )2

n∑
ı=1

(xi − x̄)2

=

n∑
ı=1

(xi − x̄)Yi

(xi − x̄)2

and
b0 = Ȳ − b1x̄

where x̄ =
n∑

ı=1

xi
n

and Ȳ =
n∑

ı=1

Yi
n

. We estimate the regression function:

E(Y ) = β0 + β1x

using
Ŷ = β̂0 + β̂1x.

The term
Ŷi = β̂0 + β̂1xi, n = 1, ..., n,

is called the fitted or predicted value for the i-th observation, while Yi is
the observed value. The residual, denoted ei, is the difference between
the observed and the predicted value of Yi, i.e.,

ei = Yi − Ŷi.

The residuals show how far the individual data points fall from the re-
gression function.
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Remark 6.1. Notice that naturally there is Ŷ0 = β̂0 + β̂1xi and this would
give us predicted value. For model like this, we observe say n = 100
observations, we would use nreg = 70 for regression and we would use
the rest ntest = 30 for test. Let us say for two models M1 and M2, we

would have two sets of predicted values for Ŷ0, say p1 =
n∑
n=1

(Yi− Ŷ1)2 and

p2 =
n∑
n=1

(Yi − Ŷ2)2.

Then we can consider ei = Yi − Ŷi, so we check
n∑
n=1

e2
i , which we want

to minimize. Or we can check whether
n∑
i=1

= 0. We simply compute

n∑
i=1

ei =
n∑
i=1

Yi−
n∑
i=1

Ŷi =
n∑
i=1

Yi−
n∑
i=1

(β̂0 + β̂ixi) =
n∑
i=1

Yi−nβ̂0− β̂i
n∑
i=1

xi = 0.

Or else we can check
n∑
i=1

xiei = 0.

Proposition 6.2. We have the following propositions:

(1) The sum of the residuals
n∑
i=1

ei is zero.

(2) The sum of the squared residuals is minimum.

(3) The sum of the observed values equal the sum of the predicted values,

i.e.
n∑
i=1

Yi =
n∑
i=1

Ŷi.

(4) The following sums of weighted residuals are equal to zero:

n∑
i=1

xiei = 0,

n∑
i=1

ei = 0.

(5) The regression line always passes through the point (x̄, Ȳ ).

Then we would estimate σ2. Let us recall σ2 = var(ei). We might

have used σ̂2 =

n∑
i=1

(εi−ε̄)2

n−1
, but εi’s are not observable. The idea is to use

ei’s, i.e., s2 =

n∑
i=1

(ei−ē)2

n−2
=

n∑
i=1

e2i

n−2
. The divisor n − 2 in s2 is the number

of degrees of freedom associated with the estimate. To obtain s2, the two
parameters β0 and β1 must first be estimated, which results in a loss of
two degrees of freedom. Using n − 2 makes s2 an unbiased estimator of
σ2, i.e. E(s2) = σ2.

Gauss-Markov Theorem This theorem gives a solid understanding of
a linear estimator.

Theorem 6.3. The least squares estimators β̂0, β̂1 are unbiased, i.e.

E(β̂0) = β0, E(β̂1) = β1.

A linear estimator of βj (j = 0, 1) is an estimator of the form

β̃j =

n∑
i=1

ciYi,
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where the coefficients c1, ..., cn are only allowed to depend on xi. Note that
β̂0, β̂1 are linear estimators.

Proof: We prove the two estimators β̂0 and β̂1 are unbiased first and
we show that there is a best linear estimator β̃.

For unbiased β̂1, we want to show that E(β̂1) = β1. Consider

E(β̂) = 1
s2x

n∑
i=1

(xi − x̄)E(Yi)

= 1
s2x

n∑
i=1

(xi − x̄)(β0 + βixi)

= 1
s2x

(β0

n∑
i=1

(xi − x̄) + β1

n∑
i=1

(xi − x̄)xi)

Then we notice that the part
n∑
i=1

(xi − x̄)xi =
n∑
i=1

(xi − x̄)(xi − x̄ + x̄) =

s2
x + x̄

n∑
i=1

(xi − x̄) = s2
x since x̄

n∑
i=1

(xi − x̄) = 0.

This means that

E(β̂) = 1
s2x

(β0

n∑
i=1

(xi − x̄) + β1

n∑
i=1

(xi − x̄)xi)

= 1
s2x

(β0 × 0 + β1 × (s2
x + 0))

= β1 × s2
x × 1

s2x

= β1

Then we want to show that E(β̂0) = β0. We have

E(β̂0) = E(Y − β̂1x̄)

E(β̂0) = E(Yi)− x̄E(β̂1)

Notice that

Ȳi = 1
n

n∑
i=1

(β0 + βixi + εi)

E(Yi) = E( 1
n

n∑
i=1

(β0 + βixi + εi))

= β0 + x̄β1 + E( 1
n

n∑
i=1

εi)

E(Yi) = β0 + β1x̄

Thus, we plug E(Yi) = β0 + β1x̄ into E(β̂0) = E(Yi)− x̄E(β̂1) and we get
the following:

E(β̂0) = E(Yi)− x̄E(β̂1)

E(β̂0) = β0 + β1x̄− x̄E(β̂1)

Since we already know from unbiased β̂1, thus we have

E(β̂0) = β0 + β1x̄− x̄E(β̂1)

E(β̂0) = β0 + 0

E(β̂0) = β0

Thus, we conclude that both β̂0 and β̂1 are unbiased. We can define

ωi =
xi − x̄
s2
x
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Then we have

β̂1 =

n∑
i=1

ωiYi

β̂0 = Ȳ − β̂1x̄ =

n∑
i=1

(
1

n
− x̄ωi)Yi

Thus, β̂1 and β̂0 are the best linear estimators.

Q.E.D.

No matter what the distribution of the error terms εi, the least squares
method provides unbiased point estimates that have minimum variance
among all unbiased linear estimators.

The Gauss-Markov theorem states that in a linear regression model
in which the errors have expectation zero and are uncorrelated and have
equal variances, the best linear unbiased estimator (BLUE) of the coeffi-
cients is given by the ordinary least squares estimators.

6.1.2 Normal Simple Linear Regression
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To perform inference we need to make assumptions regarding the distribu-
tion of εi. We often assume that εi’s are normally distributed. The normal
error version of the model for simple linear regression can be written:

Yi = β0 + β1xi + εi, i = 1, ..., n.

Here εi’s are independent N(0, σ2), σ2 is unknown. Hence, Yi’s are in-
dependent normal random variables with mean β0 + β1xi and variance
σ2.

When the probability distribution of Yi is specified, the estimates can
be obtained using the method of maximum likelihood. This method
chooses as estimates those values of the parameter that are most con-
sistent with the observed data. The likelihood is the joint density of the
Yi’s viewed as a function of the unknown parameters, which we denote
L(β0, β1, σ

2). Since the Yi’s are independent this is simply the product
of the density of individual Yi’s. We seek the values of β0, β1 and σ2

that maximize L(β0, β1, σ
2) for the given x and Y values in the sample.

According to our model:

Yi ∼ N(β0 + β1xi, σ
2), for i = 1, ..., n.

The likelihood function for the N independent observations Y1, ..., Yn is
given by

L(β0, β1, σ
2) =

n∏
i=1

1√
2πσ2

exp

{
− 1

2σ2
(Yi − β0 − β1xi)

2

}

=
1

(2πσ2)n/2
exp

{
− 1

2σ2

n∑
i=1

(Yi − β0 − β1xi)
2

}
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The value of (β0, β1, σ
2) that maximizes the likelihood function are called

maximum likelihood estimates, M.L.E.s. The M.L.E. of β0 and β1 are
identical to the ones obtained using the method of least squares, that is,

β̂0 = Ȳ − β̂1x̄, β̂1 =

n∑
i=1

(xi − x̄)Yi

S2
x

,

where S2
x =

n∑
i=1

(xi − x̄)2. The M.L.E. of σ2 is σ̂2 = 1
n

n∑
i=1

(Yi − Ŷi)2.

6.1.3 Inference
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The model describes the linear relationship between the two variables x
and Y . Different samples from the same population will produce different
point estimates of β0 and β1. Hence, β̂ and β̂1 are random variables with
sampling distributions that describe what values they can take and low
often they take them.

Hypothesis tests are about β0 and β1 can be constructed using these
distributions. The next step is to perform inference, including (1) tests
and confidence intervals for the slope and intercept, (2) confidence inter-
vals for the mean response, and (3) prediction intervals for new observa-
tions.

Theorem 6.4. Under the assumptions of the normal linear model,(
β̂0

β̂1

)
∼ N2

((
β0

β1

)
, σ2

(
1
n

+ x̄2

S2
x
− x̄
S2
x

− x̄
S2
x

1
S2
x

))

where S2
x =

n∑
i=1

(xi− x̄)2. Also, if n ≥ 3, σ̂2 is independent of (β̂0, β̂1) and

nσ̂2/σ2 has a χ2-distribution with n− 2 degrees of freedom.

Remark 6.5. In this case, 2 is the number of covariance because there are
two factors. In generalized cases, it will be n− k for k to be the amount
of factors.

We can test H0 : β1 = 0 versus H1 : β1 6= 0. Under the null hypothesis
there is no linear relationship between Y and x. For the means of prob-
ability distributions of Y , it is equal at all levels of x, i.e., E(Y |x) = β0,
for all x. The sampling distribution of β̂1 is given by

β̂1 ∼ N
(
β1,

σ2

S2
x

)
Then we need to know that β̂1 is normally distributed with E(β̂1) = β1,

and V ar(β̂1) = σ2

S2
x

.

Remark 6.6. There are three aspects of the scatter plot that affect the
variance of the regression slope. The spread around the regression line
(σ2) is less scatter around the line means the slope will be more consistent

from sample to sample. The spread of the x values (
n∑
i

(xi − x̄2/n)) is a

large variance of x provides a more stable regression. The sample size n
has a larger sample size n′, giving more consistent estimates.
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The sampling distribution of β̂0 is then

N

(
β0, σ

2

(
1

n
+
x̄2

S2
x

))
,

and for c0 and c1 constants we can test H0 : c0β0 + c1β1 = c∗ versus
H0 : c0β0 + c1β1 6= c∗. We should use a scalar multiple of c0β̂0 + c1β̂1− c∗
as the test statistic. Specifically, we use

U0,1 =

[
c20
n

+
(c0x̄− c1)2

S2
x

]−1/2(
c0β̂0 + c1β̂1 − c∗

σ̃

)
where

σ̃2 =
S2

n− 2

and

S2 =

n∑
i=1

(Yi − β̂0 − β̂1xi)
2 =

n∑
i=1

e2
i .

Note that σ̃2 is an unbiased estimator of σ2. For each α ∈ (0, 1), a level
α test of the null hypothesis is to reject H0 if

|U01| > T−1
n−2(1− α

2
).

The above result follows from the fact that c0β̂0 + c1β̂1 − c∗ is normally
distributed with mean

V ar(c0β0 + c1β1 − c∗) = c20V ar(β̂0) + c21V ar(β̂1) + 2c0c1Cov(β̂0, β̂1)

= c20σ
2

(
1
n

+ x̄2

S2
x

)
+ c21σ

2 1
S2
x
− 2c0c1

σ2x̄
S2
x

= σ2

[
c20
n

+
c20x̄

2

S2
x
− 2c0c1

x̄
S2
x

+ c21
1
S2
x

]
= σ2

[
c20
n

+ (c0x̄−c1)2

S2
x

]
Then the confidence interval at 1-α level for the parameter c0β0 + c1β1 is

c0β̂0 + c1β̂1 ± σ̃
[
c20
n

+
(c0x̄− c1)2

S2
x

]1/2

T−1
n−1(1− α

2
).

Often times we want to estimate the mean of the probability distribu-
tion of Y for some value of x. The point estimator of the mean response
is

E(Y |xh) = β0 + β1xh

when x = xh is given by

Ŷh = β̂0 + β̂1xh.

In this case, the goal for us is to show that Ŷh is normally distributed.
We can also find E(Ŷh) and V ar(Ŷh). The sampling distribution of Ŷh is
given by

Ŷh ∼ N
(
β0 + β1xh, σ

2

(
1

n
+

(xh − x̄)2

S2
x

))
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In this case, both β̂0 and β̂1 are linear combinations of independent normal
random variables Yi. Hence, Ŷh = β0 + β1xh is also a linear combination
of independent normally distributed rnadom variables. Thus, Ŷh is also
normally distributed.

From E(Ŷh) = E(β̂0 + β̂1xh) = E(β̂1)xh = β0 + β1xh, we can find the
exepcted value of Ŷh. Note that Ŷh = Ȳ − β̂1x̄+ β̂1xh = Ȳ + β̂1(xh − x̄).
Also note that β̂1 and Ȳ are uncorrelated, that is,

Cov

( n∑
i=1

wiYi,

n∑
i=1

1

n
Yi

)
=

n∑
i=1

wi
n
σ2 =

σ2

n

n∑
i=1

wi = 0.

This implies that

V ar(Ŷh) = V ar(Ȳ ) + (xh − x̄)2V ar(β̂1)

= σ2

n
+ (xh − x̄)2 σ2

S2
x

In the situation that we do not know σ2, we estimate it using σ̃2. Thus,
the estimated variance of Ŷh is given by

SE2(Ŷh) = σ̃2

(
1

n
+

(xh − x̄)2

S2
x

)
.

The variance of Ŷh is smallest when xh = x̄. The sampling distribution
for the studentized statistic will be

Ŷh − E(Ŷh)

SE(Ŷh)
∼ tn−2.

All inference regarding E(Ŷh) are carried out using the t-distribution. A
1−α) C.I. for the mean response when x = xh is Ŷh± t1−α/2,n−2SE(Ŷh).

Suppose that β∗0 and β∗1 are given numbers and we are itnerested in
testing the following hypothesis, H0 : β0 = β∗0 versus H1: at least one
different. We can derive the likelihood ratio test for this test. Recall that

L(β0, β1, σ
2) =

n∏
i=1

1√
2πσ2

exp{− 1
2σ2 (Yi − β0 − β1xi)

2}

= 1

(2πσ2)n/2
exp{− 1

2σ2

n∑
i=1

(Yi − β0 − β1xi)
2}

Under the constraint space, β0 and β1 are fixed at β∗0 and β∗1 , and so we
have

σ̂2
0

1

n

n∑
i=1

(Yi − β∗0 − β∗1xi)2.

The likeilihood statistic reduces to

Λ(Y,x) =

sup
σ2

L(β∗0 , β
∗
1 , σ

2)

sup
β0,β1,σ2

L(β0, β1, σ2)
=

(
σ̂2

σ̂2
0

)2

=

[ n∑
i=1

(Yi − β̂0 − β̂1xi)
2

n∑
i=1

(Yi − β∗0 − β1xi)2

]n
2

Hence, we reject H0 when Λ(Y,x) ≤ k, for some k chosen, given the level
condition.
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6.2 Linear Models with Normal Errors
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This section concerns models for independent responses of the form

Yi ∼ N(µi, σ
2), where µix

T
i β

for some known vector of explanatory variables xTi = (xi1, ..., xip) and
unknown parameter vector β = (β1, ..., βp)

T , where p < n. This is the
linear model and is written as

Y = Xβ + ε

where

Yn×1 =

Y1

...
Yn

 ,Xn×p

x
T
1

...
xTn

βp×1 =

β1

...
βn

 , εn×1 =

ε1...
εn


and

εi
i.i.d.∼ N(0, σ2).

Sometimes we can write this in a more compact notation

Y ∼ Nn(Xβ, σ2I)

where I is the n× n identity matrix.
The log-likelihood (up to a constant term) for (β, σ2) is

l(β, σ2) = −n
2

log σ2 − 1
2σ2

n∑
i=1

(Yi − xTi β)2

= −n
2

log σ2 − 1
2σ2

n∑
i=1

(
Yi −

p∑
j=1

xijβj

)2

An M.L.E. (β̂, σ̂2) satisfies

0 = ∂
∂βj

l(β̂, σ̂2)

= 1
σ̂2

n∑
i=1

xij(yi − xTi β̂)

n∑
i=1

xijx
T
j β̂ =

n∑
i=1

xijyi

Since XTX is non-singular if X has rank p, we have

β̂ = (XTX)−1XTY

6.3 One Way Analysis of Variance (ANOVA)
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Consider j treatments. For groups 1, ..., j, we have size n1, n2, ..., nj . Sup-
pose we have observations for each group to be Y11, ..., Y1n1 , Y21, ..., Y1n2 ,
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..., and Yj1, ..., Y1ni . Let us also suppose that n = n1 + n2 + . . . nj . We
consider the following

 Y11

...
Y1n1


... Yj1
...

Yjnj




n×1

=



1 . . . 0
...
1 . . . 0


...0 . . . 1

...
0 . . . 1




n×j


µ1

µ2

...
µj


j×1

+


ε1
ε2
...
εj



Then consider Yjk = µ + αj + εjk. We can write down Yjk = (µ − 10) +
(αj + 10) + εjk, which will give us a similar result and would not make
too much sense.

Instead, we shouold have Yjk = µ+ (αj −α1) + εjk so we can compare
everything with α1, which is easier. For likelihood, we have L(θ,X). Take
the natural log, we have

logL(θ,X) ∝ − 1
2σ2

ni∑
k=1

(Yjk − µj)2

∝
nj∑
k=1

(Yjk − µj)2

∝
j∑
j=1

∑
k=1
nj

(Yjk − µj)2

Take derivative and set the equation to 0. We have 0 = ∂
∂µj

= −2
nj∑
k=1

(Yjk−

µj)
2, which would give us µ̂j = 1

nj

nj∑
k=1

Yjk = Ȳj . Under H0, we have

µ̂ = Ȳ = 1
n

j∑
j=1

nj∑
k=1

Yik = 1
n

j∑
j=1

nj Ȳj .

Check that the M.L.E. fitted values are

Ŷjk = Ȳj ≡
1

nj

nj∑
k=1

Yjk

under H1, whatever parameterization is chosen, and we

Ŷjk = Ȳ ≡ 1

n

j∑
j=1

nj Ȳj , where n =

j∑
j=1

nj .

under H0.

Theorem 6.7. (Partiioning the sum of squares) we have

SStotal = SSwithin + SSbetween

where

SStotal =

j∑
j=1

nj∑
k=1

(Yjk − Ȳ )2,
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SSwithin =

j∑
j=1

nj∑
k=1

(Yjk − Ȳj)2,

and

SSbetween =

j∑
j=1

nj(Ȳj − Ȳ )2.
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